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3®PEKTUBHOE IPUMEHEHUE OBJIAYHBIX PECYPCOB IIPM OBYYEHUU U
UCII0JIb30BAHUM I'’TYBOKHUX HEMPOHHBIX CETEN*

AHHOTAIMA

HetipoHHble cemu umerom gce 6o/buiee 3HaA4eHuUe 8 Hayke u mexHuke. [locmpoeHuem u o6y4eHuem
HelpOHHbIX cemeli 3aHUMAMCST MHO2UE HAYYHble KO/AeKMu8bl U UHXCeHepbl. [las obecneveHusi
3¢hexmu8H020 8bIMUCAEHUS] HEUPOHHbIX cemell MHO2Ue YYeHble UCN0/1b3YI0m 06.1a4Hble pecypcyl ¢
novacosoli oniamotl, gvideseHHvle GPU yckopumeanu. [laHHas paboma nocessweHa ucc.1edo8aHuro
agpekmusHocmu o06y4eHUs1 HelipoHHbIX cemell Ha GPU yckopumessix U 0ObIYHbIX Cep8epHbIX
npouyeccopax. IlposedeH 0630p 6cex nonyaspHwviXx @Ppeiimeopkos 0. c030aHUSl U 8bINOJAHEHUS
pacvemos Ha HeUpoHHbIX cemsiX, pacCMOMpPeHbl UX npeumywjecmed u Hedocmamku, a makice
ocobeHHocmu pabombvl ¢ GPU u e kaacmepHbvlx pexcumax. PaccmompeHnbl npeumyujecmea
UCno/b308aHUsl KoHmetiHepusayuu npu GPU pacuemax Ha 064Q4HbIX cucmemax ¢ no4acogol
on/z1amoti, 803MOMCHOCMb CYWeCMB8EHHO YNpocmums Nep8oHAYA/AbHYI0 HACMPOLKY U ceecmu K
MUHUMYMY paccoeaacosaHue sepcull dpatisepos u koHmeliHepos. Takice paccMompeHo e/AusiHuUs
KoHmeliHepuzayuu Ha npou3godumeibHOCMb 06yueHus. [I[poeedeHo niaHuposaHue skchepumeHma,
ONUCAHbI CNOCOOBI 3aNycKa 8bIYUCAGHULl U C60pa cmamucmuKku KAk Hympu KOHmeliHepos, mak u Ha
xocme. PaccmompeHbl pasau4Hble CMOUMOCMHbIe NOKA3ameu NPO20HA HelipOHHOU cemu, NOKA3AHO
YCKOpeHue npu Uucno/b3o8aHuu Heckoabkux GPU, coemecmuoe ucnosav3oeanue GPU u CPU,
uccnedosama pasau4Has hnompebHocms 8 onepamusHoll namsimu 04 CPU u GPU Ha odHux u mex
Jce modessix u dauHbix. [lokazaHa 603MoxcHOCMb IhdpekmusHozo obyyeHuUs1 mModesell MoabKo Ha
npoyeccopax u 3a8bluleHHble CMOUMOCMHbIe Xapakmepucmuku ucno/b3oganusi GPU yckopumesetl.

KiiodeBble cioBa

I'nybokue HelipoHHble cemu; 006/1a4YHble Bbl4UC/AEHUSl;, KOHMeUHepbl, 8Upmyad/abHble MAWUHbL
napasienbHbvle 8bIMUCAEHUSL.
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EFFICIENT APPLICATION OF CLOUD RESOURCES FOR TRAINING AND USING DEEP
NEURAL NETWORKS

Abstract

Neural networks have great importance in science and technology. Many research teams and
engineers are involved in the design and training of neural networks. Many scientists use cloud
resources and dedicated GPU accelerators with hourly payment to make the efficient calculations of
neural networks. This paper is devoted to research the efficiency of training neural networks on GPU
accelerators and server CPUs. We make review of popular frameworks for creation and calculations
execution on neural networks. The advantages and disadvantages of frameworks, the features of their
work with GPUs and work in cluster mode are considered in this paper. In addition, we consider the
advantages of containerization usage with GPU computations on hourly paid cloud systems. One of
them is the opportunity to greatly simplify the initial configuration and minimize the discrepancy
between the versions of drivers and containers. Also, we consider the impact of containerization on
the performance of neural network training. The experiment was planned, and the methods for

* Tpyanl Il MexayHapogHol Hay4yHOH KoH(epeHnun «KoHBepreHTHble KOTHUTUBHO-
uHopManuoHHbIe TexHosorum» (Convergent’2017), MockBa, 24-26 Hosa6ps, 2017

Proceedings of the II International scientific conference "Convergent cognitive information
technologies" (Convergent’2017), Moscow, Russia, November 24-26, 2017

157



starting computations and collecting statistics both inside the containers and on the host are
described. Different cost parameters of the neural network execution are considered. The experiment
shows the acceleration of neural network training when several GPUs and/or CPUs are used. The
different need for RAM for CPUs and GPUs is investigated on the same models and data. The
opportunity of the efficient model training only on CPUs and overestimated cost characteristics of the
use of GPU accelerators are shown.
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BBegenue

PacnpocTpaHeHHe HEHPOHHBIX CeTel B HayKe U TEXHUKE yiKe JaBHO BbILIJIO 32 PaMKHU YUCTO aKaZleMHUYeCKoro
HHTepeca. OHu HCIIOJIb3YKOTCA INPAKTHUYECKH BO BCeX o6J1acTIx I/IH(l)OpMaI.lI/IOHHI)IX TeXHOJIOI‘I/II‘/JI, HavdaJu
3dMEHATb KPUCTOB U TeXHHUYECKYI MoAAepKKY, I[O3BOJIMJIM CO34aThb 0GeCIUJIOTHBIN TPaHCIIOPT H
dBTOMATU3UPOBATb MHOXECTBO PA3/JIMYHBIX IMPOLECCOB. Ho HeckoJibKO HpeHHTCTBI/II‘/JI Ha NyTH Aaaneﬁmero
Pa3sBUTHUA U PACIPOCTPAHEHUA HeﬁpOHHbIX ceTel He AAI0T MPUMEHATb U U3Yy4YaTb UX MOBCEMECTHO — 3TO, BO-
IepBbIX, BbICOKHE TpE6OBaHI/IH K BBIYHCJ/IMTEJ/IbHBIM pecypcaM, HeO6XO,Z[I/IMbIM AJId aKTUBHO HCIIOJIb3YEeMBbIX
ceiyac riiy60K1X HEMPOHHBIX CeTel, BO-BTOPbIX — BBICOKMI OPOT BXOXK/I€HUSI B TEXHOJIOTHH.

®peliMBOpKH AJ1s1 BbIYMCAEHUHN HaJ, rpadaMu NPeACTaBAsIOT HEMPOHHbIE CETH B BHUJie OPUEHTHPOBAHHBIX
rpac1>0B, B KOTOPBIX JIMCTOBbI€ BEPIIWHBI MPEeACTABJIAIT BXOAI)I/BI)IXOLU)I HJIX NapaMeTpbl Ce€TH, OCTAaJIbHbIe
BEPIIWHBI — BEKTOPHLIE OIllepaliliy, TaKHWe KaK MaTpU4YHOe CJ'IO)KeHI/Ie/yMHO)KeHI/Ie HUJIK CBEPTKa. CaMbIMH
MOMYJISPHBIMHU CUMBOJIbHBIMHU GpelMBOpPKaMHU /[Jis peau3aldyd HEHPOHHBIX CeTeld B HACTOSIIUN MOMEHT
apastoTcs Google TensorFlow, Theano, Microsoft CNTK, MXNET, Torch, VELES, Neon [1]. [lopor Bxox/eHus npu
HCII0JIb30BaHUH JIOBOJIbHO BBICOK — HEO6X0/JUMO YMETh MUCATh Ha SI3bIKe IPOrpaMMHUpPOBaHUS /151 GperiMBOPKa,
yCTaHABJUBATh JpaiiBepbl M OUOJHMOTEKH B Linux, cOBMellaTh HAaBbIKM CHUCTEMHOT'0 aJMHHHUCTpATOpa M
paspaboTtyrka (devops). Microsoft mpemsiaraer 6GoJsiee aJanTHUPOBAHHBbIE K IIMPOKOMY MCII0/JIb30BaHUIO
NPOAYKTHI, HO TaKXe TpebyeT IMpUMEHEHHUsT COOCTBEHHOr0 HWHCTpyMeHTapus. /[lis NOHMKeHUsT mopora
BXOXKIEHHUS ObLIH pa3paboTaHbl pPeHMBOPKH J1JIsI BBICOKOYPOBHEBOU Pa3paboTKH MPOrpaMMHOI0 06ecriedyeHusl
JUJIsT HEWPOHHBIX CeTeHl, KoTopoe HcmoJsib3dyeT APl u roroBble 6MOJHUOTEKH, peaM3yHOIINe GOJBIIMHCTBO
byHKIMKA 06pab0OTKH BXOAHBIX JaHHBIX, Pa3BepThIBaHUsA U 00y4yeHus ceTu - Keras, Lasagne, Caffe.

AHanu3 cymecTByOIMX PpeliMBOPKOB /1 HEPOHHBIX CeTel

B Hacrosilee BpeMsi uMeeTCcd pPAJ  pa3paboTOK, NPeACTaBJSAIOLUX COO0H  BBICOKOYPOBHEBBIE
WHCTPYMEHTAJIbHble KOMILJIEKCHl NMPOEKTUPOBAHUS NPUKIAJAHBIX CHUCTEM, WCHOJIb3YIOUIMX HEHPOHHbIE CETH.
MaTtemaTudeckne mnaketbl Wolfram u Matlab o6pa6aTbiBaloT JaHHble C yY€TOM MOJIEJIMPOBAHUS U
MPOTHO3UPOBAHHS, OHK MOTYT paboTaTh TOJBKO C He6OIbIIMMU HelpoHHbIMH ceTsiMu. Neural Network Package
ot Wolfram moanep»xxuBaet cetu npssmoro pacnpoctpadHenusi (Feed Forward Neural Networks, FFNN), cetu
paauanbHO-6a3ucHbIX GyHKIUKA (Radial Basis Function network, RBFN) u cetn Xondwuaga (Hopfield Network,
NH). IMaket pacmupenuss MATLAB Neural Network Toolbox Tak)ke paboTaeT ¢ peKyppeHTHbIMHA HEXPOHHBIMHU
cetamu (Recurrent Neural Network, RNN) [2], kpome TOro oH MmojAAep>KUBaeT NapaJijiesbHble BBIUUCIEHUS C
noMortibio Parallel Computing Toolbox.

[Tonpo6GHee pacCMOTPUM M CPaBHUM COBpPEMEHHbIE OUOINOTEKU U GPEHMBOPKH, ITO3BOJISIONME PAOOTATh C
HEHUPOHHBIMU CETAMH W OTBedyawllue psAy YCJAOBUN, BKJIIOYAS HAJWYWE OTKPBITOH JIMLIEH3UHW M XOPOIIO
MPOAYMAHHYIO U IOCTYIHYIO JOKYMEHTALUIO.

BaKHBIM KpUTEpUEM JJisl CPAaBHEHUs SIBJISIETCS MO//[ePKKA HECKOJIbKUX THUIIOB HEUPOHHBIX ceTel. OcoObIN
WHTEpPeC MpeACTaBJsIOT cBEpTOoYHas (aHrJ. Convolutional Neural Network, CNN), pekyppeHTHasl, peKyppeHTHast
cBéproyHasa (aHrs. Recurrent Convolutional Neural Network, RCNN) HeHpoHHBIe CETH, CEThb HPSAMOTO
pacrnpocTpaHeHus, riayookas cetb aoBepusi (Deep Belief Network, DBN), orpaHuyeHHass MamuHa BosbiiMaHa
(Restricted Boltzmann Machine, RBM), a Tak)e pa3HOBHU/JHOCTb PEKypPPEHTHOW HEHPOHHOW CeTH - JloJras
kpaTkocpo4Hasi namAaTh (Long Short-Term Memory, LSTM).

OCHOBHBIM OrpaHHWYeHHWEeM pPa3BUTHS HEHWPOHHBIX CeTel YacTO MPU3HAIOT BbICOKWE BBIYUC/IUTENbHbIE
3aTpaThl Ha UX peanu3anui. OZMH U3 METO/0B pellleH!s JAHHOHN MPOGJIEMBI — UCI0/Ib30BAHUE ApPaJJIe/IbHbBIX U
pacnpefieJIeHHbIX BBIYMCJAEHUH Ha CIelUaJU3MpPOBAHHOM ammapaTHOM obecredyeHud. HaubGosiee sipkuM
MPHUMEPOM SIBJISIETCS MPOTPAaMMHO-aNNapaTHasi BBIYUCIUTENbHAS apXUTEKTypa NapaJliesibHbIX BbIYHCJIEHUH
CUDA xomnanuum NVIDIA. CUDA nomoraeT peasiM30BbIBATb aJrOPUTMBI, HCIOJIHSIEMble Ha rpadpudecKkux
nporneccopax Bujeoyckoputesned. OpenCL - eme oAguH cTraHJapT [Ajs pa3pabOTKU HPUJIOKEHUH s
reTeporeHHbIX CUCTEM, OH TaKXKe WCIOJIb3yeTCs JJs1 MapaJuUleJbHbIX BBIYMCJAEHUH HA LEHTPaJbHBIX M
rpaduyecKux Npoleccopax, B TOM yrcJie U o ynpasyenruem CUDA [3].
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Hanuyue npeaBapuTesibHO 06y4YEeHHBIX MOJeJIed SIBASETCS GOJBLIMM IJII0COM OHOJIUOTEKH, IIOCKOJBKY UX
MOXXHO NPUMEHSATh B CBOUX MPUJIOKEHHUSX, 9KOHOMS BpeMsi U pecypchbl. YTOGBI Jiydllle afanTHPOBATh MOJEIb K
HOBBIM JJ@HHBIM, MOXXHO IPOBECTH JONOJHHUTEJbHYI0 HACTPOUKY - O6YYUTb HEHPOHHYIO CETb C MOMOLIBIO
CcO6CTBEHHOTr0 Habopa JaHHbIX.

B cpaBHUTeIbHOU Tabule 1 Takke yKa3aHbl 1aTGOPMBbI, HA KOTOPBIX OMOGJIUOTEKHA CIOCOOHBI pab0TaTh, U
UX porpaMMHble uHTepdeiicol (API).

Ta6auya 1 - CpasHeHue 6ub.1uomex 0151 HEUipOHHbIX cemell

HasBanue [lnatdopma | API Tunsl oppepx- | Iapasnnenn- O6y4yeHHbIE
110 HelipoceTell | ka GPU HOCTb Mo/iesiu
TensorFlow Linux, Mac | C++, Python | CNN, RNN, | CUDA CPU, GPU TensorFlow
0S, Windows DBN, RBM Models
Theano Linux Python CNN RNN, | CUDA, GPU C mnoMolibio
(Windows, DBN, RBM OpenCL Model Zoo B
Mac) Lasagne
Lasagne Linux, Mac | Python CNN, RNN, | CUDA, GPU Hcnonb3yer
(Windows) LSTM cuDNN Mopenu Caffe
CNTK Windows, Python, C++, | CNN, RNN, | CUDA, CPU, GPU Model Gallery
Linux C#, .NET, | LSTM, FFNN | OpenMP
Java
Keras Linux, Mac | Python CNN, RNN, | CUDA, CPU, GPU (c | Keras
0S, Windows DBN, RBM OpenCL TensorFlow, Application
Theano, CNTK)
MXNET Linux, Mac | R, Python, | CNN, RCNN, | CUDA CPU, GPU HHcTpyMeHT,
for R and | Julia, LSTM, DBN, npeo6pasyro-
Python, MATLAB, RBM WHUH MoJes
Windows Scala u Caffe B
only for R Javascript dopmar
MXNET
Deeplearnin | Linux, Mac | Java, Scala, | CNN, RNN | CUDA, GPU HUmnopT
g4j oS, Clojure, LSTM, DBN, | OpenMP Mozesnen U3
Windows, Python RBM Theano, Caffe,
Android (Keras) Torch,
TensorFlow,
HCI0JIb3Ysl
Keras
Caffe Linux, Mac | Python, CNN, RCNN, | CUDA, GPU Model Zoo
0S, Windows | MATLAB LSTM OpenMP
Torch Linux, Mac | Lua, C, C++ CNN, RNN, | CUDA, CPU, GPU HWmnopt
oS, i0S DBN, RBM OpenCL MoJieJier C
Windows, [IOMOLIbIO
Android, LoadCaffe

CaMbIMH OBICTPBIMH CpeJlU PAacCMOTpPeHHbIX ¢ppeliMBopkoB sBJsoTcs Theano u Torch, ucnosb3yromui
MaJIOU3BeCTHbBIN A3bIK Lua. OgHako Theano - HU3KOYpOBHEBBIM GpPENMBOPK U GOJIbIIE PACCMATPUBAETCS KaK
HccaeaoBaTenbcKas maaTtdopma, a He 6ubinoTeka riayookoro o6ydeHus [4]. Theano yacTo ucnonb3yercs BMecTe
¢ 6UGJIMOTEKAMH, UMEIOIIMU 60J1ee BEICOKUM YPOBEeHb abCTpaKIMK, TAKUMHU Kak Keras u Lasagne.

Caffe xopomio HM3BeCcTeH H3-3a CBOero HabGopa mpefoOy4YeHHBIX Mojesied HeWpPOHHBIX ceTedl Model Zoo,
KOTOPBI MOIYT HCHOJIb30BAaTh Jpyrue ¢GpedMBOPKM U OGUOJMOTEKM C MOMOIIbI JOMNOJHUTEbHbIX
HHCTPyMeHTOB [5]. OnHako caM PppeldMBOPK CIMIIKOM IPOMO3/IKUM //is1 OOJIBIINX CETEH, OH HE TAK XOPOLI JJ1s
paboThI C peKypPPEHTHBIMH CETSIMHU U Me/IJIEHHO Pa3BUBAETCS.

Microsoft Cognitive Toolkit, Takxke nsBectHsiii kak CNTK, He rouTcs /11 KOMMepYeCKOro UCI0Jb30BaHMS,
TaK KaK UMeeT pas3pellnTe/bHYI0 JUIEH3UI0, 0JHAKO OH GbicTpee, yeM TensorFlow [6].

MXNET - oTsimuHOe pelieHue AJ1s I00uTeNel s3bika R, einHCTBEHHAs M1aTGOpMa, KOTOpasi Mo/ Jep>KUBaeT
BCe ero GyHKIHNH U, KPOMe TOT0, 06J1a/1aeT BICOKOH NPOU3BOIUTENbHOCTHIO ¥ 3 PEKTHBHBIM KCI0JIb30BAHUEM
namart [7].
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Deeplearning4j co3jgaH [/ HCHOJb30BaHUSA B OU3Hec-CpeJie, aJalTUPOBaH [/ MUKPO-CEPBUCHOMU
apXUTEKTYPHI, pacuiupsieTcs 3a cueT Hadoop [8]. MoxkeT 1cno/b30BaTh 06paTHOE pacpoCTpPaHeHUe 110 BpeMeH!U
(Backpropagation Through Time, BPTT) - ocHOBaHHy0 Ha rpaJiueHTaX TEXHUKY TPEHUPOBKHU ONpe/ieIeHHbIX
TUIIOB PEKYPPEHTHBIX HEUPOHHBIX CETEH.

B HacTosAIM{ MOMEHT caMoM Mmomy/sspHoN cuuTaeTcs 6ubanoteka TensorFlow, xoTsa oHa MeJJjieHHee, yeM
Torch u Theano u He uMeeT Takoro 6oJjblIoro Habopa Mojesneit, kak Caffe. B oTinuune oT 060N Apyroi
apxuTekTypsl, TensorFlow nMeeT BO3M0OXKHOCTb Jles1aTh YaCTUYHbIE BBIYUCIEHUS ToArpada, To ecTb NoJIydyeHue
BBIOOPKH OT 001LIel HEHPOHHOM ceTH, a 3aTeM ee 00y4eHHe OT/IeJIbHO OT OCTa/JIbHOUM YaCTHU. ITO TaK Ha3bIBaeMoe
Model Parallelization, koTopoe ucnosib3yeTcs A5 pacipe/ieJIEeHHOTO 06yYeHUs.

TakuM 06pa3oM, HECMOTpPSI Ha MPEUMYyIecTBa NPOYUX GUOJUOTEK, AJI UCCAe/JOBaHUN B paMKax JaHHOHU
paboThl 6611 BIOpaH dpeliMBopK TensorFlow, Kak HaJleXXHBIN U Pa3BUBAIOIIMKCS IPOEKT, CIOCOOHBIN paboTaTh
C pa3HbIMU THUIIAMM HEUPOHHBIX CeTed U MNOJJepKUBAWOUIMNA MapaJsjesbHble BbIYUCIEHHUS C TOMOLUIbIO
rpaduyecKyx Mpoueccopos, a Takke Keras B kauecTBe BoicokoypoBHeBoro API a5 TensorFlow.

OaHUM U3 HauboJiee AUHAMUYHO pa3BUBawLIUMxcs $peliMBOpPKOB siBjasieTcs Keras. OH MoxeT paboTaTh C
pasJIMYHbIMU IIaTPopMaMu HU3KOTO ypoBHS, Bktodas Tensorflow, CNTK, Theano, umeet nogaepxky OC Linux,
Mac OS u Windows. Keras aBTOMaTu3MpyeT BXOAHYI0 06paboTKy M306paKeHUH, MOoJK/I0YeHHe K BHEIIHUM
XpaHUJIULIAM, 06paboTKY BBIXOJHBIX JaHHbBIX. B 0CBOEHHUM [/Is1 HOBUYKOB U MHXXEHEPOB, KOTOPble paHblile He
3aHUMaJIMCh NporpaMMupoBaHueM, Keras siB/sieTcsl OJJHUM W3 CaMbIX INPOCTBIX, C OIPOMHBIM KOJIMYECTBOM
MPHYMEPOB U TOTOBBIX CTPYKTYP.

B 3aBUCHUMOCTH OT HCIOJIb3yeMOTro 6a30BOro HeipoceTeBoro ¢pperimMBopka Keras mosBoJsisseT paboTaTh C
Nvidia CUDA, AMD FireStream, fpyrumMu yckoputensiMu dyepe3 OpenCL. BosbIMHCTBO 06/1a4HBIX TPOBaii/iepoB
npeJJlaraloT yCKOpUTeau Ha ocHoBe TexHosioruu CUDA. B cuny BblIlIeynOMSHYTHIX PUYKH dpeliMBoOpK Keras B
codyetanud ¢ TensorFlow 6611 BEIOpaH /11 HACTOSILETO UCC/Ie/[OBAHUS.

PasBepThiBaHHe U HacTporka Keras Ha cuctemax Windows mpearnosiaraeT pydyHyr YCTAHOBKY OOJIBIIOTO
kosindecTBa ctopoHHero [10 [9], BHeceHHe NpaBOK B KOHPUTYpaLlMOHHBIE $akJIbl, pacnosaraeMble B pa3IUYHbIX
MecTax ¢ailsioBoil cucteMbl. B Linux cama ycTaHOBKa BBINOJIHSIETCS MPOLIE 3a CYET MAKETHbIX MEHEKEPOB,
0/IHAaKO TpebyeTcs yCTAaHOBKA NPONpPHeTapHbIX ApaiBepPoB, TpeGyeT 3HaHUSI HEKOTOPbIX 0COGEHHOCTEN CUCTEM
Linux [10].

l.lem; HCC/IeJO0BAHUA

Heo6xoanMo pa3paboTaTh TakMe MOAX0/Abl U METO/bl YCTAHOBKH HEOOXOAUMBIX TPOrPAMMHBIX CPEAICTB, UX
3alMycka M aBTOMAaTHYEeCKOW HACTPOMKH, KOTOpbIE IMO3BOJIUIN Obl CHELUANHUCTY C GA30BBIMU CBEJEHUSMH O
pabote B cucTeMe Linux HavaTh paboTaTb C HelpoceTeBbIMH ¢GpeldMBOpKaMH HauGojiee 3pPEeKTHBHBIM
Croco60M € TOUYKH 3peHUsI 3aTpayeHHbIX QMHAHCOB ¥ 32 IPHUEMJIEMOE BpPeMS, 3aTpaYrBaeMOe Ha pa3BEPThIBAHUE
Y HaCTPOHKYy GperMBOpKa.

OCHOBHOW Np06JIEMON SIBJISETCS BBICOKAsl PeCypCOEMKOCTb MpH IJIYOOKOM OOY4YeHHHU Aake HeOOoJIbIINX
HeHpoceTeld ¢ MHOXeCTBOM cyioeB. B [11] moka3aHoO, YTO peasibHbIH 06beM NMaMSTH, TPeOyeMbId A/ CETH
cpenHero pa3mepa ResNet-50, umetonield 26 MUJIJINOHOB BECOBBIX MAapaMeTPOB W BBIYHCJSIONIEH OKOJIO 16
MUJJIMOHOB [JIEUCTBUM NMpPH NMPSIMOM INPOXOJie, cocTaBiseT 7.5 '6 omepaTUBHOW maMsaTH, IPU TOM, YTO CaMHU
BecoBble K03¢duiMeHThl 3aHMMalT MeHee 170 MO6. JTO HPOMCXOJUT H3-3a MHOXKECTBa (AKTOPOB:
BbIpaBHHMBaHHUS JAHHBIX 10 TPAHHUIlE CJIOBA, UCIOJIb30BaHUSI BEKTOPHBIX Ha00poB st GPU mupuno#t 1024 6uTa,
peo6pa3oBaHUs JAaHHBIX B MATPUYHYIO GOopMY A1 3G GEKTUBHOTO YMHOXKeHUs rpaduecKMMHU MPOIECCOpaMu

(GEMs).
Hcnosib30BaHKe 06/1a4HBIX PECYPCOB C OILIATOM 3a MOTPe6JieHHe UK 33 BpeMsl paGoThl M03BOJIsSIET 06y4aTh
U WCIOJIb30BaTh [JIy6OKHe HeHPOHHble CETH HaubGoJsiee MPOCThIM 06pa3oM - MOKyNKa HEoGXOJUMbIX

BBIUUCJIUTENbHBIX PECYPCOB Ha TpebyeMoe BpeMs. OJIHAKO MPU TAKOM MOJXO0/ie CYIleCTByeT NpobJeMa BbIOOpa
HaunboJiee 3G OEeKTUBHBIX MHCTPYMEHTOB pPelIeHts 33/1a4 110 MOATr0TOBKE K 3aNMycKy GppeiiMBOPKOB U COGCTBEHHO
MX BBITIOJTHEHUSL. Y CTAaHOBKA OGMGJIMOTEK, IpaiiBepoB, CEPBUCOB MOXKET 3aHUMAThb Iopas/[o 60Jibllle BpEMEHHU, YEM
caM pacueT. Kpome Toro, yueHble, KOTOpbIE XOTST UCH0JIb30BATh TOTOBbIE MO/Ie/TM HEHPOHHBIX CETEH, He Bcer/ja
pa3buparTCcs B TOHKOCTSIX HAacTpouku GpedMBOpKOB noj GPU, Bepcusix MoayJsed sijpa W mp. YOpolieHHe
peleHUs: 0603HAYEHHBIX 33/]Ja4 MOXKET ObITh JJOCTUTHYTO 32 CYET MCIO0JIb30BAHUS F'OTOBBIX NPEHACTPOEHHBIX
koHTeiHepoB Docker. Kpome Toro, B GosbIIMHCTBE ciay4aeB, KoHTelHep Docker ropaszio 6bicTpee roToB K
3amycKy (3aBHUCHUT OT CKOPOCTH KaHas HHTepHeT), 4eM NPOUCXOAUT yCTaHOBKA TpPeGyeMOoro mporpaMMHOr0
obecriedyeHUsI HA BBIYHUCIUTENbHbBIN y3eJl.

Juis MUHUMH3aUMKU 4YesoBedeckoro ¢aktopa TpebGyeTcss pa3paboTaTh aBTOMATH3WPOBAHHBIM CIOCO6
YCTAaHOBKH TPeOyeMoro NporpaMMHOTO0 o6GecredyeHus, 3arpy3KH U BbIFPY3KH aHHBIX, BLIOOpA MOJIEJH, 3aIyCcKa
00y4eHus. Ha mepBoM aTane pa3paboTKH HY»KHO OIleHUTb, HACKOJIBKO HaKJa/Hble pacxoAbl Docker BiusoT Ha
MPOU3BOJUTENBHOCTh PACUeTOB, U B KOHEYHOM HTOTe Ha oOuiee BpeMs. Takke HeOOXOAMMO OLIEHUTb
3KOHOMMYECKYIO 11eJ1eCO06pa3HOCTb UCIO0/b30BaHUs yckopuTesneil GPU Ha Tex »ke HAa60pax JaHHBIX.

160



3a/laiuM KpUTEPUHU U TpaHUYHble yca0BUA. ByieM ncnosib3oBaTh ppeliMBopk Keras coBMecTHO ¢ TensorFlow,
Ha6opb! AaHHbIx MNIST u CIFAR-10, o koTopbIx HOJpoOGHee paccKkasaHO B pa3jesie O IJaHUPOBAHUU
3KCIepuMeHTa. 3a MaKCMMaJlbHOe JIONYCTHMOe BpeMs 06y4eHHsl BO3bMeM BpeMs NPOroHa 00y4yeHUs1 MOJieJId Ha
BUPTyaJIbHOM cepBepe ¢ 1 ApoM u 8 ['6 onepaTUBHON NaMATH. 3a 3TaJIOHHOe BpeMsl 00y4eHHs] BO3bMeM BpeMsi
nporoHa c ucnoab3zoBanueM GPU Nvisia Tesla K80 (c 4992 sgpamu CUDA). OcTajibHble MPOrOHBI JO/DKHBI
BBINOJIHATBCS Ha NN0JJ0OHOM CeEpBepe, HO:

1. ¢ 60/IbIIUM KOJIMYECTBOM si/iep 6e3 rpadpuyecKkoro yCKOpuTes;

2. COJHUM Y HECKOJIbKUMU rpadpUyeCKUMU YCKOPUTEJISIMHU.

IlyTu pemieHusi npo6iem

MuHHUMH3aALUsA OOLIEro BpPEMEHH HCIOJIb30BaHUS O00JIaYHBIX PECYPCOB C OIUIATOM 3a BpeMsl PaboOThI
BUPTYyaJIbHOW MallMHBI (60JbLIKMHCTBO NpoBaiaepoB VDS/VPS, npenocraBisiomue A0CTyn K rpapuyeckum
compolieccopaM H/WJId GOJIBLIIOMY KOJIMYECTBY $/IEpP) COCTOUT U3 HECKOJbKUX 3TamoB. O6liee BpeMs,
3aTpayeHHOe HHXXeHepOM Ha IMoJIydeHHe pe3yibTaTa, pacCUUThIBAeTCs o popmyie (1)

taum = Lartup * Linsian + Caata toac * Lt + tiearn * Leriy + +t

startup instal data_loal start learn veri save_data poweroff (1)

rae
tsum - CyMMapHoOe BpeMsi OT MOMEHTa CTapTa [0 MOMEHTA BHIK/JIIOYEHU s MalllMHbI, 32 HETO O6yAeT HaYKCIeHa

OIJIaTa;
tstarwp- Bpems 3anycka 0C;
tistan - BPEMS, TpeGyeMoe /i yCTaHOBKH HEOGXOJAMMOro MPOrpaMMHOTO0 oGecredyeHHs, 3aKkadyku oGpasoB

(mn1s Docker), ycTaHoBkHU JpaiiBepoB (A5 NVidia) 1 BbINOJIHEHUS TPOYUX NPeABAPUTENbHBIX JeHCTBUM;
tdata_load - BpeMs JI/1d 3arpy3KU Ha60OPOB JJaHHBIX U BBINOJIHEHHE ITOJIIOTOBKH K 3aIyCKY;
t

crapta Docker-koHTeliHepa;

t

N3 HECKOJIBKHX 3TallOB, CBA3aHHBIX C p336I/I€HI/IeM MacCCHUBa JAaHHBIX HA YaCTH, IepeMelinBaHUEM, BbIITIOJTHEHHEM
HECKOJIBKHX 310X U ITPOYUM;

tverify'

tsave_ data
CeTH,

start — BPEM#A CTapTa, He06X0AMMOT0 JJI1 UHUIIMAIU3aL M1 00y4eHNs HeHPOHHOM CeTH, 3allycka ppeldMBOpKa,

learn - BDEM#1, 3aTPau€HHOE Ha I0JIHOe 06y4yeHHe HeHPOHHOM CeTH Ha Habope JaHHbIX. O4eHb 4aCTO COCTOUT

BpeMsl, 3aTpadyeHHOe Ha BepUUKALUIO U TECTUPOBAHUE 06y4eHHON HEHPOHHOH CEeTH;

- BpeMs Il BBITPY3KU U COXpaHEHUs BCeX KO3GPUIIMEHTOB U CTPYKTYPHBIX JAHHBIX HEUPOHHOU

tpoweroﬁ - BpeMs BbikstoyeHus 0C;

[TocKo/IbKY OIlIaTa y MpoBaiiepa NPOU3BOAUTCS 332 BpeMsl PaboThl BUPTYaJbHONW MAIIMHbI C HEKOTOPBIM
okpyryieHueM (y Google Cloud - 10 munyT, y Microsoft Azure - 1 MmuHyTa, npoBaiepbl PO - ot 10 munyT f0 1
qaca), QYHKIMS ONITHMU3AIUsI BpEMEHH HCI0/Ib30BaHHUs JJODKHA UMEeTh BO3MOXKHOCTD y4YeTa AUCKPETHOTO IIara
OUJIIMHTA.

ABTtomaTtusanus ycraHoBku II0 M 3amycka Mojesd OyZeT MPOUCXOAUTb CKPHUITOM, KOTOPBIH OyneT
aBTOMAaTHUYeCKH 3arpyxatb Bce TpebGyeMoe II0 Ha BUPTya/lbHBIA CepBep, BHOCHUTb H3MEHEHUS B
KOHOUTypanuoHHbIe $ailjIbl, 3aKaUNBaTh HA6OP AAHHBIX, 3aNyCKaTh KoHTelHeD (A1 Docker) nau dppeiimBopk
(& cTaHZApTHOro 3amycka) ¢ TpeGyeMbIMU MapaMeTpaMH, OTCJEXHUBATb BpeMsi PaboThl, BBITPYKaTh Ha
yZAaJIeHHbIH cepBep pe3y/IbTaThl U BHIKJIIOYATh cepBep. IHXKeHepy TpebyeTcs TONbKO CKOMUPOBATh CTPOKY sh -
¢ “$(curl -sSL http://nyTb_k_ckpunty)”. CaM CKpUIIT BKJIOYaeT B ceOsl KOMaHZbl YCTAHOBKH (peiMBOpKa,
CKa4YMBaHUs HY>KHBIX HA0OPOB JaHHBIX U 3aIyCKa MPOroHa, BBITPY3KY Pe3y/IbTAaTOB U BLIKJIIOYEHHe MalINHbI.
CKpUINT HamucaH Ha WHTepnperaTope sh u paboraetr B Debian-nomo6Hbix cuctemax. [sis Redhat-mogo6Hb1x
CHCTEM HYXeH JPYroi CKPUIT C U3MeHEeHHbIMU KOMaHAaMHU.

YacTh CKpUIITA YCTAaHOBKHM MHPOTPaMMHOr0 ob6ecliedeHuss AJjs 3amycka Keras Bk/wo4aeT B ce6s

0GHOBJIEHHE PeNo3nuTapreB, 06HOBIeHHe Python, ycTaHOBKa HEO6XOANMBIX 616 IMOTEK (AMUTENBHOCTBIO iy )-
Ananorn4selii ckpunt gy Docker BkiovaeT B cebs ycTaHOBKYy caMoi cucTembl Docker, ckayuBaHMe

KoHTeNHepoB. CkpunT i GPU (aiuTenbHocThIO { ) caMblii C/I0’KHBIN ¥ BKJIIOYAET B ce6s1 CKauMBaHUeE U

data_load

YCTaHOBKY JApaiBepoB i1 GPU, yCTaHOBKY HYXKHOrO JONOJHHUTEJIBLHOTO MPOrpPaMMHOr0 obGecnedyeHus, AJs
Docker - ycranoBka nvidia-docker.

Hﬂaﬂnponanne JKCIIEepUMEHTa
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JKCcIepyUMeHT MPOBOJMUJICS C MOMOIIbI YCIYT My6JUYHbIX npoBaiepoB - 1Cloud, Azure, Google Cloud, y
KOTOPBIX 3aKa3blBaJIUChb BUPTyaJibHble CepBepa HYXKHOW KoHourypaiuu c nojiepxkkod GPU u 6e3 Hee.
IKCIEpUMEHT MOXHO pa3/leJIUTh Ha JIBE CTaJ[UU:

1. O6yyeHUe HEWpPOHHOW CeTHM HA HabOpe JJAHHBIX C MCIO0JIb30BAaHUEM TOJILKO PECypCcOB IPOLECCOPOB
BUPTYyaJIbHOU MalllUHbI UJIM KOHTEHHEPOB, 3aMylL[eHHbIX Ha BUPTya/IbHOU MalllMHe. McciieloBaHKE TPOBOIUIOCH
MpHY YBEJIMYEHUH KOJIMUECTBA UCI0JIb3yeMbIX Keras BbIUMCAUTENbHBIX s/ep OT 1 10 24.

2.006y4yeHre HEWPOHHOM CETH Ha Habope JAaHHBIX C HCIOJIb30BaHHWEM pecypcoB mpoieccopoB u GPU
BUPTYyaJIbHOW MalIMHbI UJIM KOHTEeHHepOoB, 3aNylleHHbIX Ha BUPTYaJlbHON MalllLHE.

B 060ux clieHapHusiX BbIYMCAEHHUS 3allyCKaJMCh KaK Ha Mpolieccope BUPTYaJbHOM MalllUHBI, TaK U BHYTPHU
koHTelHepa Docker. Bo BTopoM cuieHapun BHYTpH KoHTellHepa Keras 3amyckasicsi ¢ ucno/sib3oBaHMeM nvidia-
docker.

O6ydyeHHe NPOU3BOAMJIOCH HAa M300pakeHUsX. C MOMOIIbI0 HEHPOHHON CeTH pellajach 3ajadya MO HUX
pacrno3HaBaHUIO — omnpejesieHUs ogHoro u3 10 kusaccos. [l 3Tod nenu B Keras 6bL1a omvcaHa Mojesb
CBEPTOYHON HEMPOHHOM CeTH JJIs1 KaXKJ0ro Habopa JaHHbIX. Bbl10 BbIGpaHO ABa HA60pa JJaHHBbIX.

[lepBriil. Ha6op AaHHBIX MNIST cocTouT u3 70000 cepbix U306pakeHU 28x28 ¢ pykonucHbIMU LUdpamu.
Bcero 60000 TpeHrnpoBouHbIX n306paxkeHu u 10000 TecToBbIX M306paxkeHui. KosmvyectBo anox — 12. Jlasa
ycTpaHeHusi 3¢ddeKTa INepeobyyeHUs IOCAe TPeTbero M YEeTBEPTOro CJoeB INpuUMeHsjack Dropout-
peryaspusanus. Habop 6yzaeT ucnosb3oBaH A5 CPU pacdeTos, Tak kak B GPU uMeeT BpeMsi pacueTa MeHbIII€eE,
yeM BpeMs 3arpy3ku. CTpyktypa cetu and MNIST:

1. Conv2D(32, kernel_size=(3, 3), activation='"relu’, input_shape= (img rows, img_cols, 1)) - cBepXTO4HbIH
JIBYMepHBbIH cJioil ¢ 32 duabTpamy, iipoM cBepTkH 3x3 U yHKI el akTuBanuu ReLU;

2. Conv2D(64, (3, 3), activation="relu") - cBepxTO4YHBI¥ JBYMepHbIH c0¥ ¢ 64 PuIbTpaMy, AIPOM CBEPTKHU
3x3 u pyHkuMel akTuBanuu ReLu;

3. MaxPooling2D(pool_size=(2, 2)) - csi0¥f NoABBIGOPKHU /11 YMEHbIIEHUs pa3MEPHOCTH JABYMEPHOH CeTH Ha
OCHOBe Ollpe/ie/IeHUsI MaKCUMyMa 110 HelpoHaM o6Jiactel 2 X 2;

4. Dense(128, activation='relu’) - cjioli mosiHOCBSA3HOM ceTH ¢ 128 BbIXoJaMH U QyHKIMelr akTUBanuy ReL.U;

5. Dense(10, activation="softmax') - cso¥i mosHOocBsAI3HOW ceTH ¢ 10 BbIxogaMu M PYHKIMEH aKTUBALMU
Softmax.

[lepBbIM CJI0Mf HEMPOHHOW CETH HMMEET KOJIMYECTBO BXO/IOB, COOTBETCTBYIOLee pa3Mepy H3006parkeHUU
00yJarmIei BEIOOPKHU. Y mociefHero nsaToro cjios 10 BbIX0Z0B, YTO COOTBeTCTBYeT 10 Kj1accaM pacro3HaBaeMbIX
nudp. IlepBble ABA €105 CETH OCYLIECTBJSIOT CBEPTKY M300paXKeHUs1, COCTABJIAS KapThl MPU3HAKOB, KOTOpbIE
3aTeM CXKMMAalOTC Ha TPEThEM CJIOE M COEAUHSIOTCS Ha YEeTBEPTOM CJIOE B OJIHY IOJHOCBS3HYIO CETb U
pacnpefesiiloTcs M0 KJlacCaM 4YeTBEPTHIM M MHATHIM cJjioeM. [lepBble [Ba €10 U YETBEPTHIM HCIHOJb3YIOT
¢yuknmio aktuBanuu ReLU, 4To mo3BoJiAeT aZieKBaTHO BBIJEJSTh NMPU3HAKU H300pakeHUM. [ISThIM cioi
HCroJyib3yeT QYHKIUIO Softmax, KoTopas 6oJibllle MOAXOAUT JJis 3aAad kjaaccupukanuu. OO0ydeHHEe CETH
MPOU3BO/MJIOCH C UCII0JIb30BaHMEM NTEPEKPECTHOM IHTPONHH B KauyecTBe GYHKIMH OTEPD, ONTUMHU3ATOP AZlama.

BTopoit Habop CIFAR-10 coctouT n3 60000 nBeTHBIX M306pakeHn# 32x32 ¢ 10 kiaccamu, 6000 n3o06pakeHUH
Ha kJ1acc. Bcero 50000 TpeHupoBOoYHbIX n306pakeHnH 1 10000 TecToBBIX H306parkeHU . KosnuecTBo amox - 200.
Juns ycrpaHeHus addexra nepeobydyeHUs IOC/TAe TPETbEro M YETBEPTOro CJI0EB NpHUMeHslacb Dropout-
peryasipusanus. Ha6op 6yzaet ucnosib3oBa st CPU u GPU pacueToB. CTpykTypa cetu ass CIFAR-10:

1. CBepTOUYHBIN BXOAHOH CJIOH, ¢ 32 GUIbTPaMH, IIpoM CBepTKHU 3x3 1 yHKIHeH akTuBanuu ReL.U;

2. CBepTOYHBIA BXOJAHOU CJI0M ¢ 32 GUIbTPaMH, IIPOM CBepTKHU 3X3 U pyHKIMel akTuBanuu ReL.U;

3. Cs10¥i NOABBIOOPKHU /IJIs1 YMEHbBIIEHHS pa3MEPHOCTH IBYMEPHOU CEeTH Ha OCHOBE ONpe/ieIeHUs] MaKCUMyMa
1o HeWpoHaM obJtacTed 2 x 24;

4. CBepTOYHBIN BXOJHOH CJIOH, ¢ 64 QUIbTpaMU, AAPOM CBEPTKH 3X3 U GyHKIMeH akTUBaIKU ReLU;

5. CBepTOYHBIH BXOAHOH CJIOH, C 64 UIbTpaMH, AAPOM CBEPTKHU 3X3 U pyHKIMel akTuBanuu ReL.U;

6. Cs1o¥i MO/ABBIOOPKH /ISl YMEHbIIEHHS] pa3MEPHOCTH IBYMEPHOU CeTH Ha OCHOBE OIpe/ieJIeHUsI MaKCHMyMa
1o HelpoHaM obJtacTed 2 x 24;

7. Cryia>kKuBaoIMH CJIOH;

8.I1o/IHOCBSI3HBIHN YPOBEHbB ¢ 512 3jieMeHTaMu U GyHKIIMeH akTuBaluu ReLU;

9. [lomHOCBA3HBIN YpoBeHb ¢ 10 3jieMeHTaMH ¥ QYHKIMSA aKTHBanuu SoftMax.

Jlsis coopa CTaTUCTUKHU BO BpeMsl MPOBeJEHNs SKCIIEPUMEHTA MCI0JIb30BaJICS HHCTPYMEHT dstat, KOTopbIi
3aIyCcKaJICs OCJIe IEPBOT0 00y4YeHUsI HEMPOHHOU CETH CO CJeAYIOUMMHU TapaMeTpaMHU:

dstat -cmdr —output <output_file_name>.cvs

JlaHHbIe NapaMeTphl MO3BOJISIOT 00€CTEYUTh MOJyYeHHe CTATUCTUKHU HCI0JIb30BaHUS MPOIECCOPa, MAMSITH,
JIUCKa W 3alpOCOB BBOJA-BbIBOJIA U COXPAaHUTh UX B cvs-dails. Kaxablil akcnepuMeHT noBTopsiicsa 10 pas,
MOJIy4eHHbIe PE3YJIbTAThI YCPEAHSIUCH C MCIoJb30BaHueM Excel.

IMoJiy4eHHbIE pe3y/IbTaThl
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[TporoH nepBoi cepuu 3KcrepuMeHTOB (pUcyHOK 1) 6bL1 pousBeeH Ha cepBepe Dell R810 c npoueccopom
Intel Xeon c yactoToit 2.8 I'TL, c ucnio/ib30BaHHEM BUPTYaJbHON MalllMHbI Ha runepBusope VMware vSphere 6.5.
BupTyanbHo#l MalvHe 66110 BbleseHo 8 ['6 onepaTuBHOM naMATH U oT 1 fo 24 aaep, aucku SSD. lns Docker
MPOroHOB HcmnoJib3oBascs docker-ce 17.05.
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PucyHok 1 - Bpems 6binoiHeHUs mecmogozo npo2oHa Ha Habope MNIST

[IporoH BTOpOM cepur 3KCIepUMEHTOB (PUCYHOK 2) Obl1 NMpou3BefieH Ha cepBepe miaaTdopMbel Microsoft
Azure nHa mMamurHax cepur NC ¢ mponeccopoM Intel Xeon E5-2690v3 ¢ yactoTo#t 2.6 Ty, ¢ ucnosb3oBaHuEM
BUPTYyaJIbHOU MalllMHbI Ha runepBu3ope Microsoft Azure. BupTyasibHOM MalinHe GbLIO BblJieJIEHO OT 56 (Mozeb
NC6) g0 112(mogenb NC12) I'6 onepaTuBHOM mamMsATH, OT 1 10 12 aaep (Bce moKa3aTes M He U3MEHSAIOTCS, HEJIb3s
MOHU3UTB 06'beM pecypcoB), oT 1 1o 2 BupTyanbHbIx GPU Nvidia Tesla K80 (ot 1/2 no 1 ¢usnueckoit GPU Tesla
K80), aucku HDD. /lna Docker mporoHoB ucnosb3oBasicsi docker-ce 17.05, g GPU-Docker ucnosb3oBascs
nvidia-docker 17.05. [ipaiiBepbt NVIDIA GRID asis Tesla K80 Bepcuu R375 nsiss CUDA 2.0.

[IporoH TpeTbel cepuHr 3KCIEPUMEHTOB 6bLIO pelnieHO nmpoBecTH B Google Cloud ¢ moMoInbo Mo K/II0YeHUs
GPU k BHUpTya/IbHOM MallMHe C aHAJOTMYHBIMU Azure MokasaTesJdaMH, HO no pesysbTataM GPU TecToB Bce
MOKa3aTeJu B paMKax MOTPelHOCTH u3MepeHun coBmai a5 1 u 2 GPU Tesla K80.

[IpoBatizep Amazon AWS npenocTaBJisieT TOJbKO 0/JHY GUKCHPOBAaHHYI0 KOHQUTYPAI[UI0 MAJIOTO pa3Mepa ¢
GPU Tesla K80 - 4 saapa, 16 I'6 onepatuBHoi namsaTy U 1 Tesla K80, ocTasibHble KOHOUTYPAIUYA HAYUMHAOTCS OT
8 kapt GPU, otzpenbHas omaTa 3a notpebJyieHHbIE PeCypchl mpoleccopa U Aucka. [las Amazon pe3ysbTaTbl
pacyeTta Ha oguH GPU Takke coBmaJ/iv Mo BpeMeHHU ¢ Azure.
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PucyHok 2 - Pe3yabmamul npozoHa 8 Azure: a) pesyabmamol Ha Habope MNIST; 6) peaynemamul Ha Ha6ope CIFAR-10.

B pe3ysbTaTe GbLT COCTaBJIEH CBOAHBIN rpaduK pe3y/IbTaToOB 1o BpeMeHHU mporona MNIST, mockosbKy Ha
0JJMHAKOBOM Habope Jiy4llle BUAHA TEHAEHIIHUSI CTOUMOCTH NTPOT'OHOB (PUCYHOK 3).

Jl1s1 OLleHKH 3aTpaT GbUIM UCIOJIb30BaHbI JAHHbIe OUJIMHTA MO CepBepaM 3a BpeMsl NPOBeJEeHUs TECTOB,
HOJIyYeHHbIe OT NMPOBalEepOB, BCe LieHbl GbIM MpeJCTaBJIeHbl IPOBaiiiepaMi B pyGJIeBOM 3KBHUBaJIEHTe Ha
BpeMs1 IPOrOHA TeCTOB (PHUCYHOK 4).

W3 rpaduka, moka3aHHOro Ha pUCYHKe 4, BUJHO, 4TO0, X0Tsd GPU 1 BBIMUTpBIBaeT B CKOPOCTH MPOTOHA, Ha
HUTOTOBYIO CTOUMOCTD IPOT'OHA BJIUSIET B 60JIbIIEH Mepe CTOUMOCTb apeH b, KOTOPYI0 MPOBaiiiephl B3bIMAIOT 32
BpeMsI UCIOJIb30BAHUS YCKOPUTEIS.
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PucyHok 4 - CpasHeHue cmoumocmu npoz2oHa modeau Habope MNIST: a) peayabmamul Ha Hab6ope MNIST; 6) pesyabmamel Ha
Habope CIFAR-10

Ecsi1 B34Tb LieHy 0JJHOTO IIPOroHa 3a eAMHULY u3MepeHus 3G PeKTUBHOCTH, TO MOJIYUYUTCH, YTO ONTUMAJIBHO, C
TOYKH 3peHMusl 3aTpaT, HCIO0JIb30BaTb TaKoe KOJIMYEeCTBO OOBIYHBIX IIPOLECCOPOB, KOTOpOe I03BOJISAET
MakcUMasibHO 3¢ PeKTUBHO peasn30BaTh Napasljiesn3M IPpU MHHUMaJbHOM BpeMeHU. B JlaHHOM ciyyae, 3TO
BapuaHT ¢ 8-12 saapamu nponeccopa 6e3 GPU.

3ak/sr0yeHue

B pe3ysbTaTe 5KCIEpUMEHTANBHBIX HCCAeA0BaHUN 3PGEKTUBHOCTH O0O0y4YeHHUS] HEUpPOHHBIX CeTeH B
00J1aYHBIX pecypcax 6bLJIO BbISIBJIEHO:

1. Ucnosb3oBanue KoHTeHHepusanuu Docker mpu [J0CTaTOYHOM KOJHUYECTBEe BBIYHCJIUTENbBHBIX SlEp
M03BOJISIET He YXY/JUIUTb MOKA3aTeJlu MPOU3BOJAUTENbHOCTH CTOUMOCTH, NPU 3TOM CYIECTBEHHO YNPOIIAET
MepBOHAYAIbHbBIN 3aMyCK MOJEJIH.

2. Ucnosib3oBaHMe CHEUAJTN3UPOBAHHBIX IpadUYeCKUX YCKOPHUTeJed He BCerjia ONpaB/JaHHO, eCIU peyb
WJIeT 0 HAYYHBIX UCCJIe/IOBAHUSAX, B KOTOPBIX HE KDUTUYHO BpeMs pacyeTa. [Ipy cHMKeHUH BpeMeHU NMporoHa B
2-4 paza (gnsa 12 agep Ha Ha6ope MNIST) croumocTh moBbllIaeTcsl B Te Ke 2-4 pasa, HO NMpU OOJIbIINUX
pecypcoeMKuX Habopax CTOMMOCTb HA060pOT, yMeHbIuaeTcs 70 50%.

3. JxoHOMHYecKast 3GEeKTUBHOCTb pacyeTa ToJabKo Ha CPU 3aHmkeHa B psi/ie ICTOYHUKOB, OCOGEHHO JIJist
He6oJIbIIMX HAGOPOB U ceTel, a mpou3BouTebHOCTE GPU, Ha060pOT, 3aBhIlieHa (10 0QUIMATbHBIM CBEIEHUAM
npousBouTeNs — 6bicTpee B 8-10 pas).

B mesnoM, uMeercss HeoGXOAMMOCTb B JaJibHeHIIeM GoJiee [eTaJbHOTO W3yYeHHUs W HPOPUIMPOBAHUSA
BBINOJIHEHUS GpelMBOPKOB HeHpOHHBIX ceTell Ha GPU, B koHTeliHepax Docker, oco6eHHO pu pacnpe/ie/IeHHbIX
BBIUUCJIEHUSX, IJIe €CTh CUJIbHASI 3aBUCUMOCTD OT TPOU3BO/IUTENBHOCTH CETEBOTO COEJUHEHHS.

BiarogapHocT

HUccnepoBanue BbinosiHEHO NpU ¢UMHAHCOBOU nopaepxke IlpaButenbcTBa OpeHOyprckoi obactd u POOU
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(mpoekTnbl N217-47-560046, N216-07-01004 u N215-07-06071), [IpeaugenTa Poccuiickoit Peepaniuu B paMKax
CTUINIEHWHU /IS MOJIOABIX VYeHbIX U acnupaHToB (CI1-2179.2015.5).
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