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Abstract

While systematic literature reviews are central to evidence-based medicine, creating them takes significant time
and effort. As such, numerous efforts have been dedicated to automating various aspects of systematic review
creation. One key technology being applied to automating systematic reviews is large language models (LLMs).
However, evaluating methods that use LLMs poses one glaring risk: it is often unknown whether the LLM
was trained on systematic reviews, the data used to evaluate many areas of systematic review automation. We
propose a conceptual framework for constructing a new dataset based on the Cochrane Database of Systematic
Reviews. We envision a dataset to enable prospective evaluation of large language models in an end-to-end
systematic literature review automation task. In essence, we provide a way to evaluate systematic review
automation methods that strictly guarantees no train-test leakage. This paper highlights limitations in current
LLM evaluation methodologies by advocating for a real-world, evolving and dynamic dataset. We aim to mitigate
data contamination and prompt sensitivity through prospective evaluation.
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1. Introduction

Systematic literature reviews (SLRs) are central to evidence-based medicine, informing clinical practice
and policy [1]. They have a well-established and rigorous methodology for synthesising and evaluating
the evidence on a specific research question. Despite their importance, creating an SLR is slow and
labour-intensive, often taking months or years due to the amount of literature that needs assessing
and analysing, making them an ideal candidate for automation. Current efforts in automating SLRs
have focused primarily on individual processes, such as search query formulation [2, 3, 4], query
refinement [5, 6], document screening prioritisation [7, 8], screening cut-off prediction [9, 10], data
extraction [11, 12] or evidence summarisation [13, 14].

To this date, prospective evaluation of SLR automation was limited to single reviews conducted
frequently by biomedical and healthcare researchers, focusing on commercial tools or small-scale
experimental setups. This was due primarily to the cost of preparing and annotating the necessary
examples. On the other hand, the typical evaluation of ML algorithms in the tasks mentioned above
relies on rather simplified and siloed datasets, with previous research raising concerns about issues
such as annotation quality, data overlap, and even data leakage [15, 16].

Large Language Models (LLMs) provide a path towards end-to-end SLR automation, which can
significantly speed-up the generation of SLRs. However, evaluating LLMs in this context has several
challenges, such as reduced reproducibility, problems with data contamination, the need to adapt to
rapid changes in evidence, the occurrence of hallucinations, and the imperative to ensure high Recall.
This paper highlights our conceptual framework for evaluating LLMs for SLR automation tasks and
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Figure 1: A framework for real-time LLM evaluation using a prospective dataset from Cochrane Systematic
Review protocols. Initially, only the SLR protocol (title, abstract, and background) is available. This input informs
LLM predictions for each SLR step, including search strategy, identifying relevant documents, and conducting
meta-analysis. Results are then compared with manual reviews from the Cochrane Library.

how we aim to extend it for end-to-end automation while also preventing data contamination. This
framework provides the groundwork for evaluating LLMs in the biomedical domain, featuring multiple
NLP and retrieval tasks and focusing on an evolving dataset. All these features allow for a relatively
annotation-free prospective assessment of the effectiveness of LLMs in SLR automation.

2. Design of Prospective Evaluation Dataset

Current LLM evaluation methods often do not adequately reflect the creation of SLRs, mainly due to
the reliance on retrospective data, leading to issues such as data contamination. Our dataset creation
framework (Figure 1) can address this issue by enabling the evaluation of newly published Cochrane
SLR protocols, effectively mitigating contamination. Cochrane is an organisation that manually collects,
synthesises, and disseminates medical evidence to aid in making informed decisions regarding health
treatments and policies.

We envisage creating ‘evaluation sandboxes’ where LLMs can be evaluated in real-time against
the gold standard data available after the completion of manual reviews. We plan to use the TIREx
platform [17] as the online model submission platform. Additionally, we envision using the CSMeD
framework [15] and the ReviewManager (RevMan)? format published by the Cochrane Library as
the basis for dynamically creating the dataset. With these properties, we intend to publicly release
dataset snapshots of the so-called ‘knowledge cutoffs’ on a regular basis. Finally, we aim to include
several under-investigated SLR methodologies in the dataset, such as qualitative reviews (analysing
based on characteristics such as interviews or focus groups) and prognosis reviews (analysing based
on characteristics such as demographic or lifestyle factors) to improve the generalisability of LLMs on
different types of SLRs.

Our task begins with the SLR protocol, including the title, abstract, and eligibility criteria, and aims
at predicting the entirety of an SLR’s future components. Specifically, the envisioned tasks that our
prospective evaluation dataset would encompass includes:

'https://www.cochrane.org/
*https://training.cochrane.org/online-learning/core-software/reviman
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+ generating a search strategy through Boolean queries,

+ identifying relevant publications,

« extracting PICO (population, intervention, comparison, and outcome) elements, and
« calculating meta-analysis outcomes.

Historically, each of these steps has been evaluated independently. However, the advancement of LLMs
enables us to test this as an integrated end-to-end approach, offering a comprehensive solution to
automate the SLR process effectively. This holistic approach aims to comprehensively automate the
SLR process, addressing the need for efficient evidence synthesis in evidence-based medicine.

Recent studies[18, 19] have found many benchmark datasets already compromised. The CONDA
database® is one recent example of a community effort to try to keep track of the contamination of
datasets in LLMs. Our prospective evaluation framework prevents contamination by using recently
finished SLR protocols for evaluation, which were only published after the knowledge cutoff date of the
LLM it evaluates. Therefore, no test collection data can already be present in the pretraining data of the
LLM.

3. Limitations and Future Directions

One of the biggest limitations is that the time between SLR registration and publication is typically
around two years for Cochrane SLRs [20]. One way to mitigate this problem could be to use SLR which
protocols were registered some time ago but still do not have the review available (as we expect that they
are close to the first publication). For instance, 166 registered reviews in 2022 still have not published
their results by June 2024, and we can assume that many of them will publish the final review in the
next six months (by the end of 2024).*

Future directions of research using our prospective dataset include:

1. Extension of the dataset to non-biomedical SLRs, e.g., social science data,’ to assess the LLMs’
abilities in other contexts;

2. Multi-dimensional evaluation metrics: new metrics that measure aspects beyond Recall, such as
contextual understanding and outcomes of systematic reviews [21];

3. Metrics for adaptive learning: new metrics to evaluate how well LLMs adapt to new evidence;

4. Bias detection and mitigation protocols: new methods to identify and address biases in the dataset
and the LLM outputs;

5. Finally, this dataset could also be expanded to focus on predicting SLR updates published by
Cochrane, and living systematic reviews.

4. Conclusion

Our conceptual framework proposes a way to evaluate LLMs for SLR automation that mitigates data
contamination. By leveraging prospective Cochrane reviews for forward prediction, we address key
challenges in current evaluation practices. Furthermore, as the prediction task is the end-to-end
generation of SLR, we believe that this work could lay the groundwork for more effective IR and NLP
systems in the biomedical and healthcare domains. Finally, this framework allows for the creation of a
relatively annotation-free evolving test collection.

*https://huggingface.co/spaces/ CONDA-Workshop/Data-Contamination-Database
*https://www.cochranelibrary.com/cdsr/reviews
SUsing SLRs created by the Campbell Collaboration.
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