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Abstract
Recent advancements in Generative AI have led to the development of systems able to generate text that is often
indistinguishable from human-written content. Although this capability has many beneficial applications, it also
enables malicious actors to generate synthetic content for deceptive purposes (e.g., proliferation of fake news).
As a direct response to all these needs DeSeGma-IT is introduced in the EVALITA 2026 campaign. This challenges
the independent and identically distributed assumption (IID), since the generators used to create the training set
are different from those used to generate the test set.
DeSegMa is structured into two sub-tasks. Machine Generated Text (MGT) Detection which involves the detection
of machine-generated texts at the document level and Human-Machine Text (HMT) Segmentation which involves
the segmentation of a document into the human-written and the machine-generated part.
For the first sub-task, DistilBERT is chosen because it has fewer parameters and it is faster than BERT, but it keeps
nearly all the language understanding capabilities. For the second sub-task, Light Gradient Boosting Machine
(Light GBM) is chosen because it is faster than Gradient Boosting Decision Tree (GBDT) while achieving almost
the same accuracy.
The results demonstrated that both models maintain stable performance when moving from validation data to
unseen test data.
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1. Introduction

Recent advancements in Generative AI and Large Language Models have led to the development of
systems able to generate text that is often indistinguishable from human-written content. Although
this capability has many beneficial applications, it also enables malicious actors to generate synthetic
content for deceptive purposes (e.g., proliferation of fake news).

Beyond public opinion concerns, the European Commission will enforce compliance with the AI Act.
In particular, article 50 requires that text generated by General Purpose AI have to be marked and
automatically recognizable. Additionally, while state-of-the-art MGT detectors have reported high
accuracy, such results often stem from unrealistic experimental settings.

As a direct response to all these needs, DeSeGma-IT - Detection and Segmentation of Machine Generated
Text in Italian - [1] is introduced in the EVALITA 2026 campaign [2]. In fact, it challenges the independent
and identically distributed assumption (IID), since the generators used to create the training set are
different from those used to generate the test set.

DeSegMa is structured into two sub-tasks. SubTask A - Machine Generated Text (MGT) Detection in
the Wild - involves the detection of machine-generated texts at the document level, it is structured as a
binary-classification problem and it is defined as follows:
Given a piece of text, assign it the label 0, if the text is written by a human, and 1 otherwise.
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SubTask B - Human-Machine Text (HMT) Segmentation - involves the segmentation of a document
into the human-written and the machine-generated part, it focuses on localization and it is defined as
follows:
Given a piece of text, return the index of the first character that is generated by an LLM [1].

2. Dataset

2.1. Data Understanding

For SubTask A the features of the dataset are text - the text to classify - and label - the ground truth,
where 0 means that the text is human written and 1 that it is machine generated.

For SubTask B the features of the dataset are human - the first part of the text, written by a human -,
llm - the machine-generated continuation of the text - and human_len - the index of the first character
outputted by the language model [1].

2.2. Data Preparation

First, duplicate rows are dropped from both the datasets because with them, the model might incorrectly
learn that these instances are much more common or significant than they are.

For SubTask A, only technical noise that do not help detect whether a text is a MGT are removed.
In fact, HTML tags and markdown artifacts, like # and * are used to represent formatting, while URLs
are references.
Moreover, emojis add context, emotion, and nuance, but they are the very things computers find hard
to quantify and here the goal does not concern sentiment.
Finally, duplicate whitespaces should be normalized to a single space to ensure consistent formatting.

Instead, characters that may be decisive for detection are not removed. For instance, stopwords provide
crucial grammatical structure, while punctuation marks may or may not offer valuable information based
on the context. Stylometric features, including punctuation marks effectively enhance AI-generated
text detection [3].

For SubTask B, nothing is removed from the text before executing this code because it is needed to
return the index of the first character from which the llm part starts. Any preprocessing would shift
offsets, breaking the mapping between the original text and the computed embeddings. So, the only
step done is to concatenate the human and the llm texts.

3. Description of the system

3.1. Subtask A

3.1.1. Model Selection and Architecture

For the classification task, DistilBERT [4] is chosen. It is a compact transformer-based architecture
derived from BERT via knowledge distillation. This model is selected for its favourable trade-off between
computational efficiency and performance, as it keeps 97% of the language understanding capabilities,
while being 60% faster and 40% smaller in parameter count [4]. Specifically, the uncased version is
chosen to ensure robustness across varying capitalization styles1.

This model is primarily aimed at being fine-tuned on tasks that require the whole textual content, as is
the case for DeSegMa subtask A. Given its ability to effectively capture the subtle semantic and syntactic

1https:huggingface.co/distilbert/distilbert-base-uncased
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patterns critical for differentiating between machine-generated text (MGT) from human-written text
(HWT) [5], DistilBERT serves as an ideal back bone for this sequence-level classification task.

3.1.2. Data Processing and Experimental Setup

Textual inputs were tokenized and truncated to the model’s maximum sequence length. Dynamic
padding is implemented during batch collation, ensuring that sequences were padded only to the length
of the longest element within each batch. In fact, this is more efficient with respect to padding the
whole dataset to the maximum length [6].

For model validation and hyperparameter tuning, the original training corpus was partitioned to reserve
10% of the data as an independent validation set. This split ensures a reliable assessment of generalization
and mitigates the risk of overfitting during the fine-tuning process.

3.1.3. Hyperparameter tuning

To improve the accuracy and the generalization of the model hyperparameter search is run through
Bayesian optimization, due to its balance between exploitation (choosing values that performed well pre-
viously) and exploration (trying new values to discover better configurations) and its greater efficiency
with respect to grid and random search.

As the dataset size grows and models get more complex, this process becomes more expensive since the
evaluation of a single set of hyperparameters often requires retraining a new model. Moreover, although
the validation error decreases as the training dataset size increases, the ranking of hyperparameter
configurations is still relatively consistent across dataset subsets. So, to make this process faster, the
training and the validation set previously obtained are subsampled by taking from them respectively 200
and 100 samples. This search is done for 20 trials, based on accuracy, the score used for the evaluation
[1], on the following hyperparameters:

• Learning rate is a measure of how fast the machine learning model performs data training.
With a high learning rate, then your system will rapidly adapt to new data, but it will also tend to
quickly forget the old data. With a low learning rate, the system will learn more slowly, but it
will also be less sensitive to noise in the new data.

• Number of train epochs is the number of training iterations over the dataset [7].
With few epochs, the system can save computation, but it also means we have little training
information. With many epochs, the networks can converge during evaluation [8].

• Per device train batch size refers to the number of training examples used in one iteration on
training process [9].
A small batch size ensures that each training iteration is very fast. Although a large batch size
will give a more precise estimate of the gradients, in practice this does not matter much since the
direction of the true gradients do not point precisely towards the optimum [7].

• Weight decay works by adding a penalty for large weights to the loss function, encouraging the
model to learn more generalizable features.
Setting it too high can make it difficult for the model to capture important patterns in the data.
Setting it too low may not provide sufficient regularization. [10].

• Warmup ratio is the ratio of total training steps where learning rate will warm up.
Learning rate warm-up is a technique used to stabilize the initial training phase. This allows the
model to avoid the unstable gradients that can occur at the beginning of training, particularly
with larger models [11].

In Table 1, it is possible to see the hyperparameters search space and the best hyperparameters set.
Notice that for the number of train epochs are included only the integers in the interval, while for the
learning rate and for the last two hyperparameters also the floats are taken in account. Additionally,
for the learning rate the value is sampled from the range in a logarithmic scale, while for the other
hyperparameters the linear domain is used.



Table 1
SubTask A: Hyperparameters Search Space and Best Hyperparameters Set

Hyperparameters Search Space Best

learning rate [1e-6, 5e-5] 2.336911157693361e-05
number of train epochs [2,5] 5
per device train batch size {4, 8} 4
weight decay [0.0, 0.3] 0.20388579400869386
warmup ratio [0.0,0.2] 0.18924653336093455

ACCURACY 0.92

3.2. Subtask B

3.2.1. Model Selection and Architecture

For the segmentation task, Light Gradient Boosting Machine (LightGBM) Regressor is chosen2. Light-
GBM [12] is a newer version of Gradient Boosting Decision Tree Algorithm (GBDT). This model is
selected because it speeds up the training process of GBDT by up to 20 times while achieving almost
the same accuracy [12].

In particular, the implementation of Gradient-based One-Side Sampling (GOSS) and Exclusive Feature
Bundling (EFB) alongside efficient split finding techniques marks LightGBM as a highly efficient and
effective algorithm for regression problems [13]. Since Subtask B requires to map to the target numerical
values (the index of the character where the machine generated part of text starts), LightGBM Regressor
would be a good back bone for this segmentation task.

3.2.2. Data Processing and Experimental Setup

Textual inputs are encoded by using a Sentence-BERT model [14] as a frozen feature extractor. More
precisely, all-MiniLM-L6-v23 is used because it is a more compact version of the BERT model from
the MiniLM (Mini Language Model) and it retains much of the semantic and linguistic understanding
of larger transformer models. MiniLM, being trained by using the contrastive learning approach,
encourages the mapping of semantically similar sentences closer together in vector space [15].

For model validation and hyperparameter tuning, the original training corpus was partitioned to reserve
20% of the data as an independent validation set. This split provides a large chunk of data for the model
to learn from while still reserving a reasonable amount for evaluation.

3.2.3. Hyperparameters tuning

As for Subtask A, hyperparameters search is run through Bayesian optimization. To make this process
faster, the training set is subsampled selecting a subset with 20% of the samples, that is 16% of the
provided training set.

Moreover, k-fold cross-validation with 3 folds is implemented on this subset to evaluate a model’s
performance and make sure that it is not dependent on a particular training-test split of the data.

Finally, early stopping is activated to stop training if the model does not improve for a certain number of
rounds, saving time and avoiding overfitting [16]. For hyperparameter search, the number of stopping
rounds is set to 50, while for training it is set to 100. This search is run for 50 trials, based on MAE
(Mean Absolute Error), the score used for the evaluation [1], on the following hyperparameters:

2https://lightgbm.readthedocs.io/en/latest/pythonapi/lightgbm.LGBMRegressor.html
3https://huggingface.co/sentence-transformers/all-MiniLM-L6-v2
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• Number of leaves specifies the maximum number of leaves in each tree.
The higher the value, the better the model’s performance will be, with a trade-off of having a
longer computational time. However, there is a threshold where the impact of adding more leaves
will not have much additional impact on the model’s performance or even have a negative impact
due to overfitting [17].

• Max depth specifies the maximum depth of each decision tree.
A lower value can help us prevent overfitting. However, a value that’s too low can lead to an
underfitting problem.

• Learning rate used for SubTask A.
• Number of estimators controls the number of trees in the ensemble.

Generally, more trees are better. However, a point of diminishing returns is often reached, and
overfitting occurs when there are too many trees [18].

• Min child samples specifies the minimum number of samples required in the leaf nodes.
A higher value can help us prevent overfitting. However, a value that is too high can lead to an
underfitting problem.

• Subsample (bagging fraction) controls what fraction of the data is used for each training iteration.
Column sample by tree (feature fraction) controls the fraction of features (columns) to consider
when building each tree.
Lower values of these last two hyperparameters can help us prevent overfitting and lower the
computational time. However, a value that is too low can lead to an underfitting problem [17].

• Regularization alpha and regularization lambda help contain overfitting by penalizing the
excessive weights assigned to certain tree splits.
These elements act as internal brakes, ensuring the model does not excessively memorize the
training data [19].

In Table 2, it is possible to see the hyperparameters search space and the best hyperparameters set.
Notice that for the all the hyperparameters the linear domain is used. Additionally, for the number
of leaves, max depth, number of estimators, min child samples are included only the integers in the
interval, while for the others also the floats are taken in account.

Table 2
SubTask B: Hyperparameters Search Space and Best Hyperparameters Set

Hyperparameters Search Space Best

number of leaves [20, 150] 104
max depth [3, 20] 7
learning rate [0.01, 0.3] 0.025883831670545893
number of estimators [100, 2000] 662
min child samples [5, 100] 40
subsample [0.5, 1.0] 0.8759855365611233
column sample by tree [0.5, 1.0] 0.73998086648529
regularization alpha [0, 1] 0.03013121841344469
regularization lambda [0, 1] 0.6016304218749495

MAE 100.2806

4. Results

Finally, once the models are trained on their respective training sets, using the validation set for
evaluation, they are run on the corresponding test sets and the resulting predictions are submitted.

For SubTask A, the model achieved an accuracy of 0.99, indicating that the model learned the training
distribution extremely well. On the unseen test set, the model obtained an accuracy equal to 0.92. This



drop is expected and indicates that the model encounters data that differs slightly from the training
distribution. This score therefore represents the true generalization performance of the system.

The high-test accuracy indicates that the model successfully captures linguistic differences between
human and machine generated text within the dataset [20]. This system gained the 4th position in the
leaderboard shown in Table 3 [1].

Table 3
SubTask A: Leaderboard

Position Team Name Accuracy

1 Gradient Descenders 0.945755
2 Kenji Endo 0.942649
3 UniTor 0.928774
4 Nicla 0.924348
5 Stochastic Gradient Descenders 0.921638

For SubTask B, the model achieved a MAE of 98.15 reflecting the model’s ability to learn the structural
and linguistic cues present in the training corpus. On the unseen test set, the model obtained a MAE of
102.04. This drop is expected and suggests that the unseen test data introduces patterns or variability
not fully captured during training. This score suggests that the model generalizes reasonably well
beyond the training distribution.

The results demonstrated that both models maintain stable performance when moving from validation
data to unseen test data. This system gained the 5th position in the leaderboard shown in Table 4 [1].

Table 4
SubTask B: Leaderboard

Position Team Name Accuracy

1 Stochastic Gradient Descenders 52.54
2 MINDS 56.53
3 Gradient Descenders 62.66
4 UniTor 81.60
5 Nicla 102.04

5. Discussion

The systems we propose ranked 4th and 5th in Subtask A and Subtask B respectively, showing that
they can perform the tasks of detecting and segmenting MGT but they can be improved further.

For SubTask A, accuracy alone does not fully characterize performance. Additional metrics would
provide deeper insight into class specific behaviour. It is important to note that MGT Detection is
sensitive to dataset composition. Detectors struggle in it if the texts come from a domain, a generator,
or a language that the model has not seen during training [21].

Therefore, although the model performs well on the provided test set, further evaluation on out of
distribution data is necessary to assess robustness. As large language models evolve rapidly, maintaining
high detection performance in real world scenarios remains a challenging task.

For SubTask B, the results indicate that the model is able to approximate the transition point between
human and machine generated text with reasonable precision. The task itself is challenging, as the
boundary between human and machine text does not always correspond to clear lexical or syntactic
shifts, making precise prediction difficult [22].



The model’s performance may also be influenced by the composition of the training data. If the dataset
contains limited stylistic diversity, the model may learn patterns that do not generalize perfectly to new
domains or generators [23]. Future work could focus on expanding the dataset, incorporating more
diverse writing styles, or exploring architectures specifically designed for boundary detection.

Declaration on Generative AI
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