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Abstract
A growing domain of scholarship foregrounds the relevance of narrative information for text analysis. Current
approaches to text similarity detection lean primarily on document-level embeddings. However, these methods
are unable to capture structured narrative information in order to allow document comparison that explicitly
takes into account narrative features. In this study, we examine how structured narrative elements, extracted
using LLMs, can complement document-level embeddings for narrative similarity detection. To test the proposed
pipeline, we assess whether character role information improves performance on similar story retrieval for
medium- and long-form narratives. Focusing on a dataset of movie summaries, our results show a slight increase
in performance when integrating structured character role features to measure story similarity. The framework
can be easily extended to integrate further narrative components.
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1. Introduction

The importance of stories for human sense-making cannot be overstated, and, for this reason, comparing
stories is a relevant task for a range of applications. The interest in handling narratives by computational
means is a longstanding topic in AI, starting from symbolic traditions [1], which has recently found its
way into quantitative, data-driven methods, like clustering [2] and recommender systems [3], to name
a few. However, the inherent multidimensionality of narratives makes this a complex task. Not only is
it challenging to determine which features are important to consider for a given story in a particular
context, but it is also often difficult to find ways to meaningfully combine the various dimensions.

This study elaborates on some of these challenges by focusing on two interconnected questions.
(1) We examine how structured narrative elements, extracted using large language models (LLMs), can
complement document-level embeddings for narrative similarity detection. Based on current practices
observed in the literature, we settle on a simple general pipeline for experimentation. (2) To demonstrate
its potential value, we focus specifically on character role information and assess whether it improves
performance on similar story retrieval for medium- and long-form narratives.

Previous computational approaches demonstrate the efficacy of entity data for story comparison [4, 5].
However, to enable comparisons that reflect deeper narrative features rather than surface-level lexical
cues, we propose to abstract concrete named entities into character roles that capture aspects of their
narrative function. We hypothesize that this abstraction may offer a more generalisable basis for
comparison, for example, between stories whose heroes do not share the same names or inhabit the
same (fictional) universe. To test this hypothesis, we conduct our experiments on the Tell me Again!
dataset, which collects several descriptions of the same film, each sourced in different languages on
Wikipedia and translated into English [5].

Our method involves combining structured narrative elements with document embeddings to assess
the similarity of two narrative texts. More concretely, our contribution extends Hatzel and Biemann’s [5]
baseline approach for narrative similarity detection using the character role schema proposed by Hobson
et al. [6]. It is worth emphasising that the proposed pipeline can easily be adapted to employ alternative or
additional schemas; this paper primarily serves as a proof-of-concept application. Unlike contemporary
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methods that largely depend on document embeddings, this approach opens a space of encounter
between structure-oriented research (in narratology and computational ontologies) and the benefits of
LLM-based tools.

2. Related work

Here we outline previous work that informs our study: firstly, background to the task of narrative
similarity detection; and secondly, ways in which characters have been theorised, modelled and studied,
including in recent LLM-driven approaches.

2.1. Modelling narrative similarity

Our research is positioned within the growing domain of computational narrative understanding — for
an overview, see for example [7]. Much of the work in computational narrative understanding seeks
to explore and characterise various features of narratives; one application is that these can serve as
grounds for comparison. In developing models, formal approaches often build on literary theory and
narratology, e.g. [8, 9, 10], while cognitivist approaches tend to employ empirical and participatory
methods to uncover dimensions relevant to human assessment of narratives, e.g. [11, 12, 13, 14]. The
latter point to the discrepancies between the two, showing, for example, that non-experts tend to
consider non-structural data [11], multiple different levels of story representation at once [12], or simply
dimensions that are often omitted in expert accounts, like genre and style [13].

Although the contours for story comparison have been widely theorised, tackling this task computa-
tionally has been picked up relatively recently. Framed as an information retrieval problem, narrative
similarity detection becomes functional to identify instances of similar narratives from a collection of
narrative texts [4]. Given the lack of data with ground truth labels, previous work has proposed to make
use of proxies, assuming, for instance, that summaries of movie remakes [4] and different summaries of
the same film [5] can be considered instances of the same story.

2.2. Character roles in narrative research

Characters play an important role for narrative understanding in both formal and cognitivist approaches.
Various frameworks have been developed and adapted for (computational) story analysis. For gen-
eralisable approaches to narrative similarity detection, such character models are crucial; although
prior recent work demonstrates the efficacy of inference based on low level lexical features like named
entities [4, 5], these examples also illustrate the need for character models that capture deeper, narrative
properties of personas, in order to adequately address narrative semantics.

Vladimir Propp’s structuralist analysis of Russian folk tales [8] offers one popular taxonomy of char-
acter roles (dramatis personae): hero, villain, donor, helper, princess/prize, false hero, dispatcher. Recent
work has explored unsupervised methods for labelling these roles in narratives [15] and experimented
with extending this to automatically identifying Propp’s character functions [16]. The Hero-Villain-
Victim (HVV) framework is an abstracted narrative role taxonomy that has been more widely explored
and adapted across other domains including news [17, 6], memes [18], political speeches, and films [19].
Other works have also made use of altogether different narrative frameworks — e.g. adapting Greimas’
actant theory [9] to compare roles in news narratives [20] — or more fine-grained, domain-specific
taxonomies. Bamman et al. [21], for example, developed an approach to learn personas from a latent
space of film summaries, using which they identified 72 character trope classes that others, like Chu
et al. [22], have since used for character labelling.

At a technical level, the majority of recent examples listed here have been experimenting with using
various LLMs for feature extraction or classification tasks based on preset narrative schemas [23, 16, 19,
20]. In addition to their classification capabilities, generative language models allow for more open
labelling paradigms. Hobson et al. [6], for example, propose a taxonomy-free approach to character
role labelling that we build on in this study, which queries an LLM for a modifier and primary label (e.g.



Figure 1: Distribution of the summary lengths in the Tell Me Again! test set (n=9778), given by the number
of sentences in each text, grouped by the source language. This overview zooms in on summaries with ≤100
sentences — 56 longer summaries are left out for better legibility.

‘Innocent Protestor’). This promises more flexible, rich, auditable, and contextually-tailored methods,
while opening up new challenges, such as, how to narrow the space of possibility in order to make
meaningful comparisons, or how to account for and understand the biases that such models introduce.

3. Methodology

The literature presented in Section 2.1 highlights that it is unclear which structural dimensions contribute
to judgments of similarity. Yet, LLMs themselves, by means of their embedded space, may provide a
geometric space in which to measure distance, even between compressed versions of the input. Our
pipeline aims to investigate this intuition. Below we outline our data, experimental setup and evaluation
approach.1

3.1. Data

We use the Tell me again! dataset [5], which consists of a total of 96,831 individual summaries across
29,505 stories. The dataset was assembled specifically for the task narrative similarity detection, offering
a proxy for ground truth labels; assuming that different summaries of the same film recount the same
story. The dataset combines summaries from Wikipedia pages in different languages for the 29,505
films, namely, the English, German, Italian, French, and Spanish versions. Non-English summaries are
translated into English. The dataset also offers an anonymised version of each summary, where named
entities are replaced with strings of the form ‘Entity A’, ‘Location B’, or ‘Organization C’ according to
their respective entity tags. Names of people are replaced with randomly sampled names instead; these
are associated with the same gender and follow the name distribution in US-census data.2

In this study, we focus on a test set consisting of 2,951 unique stories and 9,778 summaries, with
a mean of 3.31 summaries per story. This set is filtered to exclude (near-)duplicates, resulting, for
example, from direct translation between the different Wikipedia language versions or a shared external
source.3 Figure 1 presents the distribution of the number of sentences in the test set, with mean=17.4
and median=12.

1Our code is available at https://github.com/abaran3/character-roles
2All named entities were detected using Flair and a coreference resolution model.
3Filtering is done based on BERTScore similarity measures, which are provided for each story cluster as part of the dataset.
We drop summaries above a similarity score of 0.6, the same threshold as Hatzel and Biemann [5]. De-duplication takes into

https://github.com/abaran3/character-roles
https://github.com/flairNLP/flair
https://github.com/lxucs/coref-hoi


Figure 2: Illustration of the two-level character role model used to represent each film summary. It combines
the Hero-Villain-Victim (HVV) framework and the taxonomy-free character role (TF-CRL) schema introduced by
Hobson et al. [6]. The number of character nodes (green) is not fixed.

3.2. Experimental setup

In our experiments, we compare the performance of four sentence encoder models using several different
representations of the summaries for the narrative similarity task. An initial exploration looks at the
full test set of English language summaries as well as their anonymised versions, across different
summary lengths. We also extract character roles for each summary in two steps, narrowing our focus
to medium-long summaries with length 5≤n<60 sentences.4 Below we outline these steps in detail,
focusing first on the character role extraction process, and then the embedding generation, which was
conducted for summaries as well as the character role information for evaluation.

3.2.1. Entity detection

The first step in our character role extraction process entails identifying relevant entities for each
summary in the test set using named entity recognition and coreference resolution with spaCy5 and
Coreferee6. Like Hobson et al. [6], we define a character as any ‘animate object that is important to the
plot’ [24] and include individual and collective entities.7 Using this entity detection step allows us to
isolate the character role labelling task (instead of e.g. using an LLM to identify and label characters);
we opted for this approach for better traceability and repeatability.

3.2.2. Character role labelling

The above preprocessing step produces a character list for each summary, which we then use to
query an LLM (gemma3:4b) for labels following the integrated HVV and taxonomy-free character role
model illustrated in Figure 2. Gemma3:4b is a lightweight multimodal model with open weights [25]
that worked efficiently in our preliminary tests. We use parameters temperature=0.05, top_p=0.95,
repeat_penalty=1.1 and query the LLM using Ollama with a Pydantic model to ensure that the outputs
conform to our character role schema. This allows us to extract a complete set of character role labels
in a single zero-shot pass for each summary.8

As illustrated in Figure 2, the character-focused narrative model consists of two levels of granularity:
a closed label based on the Hero-Villain-Victim framework and an open, taxonomy-free label that
describes each character’s role in a short noun phrase. Although we considered a more fine-grained
closed taxonomy, we adopted HVV in the current setup. Previous work has shown that infrequent
and highly distinct Proppian roles (e.g. dispatcher or helper) are difficult to infer using unsupervised
methods, even in closely aligned domains [15]. In addition, as discussed in Section 2.2, HVV has
previously been used to study a range of media, including film summaries.

account quality of translation, which weighs into which of two summaries flagged as duplicates are dropped.
4The upper bound cut off was also motivated by efficiency constraints for the LLM extraction process.
5https://spacy.io/
6https://github.com/richardpaulhudson/coreferee
7In terms of tags identified by spaCy we include the categories ‘PERSON’, indicating an individual, ‘ORG’ an organisation,
‘NORP’ an ethnic/political group, and ‘GPE’ a geopolitical entity.
8The prompt used for character role label extraction, adapted from Hobson et al. [6], can be found in our code repository.

https://spacy.io/
https://github.com/richardpaulhudson/coreferee


3.2.3. Encoding for comparison

To enable comparison and evaluation, we use four sentence transformers to encode all summaries
(English translations and their anonymised versions) and character roles: sentence-t5-large,9 bge-
base-en-v1.5,10 nomic-embed-text-v1.5,11 and snowflake-arctic-embed-m.12 The first was the best
performing model in [5], which we include in order to validate our reimplementation of their work and
as a benchmark for the performance of the other models. The other three are currently popular and
performant medium-sized general purpose language models,13 highly ranked on the MTEB leaderboard
for English.14

We encode the character role labels by passing a single string per summary to the sentence transform-
ers, resulting in one character role embedding for each summary. The string lists the taxonomy-free
labels of all the characters, separated under corresponding headings of Hero(es), Villain(s), Victim(s),
and Other — an example is included below, in Figure 3.

To test how structured character roles can complement document-level embeddings, we also obtain a
combined representation for each summary, defined as the element-wise sum of its anonymised summary
and character role embeddings. All embeddings were L2 normalised before summation. We tested
several different ways of combining the embedding representations, including concatenating (following
[20], who concatenated several embeddings after a dimensionality reduction step) and finding their
mean (equivalent to addition, up to a normalisation factor). We opted for addition, as this yielded
slightly better results and maintained the same dimensionality.

3.3. Evaluation

Computationally, the distance between stories can measured in different ways: (a) lexically — comparing
edit distance (e.g. Jaccard similarity or Levenshtein distance) or vocabulary sets (e.g. BoW approaches,
TF-IDF), like [4]; (b) semantically — representing (parts of) stories in latent space where, e.g., cosine
similarity can be used to measure distance between embeddings like [5]; or (c) using hybrids thereof —
comparing, for example, set distance between semantic representations of narrative components, or
other custommodels of narrative features like [14]. Here, we opt for a straightforward embedding-based
approach using cosine similarity. Although this comes at the cost of some degree of interpretability, it
allows us to compare and combine document-level representations with those from structured character
roles, similarly to [20], in a way that could easily be extended to other narrative components. Alongside
the embedding representations, we also replicate an entity baseline from [5] and perform TF-IDF cosine
similarity using the results of our own entity detection process.

In our experiments, we use hits at k (H@K) and mean reciprocal rank (MRR) as evaluation metrics.
H@K measures the likelihood to find a matching label in the first top k model predictions. In our case,
H@1 therefore represents the proportion of narratives for which the most similar belongs to the same
film cluster; this is equivalent to precision at 1 (P@1), the evaluation metric used by [4] and [5]. MRR
evaluates how well a system ranks the first relevant document for a set of queries, by taking the mean
of the reciprocal ranks for all queries.

4. Results

We report two main experimental results: first, an overview of performance on document-level embed-
dings, including the effects of summary length; and second, the outcomes of our experiment with using
character role labels for similarity measurement.

9https://huggingface.co/sentence-transformers/sentence-t5-large
10https://huggingface.co/BAAI/bge-base-en-v1.5
11https://huggingface.co/nomic-ai/nomic-embed-text-v1.5
12https://huggingface.co/Snowflake/snowflake-arctic-embed-m-v2.0
13For efficiency and consistency, we opted for models with an embedding dimension of 768.
14The MTEB leaderboard can be accessed at https://huggingface.co/spaces/mteb/leaderboard

https://huggingface.co/sentence-transformers/sentence-t5-large
https://huggingface.co/BAAI/bge-base-en-v1.5
https://huggingface.co/nomic-ai/nomic-embed-text-v1.5
https://huggingface.co/Snowflake/snowflake-arctic-embed-m-v2.0
https://huggingface.co/spaces/mteb/leaderboard


Table 1
Performance of sentence transformers on the full Tell Me Again! [5] test set. The same models are compared on
the original summaries (those in English and all translations to English) and their anonymised versions. Entity
BoW evaluates H@1 on TD-IDF features based on an entity bag of words per summary.

model H@1 original H@1 anonymised

bge-base-en-v1.5 0.876 0.382
nomic-embed-text-v1.5 0.946 0.448
sentence-t5-large 0.909 0.555
snowflake-arctic-embed-m 0.892 0.447

entity BoW 0.855 -

Table 2
H@1 based on full summary embeddings grouped by length, measured by the number of sentences. We dropped
any summaries that did not share a label with at minimum 1 other summary per length bin, resulting in a total
of 5197 summaries with mean cluster sizes ranging between 2.11 and 2.31. The model names are abbreviated.

H@1 original H@1 anonymised

length items bge nomic sentence snowflake bge nomic sentence snowflake

1≤n<5 1345 0.868 0.897 0.833 0.781 0.474 0.494 0.543 0.371
5≤n<10 970 0.949 0.977 0.960 0.951 0.533 0.577 0.669 0.537
10≤n<20 1039 0.950 0.993 0.971 0.988 0.501 0.614 0.724 0.643
20≤n<40 1600 0.948 0.995 0.977 0.994 0.534 0.642 0.760 0.740
40≤n<60 190 0.953 0.995 0.989 0.989 0.726 0.842 0.884 0.868
60≤n 53 0.943 0.868 0.962 1.000 0.698 0.566 0.792 0.792

4.1. Document embeddings

Table 1 gives an overview of the performance of our selected encoders on all summary texts in the
test set. In agreement with [5], all models perform significantly worse on anonymised versions of
summaries, also outperformed by the entity bag of words baseline (H@1=0.855). Taking a closer look
at performance on different length summaries, we find that narrative similarity detection based on
document-level embeddings seems to work more reliably — yield higher H@1 scores — when we focus
on summaries that are closer in length. As illustrated in Table 2, we find this to be especially pronounced
for anonymised summaries.

An interpretation of both findings may be that document-level encoders have difficulty capturing
commonalities in narratives beyond surface-level features like character names (illustrated by the high
performance on the entity baseline). We expect that a system capable of comparing narrative features,
like a shared core plotline or overlapping character set, would be able to abstract commonalities, e.g.,
canonical events or characters, despite the level of detail in which these are elaborated (granularity
associated with the length of a summary). Other, potentially conflating, reasons to consider may also
be linked to the anonymisation process, which tends to be poorer on longer texts [5]. Nevertheless, as
we see a similar (albeit less pronounced) trend of improved performance on texts of similar lengths for
the non-anonymised summaries, we suspect that issues due to anonymisation are not the sole cause for
discrepancies in performance when summaries are grouped by length.

4.2. Structured character role labels for story comparison

We find that retrieval based on character role labels alone yields a mean H@1 of 0.222 and H@10 of
0.407 — see Table 3. Given that these comparisons are based on relatively little information — see
Figure 3 for an example where the corresponding summaries were 25 (left) and 30 (right) sentences long
— we see this as offering a promising first step for a potentially more succinct and structured narrative
representation of a full text summary.



Figure 3: Example of character role extraction results for two summaries of Solaris (English translations from
Italian and Spanish). Bracketed in grey are the entity names used to query gemma3:4b. Only the text in black
was used to generate the character role embeddings.

Table 3
Performance on the narrative similarity detection task using embeddings from anonymised summaries, LLM-
extracted character roles, and both combined. The scores are based on a total of 6608 summaries with number of
sentences between 5≤n<60. The model names are abbreviated.

summaries character roles combined

model H@1 H@5 H@10 MRR H@1 H@5 H@10 MRR H@1 H@5 H@10 MRR

bge 0.403 0.567 0.627 0.481 0.211 0.324 0.378 0.269 0.485 0.629 0.683 0.554
nomic 0.495 0.669 0.732 0.575 0.237 0.367 0.424 0.301 0.604 0.758 0.809 0.675
sentence 0.610 0.765 0.817 0.682 0.213 0.348 0.412 0.281 0.634 0.782 0.831 0.704
snowflake 0.538 0.688 0.740 0.609 0.227 0.353 0.413 0.291 0.603 0.744 0.793 0.669

Table 4
Performance on the narrative similarity detection task using taxonomy-free labels only to generate character
role embeddings (i.e. no HVV information included, in contrast to the results above, in Table 3).

taxonomy-free character roles combined

model H@1 H@5 H@10 MRR H@1 H@5 H@10 MRR

bge 0.192 0.325 0.389 0.259 0.485 0.651 0.710 0.563
nomic 0.270 0.416 0.483 0.343 0.610 0.767 0.817 0.682
sentence 0.244 0.383 0.449 0.315 0.626 0.772 0.819 0.694
snowflake 0.242 0.374 0.434 0.308 0.590 0.732 0.778 0.657

To assess whether character role information can complement document-level embeddings, we also
compared performance on summary-only and combined embeddings. As mentioned above, we focus
only on the anonymised summaries. We assume these to be a better analogue for “in the wild” appli-
cations of narrative comparison (these might include personal accounts, lived experiences, anecdotal
evidence, etc.) where we expect to encounter and compare narrative texts that feature characters
with different names. Although in some cases the increases are small, we do see an improvement
across all metrics summarised in Table 3 when document embeddings are combined with character role
representations of the summaries. Among the H@1 scores for example, the average improvement is
0.0699, in relative terms +14.6%; the highest is 0.109, +22.0% (for nomic-embed-text-v1.5) and the best
overall performance reaches 0.634 (with sentence-t5-large). A Wilcoxon signed-rank test shows that
the changes in H@1 and MRR are statistically significant for all four models (p<0.001).

Finally, Table 4 compares performance on the similarity detection task using a slightly different
character role representation. The example of Solaris, shown in Figure 3, demonstrates the difficulty in



assigning HVV labels — e.g., in determining whether a character can be considered a hero or a villain —
even though the free form labels for corresponding characters might be similar. For this reason, we
also tried using a flat character role representation for each summary, based only on the taxonomy-free
character role labels. We find that this method performs better when using only the character role
data for similarity detection, however is still marginally outperformed by our two-level model in the
combined setup.

5. Conclusion and discussion

Although text encoders are powerful tools that enable comparison at a semantic level, our findings
suggest that they are (yet) perfectible when it comes to capturing narrative features in text. Our results
demonstrate the potential of using character role information for narrative similarity detection, yielding
an average improvement in accuracy of 14.6%. For applications that require comparison along particular
narrative dimensions, such composite models may be particularly useful.

Nevertheless, as this study was limited to a static representation of character role features, further
research usingmore (and possibly other) narrative schemas is needed to evaluate the effects of combining
various components. For character roles, this may include a more fine-grained closed taxonomy (e.g.
extending the HVV framework to include other relevant narrative functions, or adopting a more domain-
specific one like character tropes in film [21]), or a temporal dimension (e.g. modelling journeys, paths,
or arcs that can account for changes in characters’ roles over the course of a story). In terms of
integrating other narrative features, future work could consider, for example, elements of the plot by
proxy of structured (canonical) events, which may prove especially helpful when working with film
summaries. If shifting to different story data, such as personal stories or lived experiences, altogether
different approaches may be relevant, building e.g. on paradigms like small stories research [26], which
may offer concepts better suited to study everyday, mundane, conversational, or unfolding stories.

Another open challenge is in piecing together representations of different narrative features. Future
work could therefore experiment further and more systematically with fusion strategies to combine
narrative components. In the present study, this was limited to a simple element-wise addition of
normalised embeddings. In contrast to the summary embeddings, the character role embeddings were
relatively sparse, meaning that in their combined result some signals may be under- or overused. Further
investigation involving, e.g., weighted combination, learned fusion, or late-fusion rank aggregation,
is needed to better understand how to combine different elements both effectively and meaningfully.
Robust, modular fusion strategies will become especially relevant if we want to extend this approach to
combining several different structured features.

Finally, we find it important for future work to include the dimension of human perception, building on
the cognitivist and participatory approaches that others have employed for narrative comparison [11, 13].
Integrating human judgement into the validation and evaluation process would enable an investigation
of (entity and role) extraction quality, perceived similarity, and generalisation to other narrative types.
As demonstrated in [6], this may prove particularly helpful in navigating — and perhaps also narrowing—
open-ended (taxonomy-free) approaches to labelling narrative components enabled by LLMs. Relatedly,
it may also be relevant to consider different evaluation metrics, perhaps some that are more easily
interpretable and explainable, such as the character matching approach by [4], or the weighted salience
vectors by [14].
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