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Abstract

Systematic reviews traditionally have taken considerable amounts of human time and energy to complete, in
part due to the extensive number of titles and abstracts that must be reviewed for potential inclusion. Recently,
researchers have begun to explore how to use large language models (LLMs) to make this process more efficient.
However, research to date has shown inconsistent results. We posit this is because prompting alone may not
provide sufficient context for the model(s) to perform well. In this study, we fine-tune a small 1.2 billion parameter
open-weight LLM specifically for study screening in the context of a systematic review in which humans rated
more than 8500 titles and abstracts for potential inclusion. Our results showed strong performance improvements
from the fine-tuned model, with the weighted F1 score improving 80.79% compared to the base model. When
run on the full dataset of 8,277 studies, the fine-tuned model had 86.40% agreement with the human coder, a
91.18% true positive rate, a 86.38% true negative rate, and perfect agreement across multiple inference runs. Taken
together, our results show that there is promise for fine-tuning LLMs for title and abstract screening in large-scale
systematic reviews.
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1. Introduction

Systematic reviews are a critical method in educational technology research, offering researchers
synthesized findings across an entire field of study. However, systematic reviews are inherently time-
consuming [1, 2], with one study estimating that reviews take on average 67 weeks to complete [1].
Much of the time required for systematic reviews comes from the first stage of study screening, when
titles and abstracts are reviewed. Large-scale, comprehensive syntheses may have thousands of titles
and abstracts that need to be reviewed for potential inclusion. For example, the authors are currently
working on a systematic review around generative Al in computer science education where they
screened more than 8,500 titles and abstracts. Such a process is time and resource intensive.

Researchers have been exploring how large language models (LLMs) can be used to help alleviate the
burden of title and abstract screening. One large scale study found that LLMs can potentially reduce the
human workload during this phase of systematic reviews by up to 93% [3]. However, LLMs are heavily
context dependent and can be strongly influenced by the wording of the prompt and other parameter
settings, and not all models will perform identically even with the same parameter settings or prompt
[4, 3]. Consequently, while promising, the current state of the art is not to fully rely on LLMs during
title and abstract screening [5, 6].

While the context-dependence of LLMs has often been viewed as as a quality that prohibits their
widespread adoption in the systematic review process, we argue that it could instead be beneficial to
embrace. In short, we hypothesized that fine-tuning a small LLM based on human-coded data from one
specific review could lead to higher performing and more consistent LLM inferences for that review.
Fine-tuning a small LLM is an easily approachable task using publicly available code, and small LLMs
can be run and trained on commonly available consumer hardware [7, 8]. Moreover, the process of title
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and abstract screening during systematic reviews creates the foundation for well-formatted datasets for
training models. The purpose of this study was to explore how fine-tuning a small LLM can impact its
performance during LLM-based screening of titles and abstracts for an individual systematic review.

1.1. The Present Study

We explored if fine-tuning a small LLM for a specific systematic review could achieve strong and
reliable results. If so, it could greatly reduce the amount of time required to conduct systematic reviews.
Specifically, we sought to answer the following research questions:

1. What is the model’s baseline performance at title and abstract screening compared to human
ratings?

2. How does a fine-tuned, small LLM perform on a small validation dataset compared to human
ratings?

3. How does a fine-tuned, small LLM perform across a large, full dataset compared to a human
rater?

2. Methods

2.1. The Dataset and Human Coding

The dataset consisted of the titles and abstracts from 8,694 studies that were located as part of a
systematic review on the influence of generative artificial intelligence technologies in undergraduate
computer science education. Specifically, the dataset consists of titles, abstracts, and human-coded
inclusion or exclusion decisions (coded as ‘1’ or ‘0’, respectively). The entire dataset was coded by
humans for inclusion or exclusion in the systematic review. Three individuals participated in the coding
process. In order to calculate inter-rater agreement, 273 titles and abstracts were coded by all three
coders. The inter-rater agreement exceeded 99%.

2.2. The LLM and Fine-Tuning

We fine-tuned Liquid AI's LFM2.5-1.2B-Instruct in bfloat16 precision [9]. The model was selected
because its compact size (1.2B parameters) enables local training and evaluation on single-GPU hardware
while retaining strong instruction-following capability.

2.2.1. Fine-Tuning Approach

We performed supervised fine-tuning (SFT) using full-parameter fine-tuning, i.e., updating all model
weights rather than training parameter-efficient adapters. While parameter-efficient fine-tuning (PEFT)
methods such as LoRA can be highly effective, prior comparative studies show that PEFT and full
fine-tuning exhibit meaningful trade-offs in both performance and computational cost, and PEFT can
underperform full fine-tuning depending on task difficulty, data regime, and language setting [10, 11, 12].
Because our setting involves a single target task and a relatively small base model, full fine-tuning is
feasible and avoids adapter-induced capacity constraints, allowing the model to realize the highest
adaptation ceiling for the task.

2.2.2. Training Stack and Efficiency (Unsloth)

We implemented SFT using Unsloth integrated with the Hugging Face/TRL training stack. Unsloth
provides optimized kernels (e.g., Triton-based implementations and other training-time optimizations)
that reduce memory use and accelerate fine-tuning while remaining compatible with standard Hugging
Face tooling [13, 14, 15, 16].



Table 1

Fine-tuning configuration for LFM2.5-1. 2B-Instruct. We report the training regime, hyperparameters, and

implementation choices used in our experiments.

Parameter

Value

Rationale

Fine-tuning regime
Adaptation method

Full fine-tuning

Update all weights (no adapters) to maximize task-specific capacity [10, 11].

Optimization
Optimizer
Learning rate
Warmup steps
Training steps

AdamW (8-bit)
2x107°

5

320

Reduces optimizer-state memory while preserving AdamW behavior [17].
Conservative step size to reduce overfitting under limited supervision.
Short warmup relative to the total step budget.

Fixed training budget for controlled comparison.

Weight decay 0.01 Standard L2 regularization for stability.
LR scheduler Linear Simple decay schedule suitable for short runs.
Batching

Per-device batch size
Gradient accumulation

Constrained by GPU memory.
Effective batch size of 8.

Model and objective
Base model

Max sequence length
Response masking
Precision

Training stack

LFM2.5-1.2B-Instruct
4,096

Enabled

BF16

Unsloth + TRL

Compact instruction-tuned model enabling local experimentation [9].
Supports long abstracts and prompt context.

Compute loss only over assistant tokens (instruction tuning).

Efficient mixed precision on supported hardware.

Fast, VRAM-efficient fine-tuning with HF-compatible tooling [13, 15, 16].

2.2.3. Training Configuration

We configured training using the hyperparameters in Table 1.

A curated dataset of 371 labeled abstracts was partitioned into training and test sets. The training
set comprised 315 abstracts (194 exclusions, 121 inclusions), while the held-out test set contained 56
abstracts (39 exclusions, 17 inclusions). This split preserved approximately similar class proportions
across both sets, with inclusion rates of 38.4% and 30.4% for training and test sets, respectively.

It is important to note that the class distribution in our curated dataset differs substantially from
typical systematic review screening scenarios, where inclusion rates are typically 1-5%. Since this
was an initial exploration of feasibility and our dataset was sufficiently large, our training set was
intentionally enriched with positive examples to provide sufficient signal for the model to learn inclusion
criteria, addressing the challenge of extreme class imbalance in real-world screening.

2.2.4. Training Procedure and Implementation

Training data comprised 371 labeled abstracts, formatted as instruction-response pairs using the LFM2
chat template. Response-only masking was applied during training, computing the cross-entropy
loss exclusively over assistant response tokens while masking instruction tokens. This technique
encourages the model to focus on learning accurate screening decisions rather than memorizing
instruction templates, and has become standard practice in instruction-tuned model development [18].

2.3. Evaluation and Validation

We employed a multi-stage evaluation strategy to assess the fine-tuned model’s performance on
systematic review screening, using both held-out test data and prospective screening of new abstracts.

2.3.1. Evaluation Metrics

Given the inherent class imbalance in systematic review screening, we selected evaluation metrics
appropriate for imbalanced classification tasks. Standard accuracy can be misleading when one class
dominates; therefore, we report multiple complementary metrics:

Balanced Accuracy. Defined as the arithmetic mean of sensitivity (recall for the positive class)

L ( P IN ) This metric

and specificity (recall for the negative class): Balanced Accuracy = > \Fpirn * TNTEP

provides equal weight to both classes regardless of their prevalence.



Weighted Metrics. We computed precision, recall, and F1-score using weighted averaging, where
each class’s contribution is weighted by its support (number of true instances). This approach accounts
for class imbalance while still reflecting performance on the majority class.

Per-Class Metrics. To provide granular insight into model behavior, we report precision, recall, and
F1-score separately for both the exclude class (0) and include class (1). For systematic review screening,
recall on the include class (sensitivity) is particularly critical, as missed relevant studies can compromise
review validity.

Confusion Matrix. We report the full confusion matrix (TP, TN, FP, FN) to enable computation of
derived metrics and facilitate comparison with other screening tools.

2.3.2. Inter—Rater Reliability

To assess agreement between the human screener and our fine-tuned language model, we employed
several complementary measures of inter-rater reliability. These statistics quantify the proportion of
agreement that exceeds chance expectations and help diagnose situations in which class prevalence or
rater bias can unduly influence the apparent level of agreement. Due to space constraints, we name
them here, but define them in our online preprint (See [19]). Specifically, we report Cohen’s Kappa (k),
Prevalence-Adjusted Bias-Adjusted Kappa (PABAK), Gwet’s Agreement Coeficient (AC;), and Fleiss’
Kappa.

2.3.3. Multi-Pass Inference Protocol

To evaluate model consistency and calibration, we performed three independent inference passes
using sampling temperatures T € {0.1, 0.4, 0.8}. Lower temperatures yield near-deterministic outputs,
whereas higher temperatures introduce stochasticity that can reveal the model’s uncertainty [20]. For
each test example and temperature we recorded the model’s binary prediction and computed the full
suite of classification metrics against the ground-truth human decision. We also assessed inter-pass
reliability by computing pairwise k between the outputs of the different temperature settings.

2.3.4. Inference protocol.

We used a structured prompt template that was recently shown to perform well in similar screening
tasks in the medical domain [4]. For each test example, we extracted the user prompt and ground-truth
label from the ChatML-formatted text by locating the user and assistant markers. Predictions were
generated by applying the model’s chat template to the user prompt and using greedy decoding with a
short generation budget (max_new_tokens=_8). The predicted class was parsed as the first occurrence of
0 or 1 in the generated text. To increase robustness, the evaluator also checked for decision keywords
(e.g., “include”/“exclude”); if no decision token was found, it fell back to the majority class (configured as
0). This procedure matches the evaluation code used to compute the agreement coeflicients discussed
above.

2.4. Model Availability

Reproducibility and Open Resources. To support reproducibility and facilitate further research,
we make all artifacts associated with this study publicly available. The fine-tuned model is released on
Hugging Face,! the dataset used for training and evaluation is available on Hugging Face Datasets,? and
the full codebase, including scripts for preprocessing, fine-tuning, inference, and evaluation, is available
on GitHub.?

'https://huggingface.co/IARG-UF/lfm-2.5-1.2b-instruct_for_sys_review
*https://huggingface.co/datasets/IARG-UF/Ilm_sys_review
*https://github.com/Intelligent- Agents-Research-Group/llm_systematic_review
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3. Results

3.1. Baseline Performance Before Fine-Tuning

The model’s baseline performance was dismal as shown in Table 2. Balanced accuracy was only 53.07%,
and the per-class performance was poor (Table 3). The base model’s percentage agreement with the
human rater was very low (6.52%) which is reflected in Gwet’s AC; (-0.863, See [19] preprint, Table 6).

Table 2

Binary classification performance across evaluation settings. We report results for three settings:
(i) the base model (no fine-tuning) evaluated on the full dataset, (ii) the fine-tuned model evaluated
on the held-out test split used during fine-tuning, and (iii) the fine-tuned model evaluated on the full
dataset. Metrics are percentages. Accuracy is overall accuracy; Balanced Accuracy is mean per-class
recall. We report Macro/Weighted F; and additionally Macro/Weighted F,, where F, weights recall four
times more than precision. Macro metrics weight classes equally; weighted metrics weight by class

support.
Setting N Acc. Bal. Acc. Macro-F, Macro-F, W-F;, W-F,
Base (no fine-tune) 8277 652  53.07 6.22 486 1152 7.54
Full dataset
Fine-t d
ine-tune . 56 94.64  94.49 93.77 9419  94.68 94.65
Held-out test split
Fine-t d
ine-tune 8,277 86.40 88.78  48.95 5041 92.31 88.48

Full dataset

3.2. Results with Validation Dataset

Our fine-tuned model performed well across all metrics on the validation dataset (Table 2). Moreover,
the per class metrics also showed strong performance for both excluded and included classifications
(Table 3), and the confusion matrix showed only a 5.88% false negatives rate (Table 4). The model had
strong agreement with the human coder (94.64%) and Gwet’s AC; was very good (.906, See [19] preprint,
Table 6).

Table 3

Per-class performance across evaluation settings. We report precision, recall, and F; for each class
(0=Exclude, 1=Include). Recall equals per-class accuracy (i.e., accuracy restricted to the examples of that
true class): for class 0, TN/(TN + FP); for class 1, TP /(TP + EN). Support is the number of true instances
per class. Values are percentages.

Setting Class Support  Prec. Rec. F,

Base (no fine-tune) 0 (Exclude) 8,243 100.00 6.14 1157
Full dataset 1 (Include) 34 044  100.00 0.87
Fine-tuned 0 (Exclude) 39  97.37 94.87 96.10
Held-out test split 1 (Include) 17 88.89 9412 9143
Fine-tuned 0 (Exclude) 8,243  99.96 86.38  92.67
Full dataset 1 (Include) 34 2.69 91.18  5.22

3.3. Results Across Full Dataset

The results from the larger corpus of all 8,277 remaining studies that were not in the training data
or validation dataset showed markedly improved results compared to the base model. As shown in



Table 2, the fine-tuned model’s balanced accuracy improved by 35.71% and the weighted F1 scores
improved 80.79%. Per-class results show that the majority class dominates aggregate performance
Exclude class, which achieves 99.96% precision, 86.38% recall, and 92.67% F1 (Table 3). In contrast, the
Include class exhibits a pronounced recall-precision trade-off: recall is high (91.18%), indicating strong
sensitivity to eligible studies, but precision is low (2.69%), which correspondingly depresses F1 (5.22%)
(Table 3). Since systematic review screening typically prioritizes minimizing missed inclusions over
minimizing additional candidates for manual review, this emphasis on sensitivity is also reflected in
the recall-weighted F2 summary reported in Table 2. The confusion matrix shows that 8.82% of the
studies that should have been included were instead incorrectly classified as excluded, and only 13.62%
of cases that should have been excluded were included. Agreement with the human rater was 86.40%
and Gwet’s AC; was strong (.843), even though Cohen’s kappa was low at .045 (See [19] preprint, Table
6). Finally, we questioned if the fine-tuned model would perform well across various temperatures. The
model had perfect agreement with itself across temperatures, and when the three different temperature
results were analyzed in relation to the human coding, we found a strong Gwet’s AC; of .842 (See [19]
preprint, Table 6).

Table 4

Confusion matrices as percentages (row-normalized). For each setting, we report the confusion matrix
normalized by the number of true examples in each class (rows sum to 100%). Columns correspond to predicted
labels (0=Exclude, 1=Include); rows correspond to true labels. This presentation highlights false positive and false
negative rates independently of class prevalence.

Setting True class Pred0 Pred1
Base (no fine-tune)  True 0 (Exclude) 6.14 93.86
Full dataset True 1 (Include) 0.00 100.00
Fine-tuned True 0 (Exclude)  94.87 5.13

Held-out test split ~ True 1 (Include) 5.88 94.12

Fine-tuned True 0 (Exclude)  86.38 13.62

(
(
(
(
(
Full dataset True 1 (Include) 8.82 91.18

4. Discussion

In this study we explored the extent to which fine-tuning a LLM could improve its performance and
consistency in screening titles and abstracts for a specific systematic review. Our results showed that
fine-tuning the model resulted in a notable performance improvements in all metrics. In the context
of using LLM-based screening to save time in a systematic review screening process, we perceive
the model’s false positives (including studies that should be excluded) as preferable to false negatives
(excluding studies that should be included), as the human rater will presumably review the false positives
during full-text screening. In the context of our dataset, if we ran the model before a human screener
reviewed the studies, humans would have reviewed only 13.62% (1,124) of the excluded studies, while
missing 8.82% (3) of the studies that should have been included.

Our results raise the question of if models can perform as well as our fine-tuned model did, how
should we use them? The integration of artificial intelligence into systematic review work flows
could take two forms, human in the loop or Al in the loop [21]. In a human in the loop scenario, Al
would function as a primary screener, with a human reviewing its work. Our results show promise
for this approach, but replication and more methodological work needs to be done before this can be
recommended. Meanwhile, Al in the loop approaches would have the humans do the primary screening,
with an Al to act as a second screener. Our results show more support for using fine-tuned LLMs for this
type of approach. Having two humans screen titles and abstracts is recommended best practice from
major organizations like the Campbell Collaboration [22] and Cochrane [23], but it is inherently time



consuming and therefore expensive. Our fine-tuned LLM performed well-enough where it could be
considered as a second or third screener of titles and abstracts. This assumes that at least one human has
categorized all studies and the fine-tuned LLM acts as a second screener. A human could then reconcile
the ratings, similar to how a human would reconcile ratings between two independent screeners. This
holds the potential to save significant costs associated with two humans reviewing and categorizing a
large corpus of titles and abstracts.

4.1. Practical Implications

Our work shows the potential of embracing the context dependence of LLMs to reduce a systematic
reviewers’ workload. This is consistent with prior studies that suggested that LLMs can reduce workload
[24]. While fine-tuning an LLM may take time, it could potentially save considerable time when a
systematic review contains as many studies to be reviewed as our sample did here. However, fine-tuning
only saves a researcher time if the model’s performance is strong enough to rationalize its use. Our
model reached this level for at least considering the LLM as a second screener for our individual
systematic review screening process. However, methodological work is needed to understand the
generalizability of our findings, as discussed in the next section.

4.2. Limitations and Future Directions

Our findings highlight the need for extensive methodological work around the fine-tuning of LLMs to
assist in systematic review study screening. For example, work is needed around dataset construction, as
the dataset used for training could strongly influence model performance. Specifically, we question how
small of a training dataset (specifically in regards to included cases) one can use and achieve acceptable
results, and we question if such a finding could generalize across models and datasets. Research also is
needed to better understand how other forms of LLM post-training influences LLM performance in the
systematic review screening context. For example, it is possible that other approaches like low-rank
adaptation (LoRA) [25], direct preference optimization or various types of reinforcement learning, or
even a combination of approaches into a coherent pipeline may lead to better results [26, 27].

5. Conclusion

Systematic reviews are time-consuming methodologies that produce the standard best-evidence often
used for evidence-based decision- and policy-making. Previous research has shown mixed results as to if
LLMs can facilitate the title and abstract screening process in a reliable, time-efficient matter. We sought
to explore if fine-tuning a small, 1.2B parameter LLM would result in a model that not only performs
well for this specific systematic review, but also performs consistently across multiple inference runs.
Our results showed that fine-tuning model resulted in dramatic performance improvements and only
a small false negative rate. Together, we show that there is potential for fine-tuned LLMs, trained to
perform well for individual systematic reviews, to be used as at least second screeners, potentially
saving time and money during the systematic review process.
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