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Abstract

Programming demands high cognitive effort, involving analytical thinking to understand problems and synthetic
thinking to build solutions. Pair programming is a well-established collaborative practice that combines expertise
across levels. With Al assistance, engineers take on an additional activity: evaluating, validating, and refining
Al-generated code. This new collaboration paradigm raises questions about how programming with an Al
assistant differs from working with a human partner at the neural and cognitive level. It also raises a problem for
empirical software engineering: cognitive-load measures validated on individual programming may not work the
same way in Al-assisted programming.

This PhD addresses that gap by studying brain activation patterns during programming in two contexts:
human-human collaboration and Al assistance through a multi-modal approach combining electroencephalogra-
phy (EEG), electrodermal activity (EDA), eye-tracking, and heart rate variability (HRV). An initial 60-participant
crossover experiment provides preliminary evidence: EEG theta/alpha ratio and blink rate differ between Al-
assisted and individual programming, whereas EDA and HRV do not.

The resulting data will contribute novel insights into the neural and cognitive dynamics when programming,
and into how software engineers engage differently with human versus Al partners, providing neuroscience,
human-computer interaction, and software engineering (SE) with practical grounding for designing Al-assisted
programming tools and collaborative learning environments.
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1. Introduction

Programming is a complex cognitive task that demands problem-solving, memory, and sustained
attention [1]. Existing research has examined the cognitive processes involved in learning to code [2, 3, 4].
Beyond cognition, neuroscience research has identified key brain regions, such as the prefrontal
cortex and parietal lobes, that are activated during code comprehension [5] and how neural activation
patterns vary according to expertise [6]. The introduction of GitHub Copilot' and ChatGPT? has
rapidly transformed professional SE, making Al coding assistants a common fixture in professional
development environments [7, 8]. The growing role of Al in programming has introduced a new
collaboration paradigm, which raises the question of how working with an Al partner differs from
working with a human one at the neural and cognitive level. At a behavioral level, the picture remains
unclear: a recent systematic review informs that the impact of Al support depends heavily on context,
task type, and how developers engage with the tools [9]. When behavioral evidence from Al-assisted
programming shows mixed results, understanding what happens at the neural and cognitive level
becomes even more relevant.

Brain-imaging techniques such as EEG offer new opportunities to study real-time brain activity
during collaborative tasks [10]. However, neuroimaging alone captures only a fraction of the cognitive
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experience. To build a holistic profile of the software engineer, neural metrics must be paired with
physiological data. Recent work in SE has demonstrated that combining EEG with EDA, HRV, and
eye-tracking produces more robust characterizations of cognitive load during programming than any
single signal alone [11, 12, 13]. This research examines both Al-assisted and human-human pair
programming compared to individual programming as a baseline.

1.1. Problem statement

This research raises the following research question (RQ): How do neural and cognitive patterns
differ across individual, Al-assisted, and human-human programming? It is addressed through
three sub-questions.

« RQ1: How does Al assistance change neural and cognitive patterns within a single developer,
relative to individual programming?

« RQ2: Do cognitive-load measures validated on individual programming remain valid under Al
assistance?

» RQ3: How do neural and cognitive patterns during human-human pair programming compare
with those under Al assistance?

These RQs will be answered by combining EEG, EDA, HRV, and eye-tracking to capture cognitive
load, arousal, and attention. Individual programming, in which a developer works alone, serves as the
baseline; Al-assisted programming, in which a developer works with an Al coding assistant, is the first
collaboration mode; and human-human pair programming, in which two developers collaborate, is
the second. The research investigates two levels of analysis: cognitive load within a single brain, and
synchrony between two brains during pair programming.

1.2. Background

EEG is a non-invasive neuroimaging technique that records electrical potentials generated by syn-
chronized postsynaptic activity of cortical neurons, measured via electrodes placed on the scalp [12].
Its strength is a millisecond-scale temporal resolution, which allows researchers to track rapid neural
dynamics that slower techniques cannot resolve [13]. In SE research, EEG has been used to identify
cognitive load during code comprehension, with theta and alpha band power emerging as the most
reliable markers of mental effort [11, 12].

Hyperscanning refers to the simultaneous measurement of brain activity across multiple individuals
during social interaction [14]. It has been applied to study neural synchrony in decision-making,
education, and social interaction [15, 16, 17], revealing that inter-brain synchrony is a reliable marker of
successful collaboration. Hyperscanning can be implemented with fMRI, EEG or fNIRS [15]. EEG-based
hyperscanning is particularly well suited to programming contexts given its temporal resolution and
compatibility with naturalistic task settings [10, 18].

Biometric signals. Beyond EEG, peripheral physiological signals serve as reliable proxies for
cognitive load and arousal. EDA reflects sympathetic nervous system activation and has been used
in SE research to differentiate between stress and cognitive load during code comprehension [11, 19].
Similarly, HRV captures autonomic balance, decreasing as cognitive demand increases to mark mental
effort [20, 21]. Eye-tracking complements these signals by capturing attentional processes through
fixation duration and pupil dilation, which map directly to developer expertise [22, 23]. No single signal
provides a complete picture: each captures a different part of the cognitive response, and together they
estimate mental state more reliably than any single channel alone [12, 13].

Collaborative programming. Collaboration in this research takes two forms: Al-assisted program-
ming and human-human pair programming. Pair programming can enhance code quality and efficiency,
though the benefit depends on task complexity and programmer expertise [24], and it can cost roughly
15% more time than individual work [25]. These limitations motivate a deeper investigation into how the



two collaboration modes differ at the neural and cognitive level, a difference that behavioral measures
alone cannot fully capture.

Al-assistance in programming. Al coding assistants are software tools that leverage large language
models to support developers, offering capabilities such as code completion, generation, and explanation.
They are now widely adopted in professional settings and their use continues to grow [26, 27]. Despite
this, their cognitive and neural impact on developers remains poorly understood.

2. Related literature

Al-assisted programming. Al copilots are reshaping knowledge transfer practices within teams,
replacing traditional pair programming dynamics with human-AlI collaboration patterns [28]. Al coding
assistants are also defined as collaborative teammates rather than passive tools [29, 30]. Early insights
into Al-assisted pair programming indicate a shift in developer roles from code writing to reviewing
Al-generated suggestions [31]. Verification of Al-generated suggestions demands significant cognitive
effort [32], and growing concerns about dependency and skill atrophy [33, 34] further motivate the need
to understand what is happening in the brain during Al-assisted programming. Ma et al. [35] compare
human-human and human-AI pair programming at the behavioral level, and Jang et al. [36] analyze
communication patterns across both conditions. However neither examines the neural mechanisms
underlying these differences.

Neural and physiological measurement in SE. Peitek et al. [4] used fMRI to identify brain regions
activated during code comprehension, while Ikutani et al. [6] showed that expert programmers have
distinct cortical representations of source code compared to novices. Beyond neuroimaging, biometric
signals have been used to classify developer task types [19], predict bugs from behavioral and physio-
logical data [37], and estimate developer interruptibility in field settings [38]. EEG has been applied
directly to programming activity to compare developers’ brainwave activity across solo, pair, and mob
programming sessions, using attention and meditation indices to distinguish the cognitive profiles of
the three modes [39]. However, all of these studies examine human programming configurations, none
has investigated the neural dynamics of Al-assisted pair programming, which is the focus of Phase 1.

Hyperscanning was first studied in a 1965 EEG study of twins showing correlated alpha activity [40].
It has since been applied to cooperation, consistently finding elevated interpersonal neural synchroniza-
tion during joint work in prefrontal and right temporoparietal regions [41, 42], and closer to education,
in dyads solving collaborative problems [43]. An EEG study of pair programming linked coordination
episodes to systematic EEG changes, particularly in frontal theta dynamics and event-related responses,
though the signal was recorded from only one member of the pair [44]. A recent fNIRS hyperscanning
study of pair programming found that pairing by prior knowledge shaped synchrony in the same
prefrontal and temporoparietal regions reported in earlier cooperation studies [45]. Beyond these
studies, the neural basis of pair programming remains almost entirely unexplored, particularly with
EEG and in human-AI settings, which is the focus of Phase 2.

3. Research approach

The research conducted throughout this PhD is organized in two phases. Each phase contains spe-
cific actions with theoretical and empirical contributions. Both phases work toward a single goal:
understanding how Al-assisted and human-human collaboration differ and overlap at the neural level.
Phase 1: Investigating neural correlates in Al-assisted programming. This phase investigates the
neural correlates of individual and Al-assisted programming, combining inductive interviews with a
deductive multi-modal crossover experiment (EEG, EDA, HRV, eye-tracking) in which each participant
solves one task with an Al assistant (ChatGPT) and one without.

Phase 2: Investigating neural correlates in human-human programming. This phase com-
pares Al-assisted with human-human pair programming by applying EEG-hyperscanning to measure



inter-brain synchrony during collaborative programming, alongside behavioral metrics such as task
completion time, code quality, and participant feedback.
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Figure 1: PhD research framework: from Al-assisted to collaborative programming

Figure 1 maps these two phases onto Mackay and Fayard’s [46] triangulation model with Phase 1
on the left and Phase 2 on the right. The research design integrates two methodological traditions:
inductive and deductive. The inductive path in Phase 1 begins with semi-structured interviews with
13 professional software developers. Interviews inform how Al assistants are used in real workflows:
which tasks are delegated to AL how suggestions are evaluated and verified, when Al is accepted versus
rejected, and the perceived effort and trust involved. The interviews are the Observation component
of the model, and they feed the other two: the Experiment, through the design of realistic tasks
and conditions, and the Theory, through a first revision of the cognitive-load model for Al-assisted
programming. Because the tasks come from observed practice, the lab-based crossover gains ecological
validity. However, laboratory setting cannot fully reproduce everyday development: time pressure,
tooling preferences, and self-directed workflows are constrained, so the results approximate rather than
replicate real Al-assisted practice.

The deductive path comprises a pilot and a subsequent within-subjects crossover experiment with 60
participants, measuring physiological signals under Al-assisted and individual programming conditions
to test predefined hypotheses. A distinguishing feature of the study design is the pilot preceding a
full replicated experiment. Participant feedback, combined with a revisited literature review, informs
a refined design before the main study is conducted. As earlier work shows that the effect of Al
assistance depends on both the programming task and the surrounding context, the design controls
each of these rather than leaving them to vary. The two task scenarios are matched for difficulty
and randomized in order across participants, so any signal difference reflects the Al assistant, not the
task. Contextual factors are addressed on two levels: the within-subjects crossover design controls for
individual differences and order effects, since each participant completes both conditions and serves
as their own baseline; and the experimental environment (hardware, IDE, and session protocol) is
standardized across conditions so that setting does not covary with the manipulation.

Inter-brain synchrony theory motivates Phase 2 because pair programming is a sustained joint
activity, and hyperscanning studies have shown that people who cooperate effectively tend to exhibit
synchronized brain activity. Whether this extends to collaborative programming, and how it relates to
what happens during Al-assisted programming, is largely unexplored. Phase 2 uses EEG-hyperscanning
to examine whether human-human pair programming and Al-assisted programming share common
neural signatures, or whether they are fundamentally distinct. A systematic literature review will guide
the design of the Phase 2 pilot, which will precede a full experiment.

The phases are kept separate because they ask different measurement questions. Phase 1 concerns a
single brain and its cognitive load, whereas Phase 2 concerns two brains and the synchrony between
them, which requires EEG-hyperscanning and a different analysis. Running both as one experiment
would make it hard to tell whether the result reflects the single-brain or inter-brain question. Each phase
ends with an evaluation step. In Phase 1, this means running statistical tests on the full multimodal



dataset and checking whether the cognitive-load measures still hold under Al assistance, which leads to
a revised cognitive-load model. In Phase 2, the inter-brain synchrony results are interpreted alongside
behavioral metrics such as task completion time, code quality, and participant feedback, so the neural
findings are not read on their own. These evaluation steps are where each phase feeds back into the
theory it started from, closing the triangulation loop shown in Figure 1.

4. Current progress and future directions

The research programme is currently mid-way through Phase 1. The completed pilot (n=5) and the
subsequent replicated within-subjects crossover experiment (n=60) covered two conditions: Al-assisted
and individual programming (Figure 2), with two scenarios both similar in difficulty. Task instructions
were given in UML and activity diagrams to motivate participants to write their own instructions
(copy-paste of pictures was not allowed). Task duration was capped at 20 minutes and the complexity
required significant cognitive load to be completed. Each of the two task scenarios (implementing the
connection logic of a mobile device, and building a simplified online shopping application) was paired
with one of the two conditions, and the order of the two tasks was randomized across participants.
The experiment was executed in collaboration with the University of Bari, with participants drawn in
equal numbers from different degree programmes. It tested four pre-registered hypotheses covering
AT’s effect on physiological measures, the role of developer experience, the link to performance, and
the match between perceived and actual cognitive state, analyzed with linear mixed-effects models to
account for repeated measurements per participant. Findings show that EEG theta/alpha ratio and blink
rate differed significantly between Al-assisted and individual programming conditions, while EDA and
HRYV did not, calling for re-validation of existing cognitive-load measures in Al-assisted contexts [47].
Phase 1 still requires a revised experiment informed by the interviews, a larger-sample replication, and
the resulting revised cognitive-load model.
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Figure 2: Development environment for experimental conditions

For Phase 2, the revised cognitive-load model from Phase 1, together with a systematic literature
review, will formulate hypotheses on inter-brain synchrony across the three conditions — for instance,
whether the conditions that shift single-brain load in Phase 1 also correspond to differences in inter-
brain synchrony. A dedicated EEG-hyperscanning pilot will precede a full replication experiment with
a larger sample, enabling comparison of inter-brain synchrony across all three conditions.

The primary contribution of the research is empirical: one of the first neurophysiological comparisons
of Al-assisted, individual, and human-human programming, using multimodal biometrics and EEG-
hyperscanning. A secondary methodological and theoretical contribution follows from it: the findings
indicate that cognitive-load measures validated on individual programming may not transfer to Al-
assisted contexts, motivating a revised model. Practically, knowing when AI assistance lowers or
raises cognitive load indicates where in the workflow Al is best introduced e.g. timing suggestions
so developers retain enough cognitive capacity to validate Al-generated code rather than accept it
uncritically.
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