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Abstract

Conversational agents based on Large Language Models (LLMs) offer new opportunities for educational ap-
plications and cultural heritage dissemination, but have limitations in terms of accuracy, temporal coherence,
and the risk of anachronism. To address these challenges, the proposed system adopts an architecture based
on Retrieval-Augmented Generation (RAG), which integrates a generative language model with a historical
documentary corpus, enabling the generation of responses grounded in verifiable sources. The system architecture
combines a vector database implemented with ChromaDB, an embedding model and a backend developed with
FastAPI. Several language models were tested within the same framework to evaluate their ability to maintain
narrative coherence, historical accuracy and hallucination mitigation. Results indicate that medium-sized models
offer the best trade-off between generative quality and faithfulness to the sources. A user study with 52 partici-
pants shows a high perceived levels of usability, engagement and educational value. The findings suggest that
historical conversational agents based on RAG can represent promising tools for teaching and cultural heritage
dissemination, supporting interactive and personalized learning experiences.
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1. Introduction

Conversational agents have become a central component of modern digital systems, with applications
spanning education, cultural heritage, and knowledge access [1, 2, 3]. The recent adoption of LLMs has
significantly enhanced their fluency and interaction capabilities, enabling more natural and context-
aware dialogues [4, 5]. However, these advantages come with well-known limitations, particularly in
terms of factual reliability, controllability, and consistency in knowledge-intensive domains [6, 7].

These issues become especially critical in the case of conversational agents designed to embody
historical figures [8, 9]. Unlike standard information retrieval systems, these agents adopt a first-person
perspective grounded in a specific historical identity [10]. This requires not only linguistic coherence,
but also strict adherence to factual accuracy, temporal consistency, and cultural and ideological context.
In practice, LLM-based systems often struggle with anachronisms and the generation of plausible but
historically incorrect statements, due to their training on heterogeneous and temporally mixed corpora
(6, 11].

To address these challenges, this work investigates the integration of RAG with persona-based
constraints for the development of historically grounded conversational agents. While RAG improves
factual grounding by incorporating external knowledge sources, and persona modelling enforces
narrative consistency, their combined use in historical educational settings remains underexplored,
particularly with respect to temporal coherence and evaluation strategies.

This paper addresses this gap by proposing a unified framework for the design and evaluation of
historical conversational agents. The main contributions are:
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+ a RAG-based architecture combined with persona-driven generation to ensure factual grounding
and narrative consistency;

« a mechanism for enforcing temporal constraints to reduce anachronistic outputs in historical
dialogue systems;

« an evaluation framework combining automatic metrics and human assessment for historical
conversational quality;

« the definition of the Historical Consistency Score (HCS) as a composite metric for measuring
factual, temporal, and persona alignment.

The proposed framework is validated through an experimental study on a conversational agent
embodying Carlo Pisacane. Results show that the integration of retrieval mechanisms and persona
constraints improves factual reliability, reduces hallucinations, and enhances narrative coherence,
supporting its applicability in educational and cultural heritage contexts.

2. Related Work

Conversational agents have been widely studied in recent years across multiple domains, including
education, cultural heritage, and knowledge-intensive applications. In educational settings, they have
been shown to support learning processes by enabling interactive tutoring, adaptive feedback, and
personalized dialogue strategies [12, 13, 3]. In parallel, within the cultural heritage domain, natural
language technologies have been used to improve access to historical knowledge by transforming
unstructured content into conversational interfaces [14].

A relevant research direction concerns Embodied Conversational Agents (ECAs), which aim to
simulate human-like interaction by combining verbal and non-verbal communication. These systems
have been shown to improve user engagement and interaction quality by providing more natural and
socially rich exchanges [9]. Building on this line of work, persona-based conversational agents extend
the concept by enabling systems to adopt consistent identities and perspectives during interaction [10].
This aspect is particularly relevant for narrative-driven applications, where coherence of identity plays
a central role.

With the advent of LLMs, conversational systems have significantly improved in terms of fluency,
adaptability, and contextual understanding. However, these models also introduce well-documented
limitations, including hallucinations and the generation of factually incorrect yet plausible outputs
(6,7, 11]. Such issues are particularly critical in knowledge-intensive domains, where factual correctness
is essential.

To mitigate these limitations, RAG has been proposed as an effective approach to improve factual
grounding by incorporating external knowledge sources into the generation process. RAG-based
systems have demonstrated improved reliability in question answering and dialogue generation tasks
by reducing dependence on parametric memory.

Despite these advances, the integration of retrieval mechanisms, persona-based modelling, and tem-
poral consistency constraints within a unified framework remains relatively underexplored, particularly
in the context of historical conversational agents and educational applications.

3. System Methodology

The proposed methodology defines a unified framework for the design of historical conversational
agents, combining retrieval-based grounding, persona modelling, and controlled language generation.
The system is structured as a coherent pipeline in which each component contributes to ensuring
factual accuracy, temporal consistency, and narrative fidelity. To generalize the approach beyond a
single historical figure, we define a design framework composed of four core principles. This frame-
work provides methodological guidance for constructing historically grounded conversational agents,
ensuring accuracy, temporal coherence, and persona consistency.



3.1. Design Framework

The first principle is documentary grounding, which ensures that the agent relies exclusively on verified
historical sources. This provides a solid epistemological foundation and reduces the risk of generating
anachronistic or unsupported statements. The second principle is temporal constraint modelling, which
introduces explicit chronological restrictions to prevent references to events or knowledge outside the
historical period of the represented figure. The third principle is persona identity modelling, which
ensures that the system maintains a stable first-person perspective consistent with the linguistic and
stylistic characteristics of the historical subject. The fourth principle is retrieval-grounded reasoning,
where responses are generated by integrating retrieved documentary evidence into the generation
process, ensuring that outputs remain both factually grounded and narratively coherent.

3.2. System Architecture

The proposed framework is implemented through a multi-layered system designed to operationalize its
core principles in a computational pipeline. The system is organized into four main layers: document
level, semantic representation level, generative level, and interaction level. Each layer corresponds to
a specific functional component of the architecture and contributes to ensuring retrieval grounding,
temporal coherence, and persona-consistent generation. The document level consists of a curated
collection of historical sources related to Carlo Pisacane, including academic articles, historical essays,
original letters, and scholarly publications. These sources are selected to ensure balanced coverage
of both biographical events and ideological aspects of the historical figure. Rather than being treated
as passive input, these documents actively constrain and guide the generation process, improving
epistemic reliability.

The semantic representation level is based on embedding models and a vector database that enable
efficient retrieval of contextually relevant information. Texts are segmented into chunks of 500 tokens
with an overlap of 80 tokens to preserve semantic continuity between adjacent segments. Embeddings
are generated using BGE-M3, while ChromaDB is used as the vector database to support semantic
search, persistence, and modular retrieval.

The retrieval process uses a top-k value of 4, selecting the most relevant document segments for
each query. This configuration balances contextual completeness and noise reduction, ensuring that
the model receives sufficient but controlled contextual information. The overall dataset consists of 936
chunks derived from eight historical documents, ensuring a compact yet semantically rich knowledge
base.

The generative level is based on an open-source large language model deployed through the Ollama
framework. In this work, LlaMA 3.2 3B is selected due to its balance between generative capability,
contextual control, and computational efficiency [5]. The model is configured with a limited maximum
token length and a low temperature setting to reduce variability and improve response stability. It is
constrained to respond in the first person, adopting the persona of Carlo Pisacane, while restricting
outputs to historically grounded and verifiable information. Overall, the main configuration parameters
of the proposed system, including document collection, chunking strategy, and retrieval settings, are
summarized in Table 1. For clarity, Table 2 reports the acronyms and symbols used throughout the

paper.



Table 1
RAG Configuration and Computational Parameters

Parameter Value
Documents 8
Total chunks 936
Chunk size (tokens) 500
Chunk overlap (tokens) 80
Embedding model BGE-M3
Embedding dimension 1024
Vector database ChromaDB

Top-k retrieval 4
Generative model LlaMA 3.2 3B
Inference framework Ollama

Table 2
Acronyms and symbols used in the proposed framework.
Acronyms
RAG | Retrieval-Augmented Generation
LLM | Large Language Model
HCS | Historical Consistency Score
ECA | Embodied Conversational Agent
NLP | Natural Language Processing
Symbols
F Factual correctness score
T Temporal coherence score
P Persona consistency score
HCS | Composite metric: (F+T + P)/3
k Top-k retrieval parameter

The interaction level is responsible for managing communication with the user through a FastAPI
backend, exposing a conversational endpoint that orchestrates retrieval and generation in real time.
Figure 1 illustrates the overall architecture of the proposed system and summarizes the interaction
between the main components of the methodology. The implementation of the proposed system follows
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Figure 1: Overview of the historical conversational agent’s architecture.

a modular architecture designed to support RAG and ensure controllable, context-aware dialogue gener-
ation. In the initial development phase, a lightweight prototype was implemented using an SQLite-based



storage system, where textual information was stored as structured records. Semantic representations
were generated using the all-MiniLM-L6-v2 embedding model, selected for its efficiency and suitability
for CPU-based execution. Although this configuration enabled rapid prototyping, it exhibited several
limitations, including restricted contextual understanding, limited ability to prioritize relevant histor-
ical information, and poor scalability, since any update to the dataset required recomputation of all
embeddings.

To overcome these limitations, the final system adopts a more robust retrieval infrastructure based on
a chunked document representation and vector-based semantic search. Textual sources are segmented
using a Recursive Character Text Splitter, producing coherent chunks that preserve local semantic
continuity. Embeddings are generated using the BGE-M3 model, while ChromaDB is used as the vector
database to enable efficient similarity search, persistence, and modular integration with the rest of the
system.

The embedding model BGE-M3 produces dense vector representations with a fixed dimensionality of
1024, ensuring a balance between semantic expressiveness and computational efficiency. The retrieval
system is optimized for CPU-based execution and does not require GPU acceleration during inference.

Retrieval latency is dependent on corpus size and indexing state; ChromaDB supports approximate
nearest neighbor search, enabling efficient similarity computation even without GPU acceleration.

The system operates under a lightweight inference setup, where the language model is executed
locally through the Ollama framework. This design choice ensures portability and reproducibility while
maintaining acceptable response times for interactive use cases.

The retrieval process is orchestrated through a pipeline that transforms the user query into a vector
representation and retrieves the most semantically relevant document segments from the knowledge
base. This mechanism allows the system to ground generation in historical evidence rather than relying
solely on parametric knowledge.

To improve system reliability, an explicit validation step is introduced to assess the quality of retrieved
documents. When no sufficiently relevant context is found, the system refrains from generating
speculative responses and instead signals the absence of reliable information. The input prompt to
the language model is constructed by combining three elements: the persona definition of Carlo
Pisacane, the retrieved contextual documents, and the user query. This structured prompt design
ensures consistency between historical grounding and narrative coherence, while also constraining the
model to remain within the defined temporal and ideological boundaries.

The system is deployed through a FastAPI-based backend that exposes a conversational endpoint,
providing a lightweight and efficient interface for real-time interaction between the user and the RAG
pipeline.

All experiments were conducted on a single machine equipped with an Intel Core i3-8145U processor
(8th generation, 2.10 GHz), Intel UHD Graphics 620 integrated GPU, with inference running in CPU-only
mode via the Ollama framework. Retrieval latency and end-to-end response time were not formally
measured in the current study; characterising these aspects quantitatively represents a planned direction
for future work, alongside larger-scale benchmarking of the full pipeline.

3.3. Historical Consistency Score (HCS)

To systematically evaluate the quality of responses generated by the historical conversational agent,
we introduce the HCS, a composite evaluation metric designed to measure the fidelity of generated
responses to historical figures.

The metric evaluates three dimensions:

« Factual correctness: accuracy of information with respect to verified historical sources.

« Temporal coherence: adherence to chronological constraints, avoiding anachronistic references.

« Persona consistency: alignment with the linguistic style, perspective, and identity of the
historical figure.



Each dimension is independently assessed by expert evaluators on a normalized scale from 0 to 1.
The final score is computed as the arithmetic mean:
F+T+P

HCOS = ———— (1)

where F, T, and P denote factual correctness, temporal coherence, and persona consistency respec-
tively.

This metric complements standard evaluation procedures by providing a structured and interpretable
measure of historical reliability and narrative consistency in generated responses.

4. Experimental Setup

4.1. Models and Evaluation Conditions

The experimental evaluation was conducted to assess the behavior of different LLMs within the same
RAG framework. A comparative analysis was performed using a set of small and medium-sized models,
including Phi-3, Gemma 3:4B, Gemma 3:1B, Gemma 2B, Mistral, Qwen 2.5 3B, and LlaMA 3.2 3B
[15, 16, 17, 18, 5]. All models were evaluated under identical conditions in order to ensure a fair
comparison.

4.2. Benchmark and Question Types

Each model was queried using a standardized set of prompts designed to cover different cognitive and
factual dimensions: factual questions (e.g., birth and death dates of Carlo Pisacane), descriptive questions
(e.g., role in the Sapri Expedition), motivational questions (e.g., political and ideological motivations
behind the revolutionary action), and evaluative questions (e.g., assessment of the expedition outcome
and relationship with Giuseppe Garibaldi).

To evaluate the impact of retrieval augmentation, an additional control setting was introduced. In
this configuration, models were tested both with access to retrieved contextual documents and without
any external context. This allowed the assessment of how strongly each model depends on external
grounding for generating historically consistent responses.

The analysis focuses on three main evaluation dimensions: (i) factual consistency with respect to
historical sources, (ii) degree of hallucination or inclusion of unsupported information, and (iii) ability
to maintain the impersonated persona of Carlo Pisacane.

4.3. Baseline Configurations

To further validate the architecture, baseline configurations were introduced to isolate the contribution
of each system component:

« Baseline 1: LLM without retrieval
« Baseline 2: LLM + retrieval without persona
+ Baseline 3: LLM + persona without retrieval

5. Results

This section presents the experimental results obtained from the evaluation of the proposed historical
conversational agent across different language models and configurations.



Table 3

Qualitative Comparison of Language Models

Model

Factual Accuracy

Narrative Coherence

Hallucination Control

Response Completeness

Without Documents

Gemma 3 4B High Medium Low High Very Low
Mistral High Medium Low High Very Low
Phi-3 Medium Medium Medium Medium Low
Qwen 2.5 3B Medium Medium Medium Medium Low
LlaMA 3.2 3B High High High High Low
Gemma 3 1B Low Low High Low Very Low
Gemma 2B Low Low High Low Very Low

Table 4
Evaluation Metrics for Generated Responses

Response ID  Faithfulness Answer Relevance Context Precision Hallucination (%)

R1 0.95 0.92 0.90 5%
R2 0.90 0.88 0.85 10%
R3 0.92 0.85 0.88 8%
R4 0.97 0.95 0.93 3%

5.1. Qualitative Model Comparison

The experimental analysis was conducted by testing a series of small and medium-sized language
models, including Phi-3, Gemma 3:4B, Gemma 3:1B, Gemma 2B, Mistral, Qwen 2.5 3B, and LlaMA 3.2
3B, within the same application framework. All models were queried using an identical set of questions
designed to cover different types of requests: factual, descriptive, motivational, and evaluative questions.

The results, summarized in Table 3, show clear differences across model scales in terms of factual accu-
racy, narrative coherence, hallucination control, and response completeness. A qualitative interpretation
of these patterns is provided in Section 6.

5.2. Impact of Retrieval Augmentation

To assess the contribution of retrieval mechanisms, responses generated with access to vectorized docu-
ments were compared to responses produced without contextual information [19]. Results confirm that
access to retrieved documents substantially improves factual grounding across all model configurations.
The detailed behavioral differences observed across model scales are discussed in Section 6.

A qualitative comparison of the evaluated models across key dimensions is reported in Table 3. The
comparison highlights differences in factual accuracy, narrative coherence, hallucination control, and
response completeness under both retrieval and no-context conditions.

5.3. Automatic Evaluation Metrics

To further evaluate system performance, an automatic assessment was conducted using standard RAG
metrics [20], including faithfulness, answer relevance, context precision, and hallucination rate. The
results are reported in Table 4.

5.4. Benchmark Evaluation

To ensure a structured evaluation, a benchmark of 40 historical questions was constructed, covering
factual, descriptive, interpretative, and evaluative categories. Each response was evaluated in terms of
correctness, hallucination rate, and narrative coherence.

A quantitative comparison of model performance across correctness, hallucination rate, and narrative
coherence is presented in Table 5. The table also includes a baseline configuration without document
retrieval, highlighting the critical role of external knowledge grounding.

The comparison shows that models without document access exhibit extremely low correctness
and very high hallucination rates, confirming the fundamental role of retrieval mechanisms. Similarly,



Table 5
Model Performance Comparison

Model Correctness Hallucination Rate Narrative Coherence Notes

LlaMA 3.2 3B 0.92 4% 0.95 Best balance of accuracy and style
Gemma 3:4B 0.88 10% 0.90 Fluent but slightly hallucinating
Phi-3 0.85 8% 0.87 Moderate accuracy and coherence
Qwen 2.5 3B 0.83 12% 0.85 Some errors and missing context
Mistral 0.87 1% 0.88 Fluent but introduces some anachronisms
Gemma 3:1B 0.78 18% 0.80 Often cautious, incomplete answers
Gemma 2B 0.75 20% 0.78 Limited coverage, low factual accuracy
Without Documents 0.10 95% 0.20 Cannot answer without context

configurations without persona lose narrative coherence, while persona-only configurations tend to
produce fluent but historically unsupported responses.

Overall, the full system consistently outperforms all baseline configurations, achieving higher cor-
rectness, lower hallucination rates, and stronger narrative coherence. These results demonstrate that
effective historical conversational agents require a balanced integration of retrieval mechanisms and
persona modelling.

5.5. Historical Consistency Score Results
The HCS was used to evaluate factual correctness, temporal coherence, and persona consistency across

different system configurations. The results are reported in Table 6.

Table 6
Historical Consistency Score (HCS) evaluation results

Response ID Factual Temporal Persona HCS

R1 0.90 1.00 0.95 0.95
R2 0.85 0.90 0.90 0.88
R3 0.80 0.85 0.90 0.85
R4 0.95 0.95 0.98 0.96

5.6. User Study

To contextualize the user study and support the interpretation of the experimental findings, this section
reports a set of descriptive statistics related to the participant sample and their interaction with digital
technologies. In particular, Figures 2a—4 illustrate the demographic composition of the participants,
including gender distribution, age distribution, educational background, and patterns of technology
usage.

These variables are relevant for interpreting user perceptions of the conversational agent, as prior
familiarity with digital tools and educational level may influence both interaction behavior and evalua-
tion outcomes. Additionally, the reported distributions provide transparency regarding the composition
of the evaluation sample, ensuring a clearer understanding of the context in which the system was
tested.

Overall, communication with the agent was perceived as clear, coherent, and functional, contributing
to a positive educational experience. The agent was described as friendly, reassuring, and somewhat
human-like, characteristics that supported emotional engagement and user involvement. The interaction
successfully stimulated curiosity and interest, confirming the potential of conversational agents as tools
for supporting historical learning,.

Participants showed a high willingness to interact with the agent (see Figure 5), and the perceived
age of the agent did not significantly influence this attitude, suggesting that communication quality
plays a more important role than anthropomorphic attributes in shaping user acceptance.
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Figure 5: Willingness to Interact.

The conversational agent received positive evaluations across all dimensions, including historical
coherence, content accuracy, clarity, engagement, and educational effectiveness (see Figures 6, 7, and 8).
Users found the communicative style natural and approachable, with the virtual character fostering
curiosity and participation. These results highlight the potential of conversational agents as effective

mediators of historical knowledge, supporting comprehension and learning, with potential extensions
to other figures, contexts, and multi-modal interactions.
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6. Discussion

The results of the experimental evaluation provide several insights into the design of retrieval-augmented
historical conversational agents. Building on the quantitative data reported in Tables 3-6, the following
analysis interprets the observed patterns across model scales, retrieval configurations, and persona
constraints.

First, the comparison across models confirms that model size alone is not a sufficient indicator of
performance in RAG-based systems. Larger models, such as Gemma 3:4B and Mistral, produce fluent
and well-structured responses, but frequently introduce information not supported by the retrieved
documents. This behavior reflects a tendency to prioritize linguistic plausibility over factual grounding,
increasing the risk of hallucinations, as highlighted in prior work [6, 7]. Conversely, smaller models
such as Gemma 3:1B and Gemma 2B demonstrate a more conservative strategy, often avoiding responses
when contextual information is uncertain. While this reduces hallucination rates, it negatively impacts
interaction quality, leading to incomplete answers and limiting the system’s usability in conversational
settings [16].

Intermediate models, including Phi-3 and Qwen 2.5 3B, exhibit a trade-off between these two extremes.
Although they are capable of generating contextually relevant responses, their performance remains
unstable, particularly in maintaining historical coherence and persona consistency [15, 18].

These findings confirm the importance of combining retrieval mechanisms and persona modelling
for achieving both factual reliability and narrative consistency.

From a broader perspective, the results confirm that the effectiveness of RAG-based systems is
determined by the interaction between retrieval quality, prompt design, and model behavior, rather
than by model size alone. This has important implications for the design of educational and historical
conversational agents, where factual accuracy and interpretative coherence are critical. The combination
of qualitative and quantitative evaluation provides a comprehensive view of system performance and
supports reproducibility across RAG-based architectures.

6.1. Comparison with Existing Evaluation Metrics

Traditional evaluation approaches for natural language generation, such as ROUGE, BLEU, and
BERTScore, primarily focus on lexical overlap or general semantic similarity between generated and ref-
erence texts. More recent approaches for factual consistency, including entailment-based hallucination
detection models, extend this perspective by assessing whether generated statements are supported by
external evidence.

However, these methods are not specifically designed for historical conversational settings, where
additional dimensions such as temporal coherence and persona consistency play a crucial role. In
contrast, the proposed Historical Consistency Score (HCS) explicitly integrates three complementary
dimensions: factual correctness, temporal coherence, and persona consistency.

This design allows HCS to jointly capture:



(i) factual alignment with historical sources, (ii) chronological validity with respect to the time period
of the simulated entity, (iii) stylistic and identity consistency in persona-driven dialogue.

Compared to standard metrics, HCS provides a task-specific evaluation framework tailored to his-
torical conversational agents, where both narrative identity and temporal grounding are first-class
constraints rather than secondary properties.

6.2. Educational Implication

The experimental results suggest that retrieval-augmented historical conversational agents can provide
meaningful support in educational contexts, particularly in the learning of complex historical content.

The observed balance between factual accuracy, narrative coherence, and interaction quality, es-
pecially in the case of LlaMA 3.2 3B, indicates that such systems can effectively present historically
grounded information while maintaining an engaging conversational style. This combination is partic-
ularly relevant in educational settings, where both correctness and engagement play a central role in
facilitating learning [21].

From a pedagogical perspective, the integration of persona modelling allows the system to simulate
first-person historical narratives, fostering a more immersive learning experience. This narrative
dimension can support deeper cognitive processing by encouraging users to engage with historical
events not only as abstract facts but as lived experiences, potentially improving both comprehension
and retention.

Moreover, the use of retrieval mechanisms ensures that the generated responses remain anchored to
verifiable sources, addressing a key limitation of traditional conversational agents. This aspect is crucial
in educational applications, where the reliability of information directly impacts learning outcomes
[22].

The system also supports a form of self-paced and exploratory learning. Users can interact with the
agent according to their own interests, asking follow-up questions and focusing on specific topics. This
flexibility aligns with constructivist learning approaches, in which knowledge is actively built through
interaction and inquiry.

However, the results also highlight important limitations. The effectiveness of the system depends
on the balance between model capability and control mechanisms: overly generative models risk
introducing inaccuracies, while overly conservative models may limit interaction. Additionally, the
reliance on textual interaction may pose challenges for users with lower digital literacy or limited prior
knowledge of the subject.

To further validate the educational impact of the proposed approach, future work should include
controlled user studies based on pre- and post-interaction assessments. Such evaluations would allow
the measurement of knowledge acquisition and provide quantitative evidence of learning gains.

Finally, the integration of multimodal features, such as audio narration or visual historical materials,
represents a promising direction for enhancing engagement and accessibility. Extending the framework
to other historical figures or domains could further demonstrate its potential as a scalable tool for digital
education and cultural dissemination [3].

6.3. Limitations and Future Works

Despite the promising results, several threats to validity should be considered when interpreting the
findings of this study. Internal validity. The experimental results depend on specific design choices,
including prompt structure, retrieval parameters (e.g., top-k value), and model configuration (temper-
ature and token limits). Variations in these parameters may lead to different behaviors, particularly
in terms of hallucination control and narrative coherence. Consequently, the observed performance
may not be solely attributable to the model itself, but also to the overall system design. Construct
validity. The evaluation relies on a combination of qualitative judgments and quantitative metrics,
including RAG-based measures and the HCS. While these metrics provide useful indicators of system
performance, they may not fully capture all dimensions of conversational quality, such as interpretative



depth or pedagogical effectiveness. Furthermore, some evaluation criteria involve expert judgment,
which may introduce a degree of subjectivity [22, 21]. External validity. The study focuses on a
single historical domain, namely Carlo Pisacane and the Sapri expedition. Although this enables a
controlled and in-depth evaluation, it limits the generalizability of the results to other historical figures,
time periods, or domains. In addition, the documentary corpus consists of eight curated sources; while
reliable, this limited dataset may constrain the diversity of perspectives and the overall coverage of the
knowledge base.

Another important limitation concerns the dependence on curated historical material. Historical
interpretation is often influenced by historiographical perspectives, cultural context, and source selec-
tion. As a consequence, generated responses may implicitly reflect biases present in the underlying
corpus. Future systems should therefore investigate mechanisms for handling conflicting sources and
representing multiple historical viewpoints in a transparent manner. Statistical conclusion validity.
The experimental evaluation is based on a relatively small benchmark (40 questions) and a limited
number of response samples. Although sufficient for comparative analysis, this scale may not fully
capture the variability of model behavior across a broader range of queries. Larger benchmarks could
provide more robust and statistically significant results. User-related validity. Potential biases may
arise from the characteristics of the participants involved in the evaluation. Similar levels of educa-
tional background, domain knowledge, or familiarity with conversational systems could influence both
usability assessments and perceived engagement, limiting the representativeness of the findings.

Inter-rater reliability was not formally quantified, as the qualitative assessment relied on a single
expert evaluator per dimension. While the evaluation protocol was standardized to reduce subjectivity,
future studies will employ multiple independent raters and report agreement via Cohen’s kappa or
Krippendorft’s alpha. Similarly, the comparative results are reported descriptively; significance testing
over larger benchmarks is left to future work.

Future Research Directions Future work will focus on extending the proposed framework to addi-
tional historical figures, educational contexts, and multilingual environments. Although the architecture
is designed to be domain-independent, scaling the system to broader historical settings requires larger
documentary corpora, more heterogeneous sources, and more sophisticated retrieval strategies.

Another promising direction concerns the integration of multimodal interaction features, such as
audio narration, historical images, maps, and archival materials, in order to enhance accessibility and
user engagement. Furthermore, future research could explore automated approaches for detecting
anachronisms and historically inconsistent generations through temporal reasoning and specialized
evaluation modules.

Finally, larger-scale educational studies based on longitudinal evaluation protocols and pre-/post-
interaction assessments could provide stronger evidence regarding the pedagogical impact of retrieval-
augmented historical conversational agents.

Overall, addressing these limitations by expanding the dataset, increasing the scale of evaluation,
diversifying user samples, and refining evaluation methodologies would strengthen the robustness and
generalizability of the proposed approach.

Regarding scalability and domain transferability, while the proposed architecture is designed to
be domain-agnostic, its current evaluation is limited to a single historical figure. Future work will
investigate the extension of the framework to multiple historical personalities and heterogeneous
corpora, in order to assess robustness across different temporal contexts, narrative styles, and knowledge
distributions.

7. Conclusion

This study presented the design and evaluation of a retrieval-augmented conversational agent for the
simulation of a historical figure, specifically Carlo Pisacane. The proposed system integrates document-
grounded retrieval, persona modelling, and controlled language generation to ensure historically
consistent and contextually reliable interactions.



The experimental results demonstrate that the combination of retrieval mechanisms and constrained
generation is essential to reduce hallucinations and improve factual accuracy in historical dialogue
systems. In particular, models that integrate external knowledge sources consistently outperform those
relying solely on parametric memory, confirming the importance of grounding generation in verified
documentary evidence [19, 7].

The comparative analysis of different language models further highlights that system performance
does not depend exclusively on model size, but on the interaction between retrieval quality, prompt
design, and generation control. Among the tested configurations, LlaMA 3.2 3B achieves the most
balanced behavior, combining factual reliability, narrative coherence, and computational efficiency.

From a broader perspective, the study shows that retrieval-augmented and persona-based architec-
tures can effectively support the development of historically grounded conversational agents, with
potential applications in education and cultural dissemination. However, achieving reliable performance
requires careful integration of all system components rather than optimization of a single element.

Future work will focus on extending the approach to multiple historical figures and domains, im-
proving the robustness of evaluation methodologies, and exploring multimodal extensions to enhance
engagement and accessibility.

Declaration on Generative Al
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