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Abstract

In many real-world applications — smart buildings, service robotics, virtual environments — a cognitive agent must
navigate a structured space toward its goals while justifying its decisions. Belief-Desire-Intention (BDI) agents
are well suited to the second requirement because every decision rests on declarative beliefs and explicit plans;
their limitation is that the plan library is fixed at design time, leaving the agent unable to adapt to environments
not anticipated by the programmer.

We introduce RAVEN (Region-Agnostic VEsNA ENhancement), a neuro-symbolic extension of the VEsNA
toolkit in which a learned navigation policy supplants manually engineered BDI plans. VEsNA stands for
Virtual Environments via Natural language Agents and provides tools and libraries for connecting the brain
of agents implemented in the AgentSpeak(L) language for BDI agents, with their bodies immersed in virtual
environments like Unity and Godot. In RAVEN, the symbolic brain implemented in Jason, a popular interpreter
for AgentSpeak(L), informs and constrains the reinforcement learning process through spatial relations encoded
in its belief base.

Spatial relations are modeled in the Region Connection Calculus, RCC-8. For the experiments described in
this paper, we only used the adjacency relation.

The symbolic layer preserves full control over goal specification, admissible state transitions, and the associated
reward machine. Moreover, the learning problem is itself represented symbolically within the belief base, and a
conventional learning algorithm is invoked as an external service, thereby ensuring that no symbolic information
is directly propagated across the neural interface.

Experiments in three office environments implemented in Godot, with 11, 50, and 103 regions each, train a
single policy per graph that handles all start-goal pairs without per-goal retraining, consistently reaching targets
via the shortest path. Though graph-specific, the architectural pattern scales to all three sizes without changing
the sub-symbolic layer. In contrast, an identical architecture without the RCC-8 symbolic mask — namely, a
restriction of the set of actions available to the policy at each decision step - fails at the two larger scales. Because
no symbolic content crosses the neural interface, every symbolic justification the BDI agent produces about a
decision remains available unchanged.
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1. Introduction

Autonomous agent navigation has long been approached through two competing paradigms, each
capturing a property the other lacks.

The Belief-Desire-Intention (BDI) framework introduced by [1], realized through platforms such as
Jason [2], produces agents whose behavior is expressed as explicit logical plans in AgentSpeak(L) [3]:
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every decision can be explained given the sequence of states of the belief and plan base before the
decision was taken [4]. Drawing on foundational insights about what makes explanations useful
to human stakeholders [5], the BDI community has progressively built a body of work on agent
explainability. Early contributions demonstrated that declarative agent behavior can indeed be made
transparent to non-expert users [6, 7]. Subsequent work introduced specific explanation mechanisms:
valuing-based accounts [8], dialogue [9], and argumentation [10]. Contrastive explanations, shown to
support better human decision-making in Al systems generally [11], have attracted growing BDI-specific
attention [12, 13]. Most recently, design patterns and multi-level engineering frameworks have made
explainability a first-class concern in BDI development [14, 15, 16].

A principal limitation of this approach is its brittleness. Because the plan library is specified and
fixed at design time, the agent possesses minimal capacity to adapt when the environment changes
or when it encounters previously unanticipated situations. Works that try to overcome this limitation
exist, but they are still few [17, 18].

Deep reinforcement learning, from the Deep Q-Network [19] and its double-network successor [20]
onward, offers the complementary property: the ability to discover effective policies from experience
alone, with demonstrated success across domains from board games [21] to robotic manipulation [22].
The cost is opacity. A trained policy typically exhibits no readily interpretable internal structure, affords
no formal guarantees regarding its behavior, and does not provide a tractable avenue for symbolic
analysis or verification.

The research question we tackle in this paper is: ‘Can a BDI agent take high level control of the
learning process by encoding goals, enforcing spatial constraints, and computing rewards, so that the
neural component is solely responsible for policy optimization, without sacrificing the interpretability that
declarative programming provides?

In order to take an initial step towards a positive answer to such an ambitious question, in this
paper we present RAVEN (Region-Agnostic VEsNA ENhancement), a neuro-symbolic navigation
framework that extends VEsNA [23, 24, 25], a general-purpose agent-based framework for managing
virtual environments through natural-language. VEsNA integrates a natural language interface for
agent to agent and agent to human interaction (ChatBDI [26, 27]), a dynamic virtual environment
supporting agents’perception and action (Godot [28] or Unity [29]), and a cognitive framework that
enables symbolic reasoning on agents’ goals, beliefs, and plans (Jason [2] or JaCaMo [30]).

We developed many examples of multiagent systems (MAS) and environments in VEsNA where
cognitive agents navigate a three-dimensional environment modeled as a discrete graph of named
regions, such as rooms, corridors, and common spaces, connected by qualitative spatial relations drawn
from the Region Connection Calculus, RCC-8 [31]. RCC is very suitable to model geometric and spatial
relations in a symbolic way, as discussed in [32]. Navigation between regions is performed entirely
through predefined AgentSpeak(L) plans, leaving the agent incapable of adapting to configurations not
anticipated at design time. RAVEN replaces these hand-crafted navigation plans with a learned policy
while preserving the symbolic layer’s full authority over goal specification, constraint enforcement,
and reward computation.

RAVEN represents one concrete instance of the NOVAE VEsNAe learning vision, presented in
the recent paper “The Secret Life of Traces: A MAS Engineering Perspective” [33]. There, (Deep)
Reinforcement Learning is seen as a Service, as shown in Figure 1. NOVAE stands for Neuro-symbOlic
agents that Verify, leArn and Explain. In NOVAE, traces of states associated with external or internal
actions and events (that we name “changers”), are the common denominator for verifying, learning,
explaining, in a coherent and uniform architecture.

To enable systematic evaluation across environments of increasing complexity, RAVEN operates
directly on the abstract navigation graph. Experiments have been run showing that RAVEN scales
from 11 to 50 and 103 regions. Because the architectural separation that RAVEN enforces leaves every
symbolic justification the agent can produce about a decision available unchanged, the design directly
supports the interpretability, accountability, and trustworthiness requirements that make BDI valuable
in safety-critical and human-facing settings.

Previous attempts to integrate BDI agents with reinforcement learning have predominantly focused
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Figure 1: (Deep) Reinforcement Learning as a Service in NOVAE: (a) exploration, the agent is enriched with a
reward machine; its states are encoded and fed to a (D)RL engine, properly initialized; the (D)RL engine outputs
a changer that is decoded, and executed by the agent; a reward on the changer is computed; (b) exploitation,
learned Q-table or Deep Q-network is used by the agent to decide the changer to execute given the current state
(from “The Secret Life of Traces: A MAS Engineering Perspective” paper, 2026).

on unifying the two paradigms at the level of the agents’ internal reasoning mechanisms. In contrast,
RAVEN adopts a layered architecture that assigns responsibilities in a principled manner, with a
symbolic layer handling high-level deliberation and a sub-symbolic layer managing low-level learning
and adaptation.

The symbolic layer, implemented in Jason, addresses goal-conditioned state representation within
a unified framework, wherein a single policy is explicitly conditioned on both the agent’s current
spatial region and its designated navigation target, enabling generalization across all start-goal pairs
without retraining [34, 35]. It also enforces spatial constraints through action masking, restricting the
set of admissible moves to those permitted by RCC-8 relations in the agent’s belief base at each step, a
mechanism shown to scale substantially better than penalty-based approaches as the invalid action
space grows [36, 37]. Finally, it computes the reward through a declarative reward machine embedded
in the BDI belief base, so that every learning signal has a symbolic justification that can be inspected
and modified without touching the neural component. Symbolic constraints do not merely ensure
valid transitions; they actively guide the policy toward the shortest paths. The sub-symbolic layer,



a Deep Q-Network policy server, is responsible exclusively for policy optimization. The two layers
communicate through a lightweight interface; the sub-symbolic layer never accesses goal symbols, plan
names, or reward logic.

Contributions. We introduce RAVEN, a neuro-symbolic Al system in which the action mask for a
deep reinforcement learning (RL) policy is derived exclusively from RCC-8 spatial-relational facts stored
in a Jason belief base, without any hand-crafted, simulator-specific rules. The architecture enforces a
strict separation of concerns: goal representations, admissible action sets, and reward signals are all
specified exclusively at the symbolic level and are made accessible to the learning component only
through this representational layer. This strict interface ensures that every justification the agent can
produce about a decision remains accessible and human-readable, so that the symbolic justifications the
BDI agent can already produce about its decisions remain accessible without post-hoc reconstruction.

The remainder of this paper is structured as follows. Section 2 provides a survey of related work.
Section 3 describes the RAVEN architecture in detail. Section 4 reports the results of the experimental
evaluation. Finally, Section 5 offers concluding remarks.

2. Related Work

2.1. BDI agent programming, VEsNA, and reinforcement learning

VEsNA provides a bridge between the BDI architecture — specifically the Jason interpreter — and situated
virtual environments like Godot, enabling agents to interact via natural language. This framework has
been extended in several directions: VEsNA-Pro introduces propensity-based goal and plan selection
to drive emergent narrative in socially-aware agents [38], VEsNA-Unity [39] integrates VEsNA and
JaCa-Unity, a toolkit bridging JaCaMo and Unity, for implementing behaviorally realistic simulations in
virtual reality, while other developments have enabled agents to interact with spatial and grabbable
artifacts, supporting automatic workspace switching [40]. In [41] unmodified Jason/AgentSpeak(L)
agents, embodied through VEsNA in a Godot-based Formula One simulation, are shown to achieve
competitive multi-car racing behavior at speed using an event-driven symbolic perception-action loop.

Moreover, many researchers have explored the integration of BDI agents and reinforcement learning,
RL-BDI. A survey of this field is provided in [42]. We also conducted a systematic comparison in
our recent ICAART 2025 paper [43], where we introduced SafeRL] and evaluated it against RL-BDI
research from the past decade. Unlike the analysis in [42], our review focuses on implementation
details, supported by direct collaboration with the authors of key articles [44, 45, 46, 47]. The idea of
integrating RL and BDI dates to the early 2000s. [48] was among the first to embed the SARSA algorithm
— for State—Action—Reward-State—Action, based on Bellman equation [49] - into BDI agents using
JACK Intelligent Agents, aiming to approximate human expert decision-making. Shortly after, [50, 51]
proposed a hybrid BDI-RL model for vessel berthing, and [52] extended BDI agents with learning via
Binary Decision Trees. Further works followed [53, 54, 55], until [44] introduced approaches closer to
our SafeRL].

Among existing BDI-RL systems we identify three clusters relevant to RAVEN. The first cluster [45, 56]
implements Q-learning directly as Jason plans on small grid examples (4x3 to 4 x4 with four actions).
The second cluster [57, 47] moves the learning algorithm outside the BDI interpreter: Bosello and
Ricci ran exhaustive experiments across Grid World, CartPole, MountainCar and Car Intersection (a
1080-float state reduced to 20 via pre-processing, with three actions), while Ichida and Meneguzzi
used Python-AgentSpeak for a travel-planning chatbot with 276-dimensional action embeddings and
100-dimensional state embeddings; both works, however, modify the standard BDI interpreter and
define the reward externally. Our own work on SafeRL] [43] can be seen as a third cluster. It also
implements Q-learning as Jason plans, in the same way as the first cluster, but adds a teacher-hint
mechanism for safe RL: a separate teacher agent sends the learner pre-set Q-values for specific (s, a)
pairs, encoded as ext_stact beliefs, which override the Bellman update at runtime so that the learner
avoids exploratory actions known to be unsafe.



2.2. Deep reinforcement learning for navigation

Reinforcement learning has produced strong results for discrete navigation tasks since the introduction
of the Deep Q-Network [19], which demonstrated that a neural network trained with experience replay
and a target network could learn stable value functions from high-dimensional inputs. The Double
DON [20] addressed the overestimation bias of the original formulation by decoupling action selection
from value estimation, yielding more reliable policies in environments with discrete action spaces.
Dueling network architectures [58] further improved value estimation by separating the state-value
and advantage streams. These advances have been applied to navigation in grid-based and graph-based
environments with considerable success [59]. However, standard deep RL navigation systems treat goal
specification and reward computation as engineering choices made outside the learning loop, typically
hardcoded in the environment simulator. This external design of the learning signal makes such systems
opaque and difficult to verify: modifying the goal or the reward requires changes to the simulator, not
to any inspectable symbolic representation. RAVEN addresses this limitation by grounding both goal
encoding and reward computation in the BDI agent’s symbolic belief base, so that every aspect of the
learning signal has a declarative justification that can be read and modified without touching the neural
component.

2.3. Goal-conditioned reinforcement learning

Goal-conditioned reinforcement learning provides a principled framework for learning policies that
generalize across multiple navigation targets by conditioning the policy on both the agent’s current
state and a representation of the desired goal [34]. Rather than training a separate policy for each
target, a goal-conditioned policy treats the goal as part of the input, enabling a single network to
answer: given where I am and where I need to reach, which action reduces the distance to the goal?
Andrychowicz et al. [35] demonstrated through Hindsight Experience Replay that sparse-reward goal-
conditioned learning can be made substantially more sample-efficient by reinterpreting failed trajectories
as successful demonstrations toward alternative goals. These techniques have been applied to robotic
manipulation, maze navigation, and multi-task policy learning with considerable success. However, in
existing goal-conditioned systems, the goal representation is constructed externally and passed to the
neural component as a fixed encoding, with no connection to any symbolic description of what the
goal means or how it will be verified. In RAVEN, the goal encoding is produced by the BDI symbolic
layer from its own belief base, so the neural component receives a goal representation that is directly
tied to the agent’s declarative intentions and can be verified against symbolic facts at any point during
execution.

2.4. Action masking in reinforcement learning

Action masking addresses the practical challenge of maintaining feasibility constraints during reinforce-
ment learning by restricting the set of actions available to the policy at each decision step. Penalty-based
approaches assign large negative rewards to infeasible actions but cannot guarantee that the policy
will never select them, particularly early in training when value estimates are unreliable. Masking-
based approaches are more reliable: Huang and Ontafién [36] showed theoretically and empirically
that assigning a value of negative infinity to invalid actions before the policy argmax preserves the
convergence properties of Policy Gradient (PG) methods while eliminating infeasible selections entirely.
Tang et al. [37] demonstrated the same mechanism in the context of Proximal Policy Optimization,
PPO, showing that masking scales substantially better than penalty-based methods as the proportion of
invalid actions grows. However, in both cases and in the broader literature, the mask is derived from
external sources such as hard-coded game rules or simulator state, and there is no connection between
the constraint specification and any symbolic, human-readable representation of the agent’s knowledge.

Table 1 summarizes the four dimensions along which RAVEN differs from some of the closest prior
work: the reasoning cycle is left unchanged, learning is placed outside the cycle, and both the action



Table 1
Comparison with the closest prior work along four architectural dimensions. RAVEN sources both action
constraints and rewards from the BDI belief base without modifying the Jason reasoning cycle.

System BDI Reasoning cycle Learning location Action constraints Reward

Jason [2] yes unchanged — — —

VEsNA [23] yes unchanged — RCC-8 (reas. only) —

Edu-Jason [57] yes modified in cycle (action) none environment
SafeRL) [43] yes unchanged in cycle (plans) teacher hints environment
IAM-PG [36] no — standalone PG game rules game-defined
AM-PPO [37] no — standalone PPO simulator state simulator
RAVEN yes unchanged outside (DQN) RCC-8 belief base symbolic RMT

T RM: reward machine is a declarative automaton in the Jason belief base that computes the per-step penalty, the goal
bonus, and timeout signal (Section 4.3).

mask and the reward are sourced from the BDI belief base.

RAVEN derives the action mask directly from the RCC-8 qualitative spatial relations maintained in
the BDI agent’s belief base, making the constraint specification human-readable, formally grounded in
a well-established spatial calculus, and modifiable without altering the neural component.

3. RAVEN: Architecture

The guiding principle behind RAVEN is that a BDI belief base already carries everything needed to
structure a learning problem: the current state of the agent, the goal it pursues, the transitions that
are spatially admissible at the current step, and the logical condition under which the goal counts as
reached. The Jason reasoning cycle is left untouched, exactly as in the original VEsNA system; the
learning problem is assembled from outside the cycle by reading the same beliefs the agent consults for
reasoning, and the sub-symbolic component is reduced to a function approximator that optimizes a
Q-function over numeric tensors with no awareness of what the tensors denote. Figure 2 illustrates the
resulting pipeline, that instantiates the vision sketeched in Figure 1.

3.1. Goal-conditioned Markov Decision Process over the navigation graph

We cast navigation as a goal-conditioned Markov Decision Process (GCMDP) on a discrete graph of
regions. The environment is an undirected graph G = (V, ') whose vertices are named semantic
regions (offices, corridors, common spaces) and whose edges connect pairs of regions declared adjacent
through RCC-8 qualitative spatial relations [31] in the agent’s belief base. The navigation task is the
tuple M = (S, A, T,R,~,Gr1) with a joint state-goal space S = V' x V/, so that every state is a pair
(¢, g) of current and goal region; the state-dependent admissible action set A(s) C V is given by the
RCC-8 neighbors of ¢; the deterministic transition 7 ((c, g), a) = (a, g) moves the agent and preserves
the goal; the reward function R is realized by the reward machine of Section 3.2; the discount factor
v € [0,1); and the goal space Grr, = V. Each episode fixes a goal g € V different from the initial
region co, and the policy’s task is to select a sequence of admissible transitions that reaches ¢ in as few
steps as possible.

3.2. Symbolic layer

The symbolic layer is implemented in Jason and is responsible for three functions: state encoding, action
masking, and reward computation. All three operate entirely on beliefs drawn from the agent’s own
belief base; the sub-symbolic component is never invoked.
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Figure 2: Overview of the RAVEN neuro-symbolic architecture. The symbolic layer (Jason) encodes the current
region and the goal as a concatenated one-hot vector, computes the admissible action set A(s;) from the RCC-8
facts in the belief base, and evaluates the reward machine. The sub-symbolic layer (DQN policy server) receives
only these numeric artifacts, masks inadmissible transitions to —oo (False) before the e-greedy argmax, and
returns a single integer action (region) identifier. No goal symbol, plan name, or reward-computation rule crosses
the interface.

Goal-conditioned state encoding. Rather than training a dedicated policy for each navigation
target, the symbolic layer encodes the current region c; and the goal region g jointly as a concatenated
one-hot vector,

si = |onehot(cs, N) || onehot(g,N)] € {0,1}2V, (1)

where N = |V| and || denotes concatenation. The first half of s; tracks the agent’s position at the
current decision step and is rewritten as the agent moves; the second half encodes the goal and remains
fixed for the duration of a sub-goal, being overwritten only when the BDI agent assigns a new one.
This goal-conditioned formulation [34, 35] makes the policy region-agnostic: a single network learns
the mapping (c, g) — a that selects, for any pair of regions, the neighbour of ¢ that reduces the graph
distance to g.

Two properties follow from producing the encoding inside the BDI layer. First, the goal component
is grounded in the agent’s declarative intentions and can be verified against symbolic facts at any point
during execution, in contrast with conventional goal-conditioned pipelines that pass an opaque external
tensor to the policy. Second, the same encoding supports compositional deployment: a multi-hop
mission is decomposed by the BDI agent into a sequence of sub-goals, each handled by the same trained
policy without retraining (Figure 3).

Symbolic action masking. At every decision step the symbolic layer evaluates the RCC-8 relations
in its belief base and returns the set of admissible successor regions .A(s;) C V. The sub-symbolic layer
applies this set as a mask on the Q-network output immediately before the policy argmax,

Q(st,ai) = (2)

—00 otherwise,

~ {Qg(st,ai) ifal- S A(St),

and selects a; = arg max,, (s, a;). The mask guarantees that only spatially admissible transitions
can be executed. Huang and Ontafién [36] and Tang et al. [37] have shown both theoretically and
empirically that masking is substantially more reliable than penalty-based approaches as the fraction
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Figure 3: Goal-conditioned navigation in RAVEN. (a) A single region-agnostic policy is trained to navigate from
any start region (open circles) to any goal region (filled circles). (b) At deployment, the BDI agent decomposes a
multi-hop mission by sequencing navigation sub-goals (grey intermediate nodes), invoking the same trained
policy for each segment without retraining.

of invalid actions grows, and that it leaves the convergence properties of the underlying optimizer
intact. The novelty in RAVEN is not the mechanism but its source: the mask is derived from RCC-8
facts in the belief base rather than from hard-coded simulator rules, so the constraint specification
is human-readable, formally grounded in a well-established spatial calculus, and modifiable without
touching the sub-symbolic component.

Reward machine. The reward signal is generated by a compact, declarative reward machine. We use
the term “reward machine” in the broad sense of a structured, declarative specification of the reward
signal. The reward machine in our setting consists of three rules over agent beliefs, rather than a full
finite-state automaton over propositional symbols as in Toro Icarte et al [60, 61]. We use this term
because the rules are evaluated in the symbolic layer and produce the scalar reward through symbolic
inference, which is the property we rely on for inspectability and modifiability. The automaton structure
of full reward machines would become relevant if reward conditions depended on the agent’s history of
visited regions — as is the case in some VEsNA tasks beyond shortest-path navigation — making this a
natural extension for future work. Each reward component is encoded as a Prolog rule in the agent’s
belief base (as Jason beliefs may also be defined via rules, and not just as facts), whose antecedent
is a logical query over the agent’s beliefs and whose consequent is a scalar value forwarded to the
sub-symbolic layer. Consequently, the scalar received by the policy is the result of symbolic inference
rather than the output of a numeric function encapsulated within the environment simulator.

The navigation task is governed by three reward-specification rules. A per-step rule assigns a reward
of Retep = —1 at every state transition, thereby incentivizing efficiency in trajectory length. A terminal
rule assigns a reward of Rgoa1 = +100 whenever the predicate c¢; = g is derivable within the reasoning
cycle, i.e., whenever the beliefs corresponding to the current region and the goal region unify. In addition,
a timeout rule assigns Rimeous = — 10 when the per-episode step counter reaches its predefined budget.
The sub-symbolic layer observes only the resulting scalar reward at each transition; the conditions
under which this reward is generated, as well as the rules that produce it, remain confined to the
symbolic component of the architecture. Because each reward component is implemented as a logical
rule over the agent’s beliefs rather than as a numerical function over state variables, the resulting
reward function is readily inspectable, amenable to formal verification, and can be modified without
retraining the neural component. Introducing a new reward condition—for example, assigning an
additional reward for entering a corridor adjacent to a designated region of interest—requires editing
a single rule in the belief base, rather than modifying the simulator code or the network parameters.
This is the intended operational meaning of the term “declarative reward machine” in this paper, and it
is precisely this characteristic that enables the symbolic layer to retain normative authority over the
objective that the policy is optimizing.



Table 2

Training configuration of the sub-symbolic learning layer, per environment scale. The top block reports hyper-
parameters that are held fixed across every run. The bottom block reports capacity parameters that are scaled
with the size of the graph so that the policy has enough representation capacity and exploration horizon for the
larger action spaces. Values marked N are the number of regions of the graph, equal to |V].

Hyperparameter Small (N=11) Medium (N=50) Large (N=103)
Fixed across scales

Optimiser Adam Adam Adam
Learning rate 5x107* 5x 1074 5x107*
Discount factor ~y 0.99 0.99 0.99
Activation RelLU RelLU RelLU

Loss Huber (SmoothL1) Huber (SmoothL1) Huber (SmoothL1)
Gradient clip (¢2 norm) 10 10 10

Hidden layers (depth) 2 2 2
Exploration e-greedy over A(s;) e-greedy over A(s;) e-greedy over A(sy)
€0 / Emin 1.0 /0.01 1.0 /0.01 1.0 /0.01
State / action dimension 2N /N 2N /N 2N /N
Scaled with environment size

Hidden width 64 128 128

Replay buffer capacity 10,000 100,000 50,000
Mini-batch size 64 128 128

Target update (episodes) 10 200 500

€ decay per episode 0.9999 0.99997 0.999985
Hardware platform

GPU NVIDIA GeForce RTX 3060 (Ampere, 12 GB VRAM, CUDA 12.5)
CPU Intel Core i9-11900KF @ 3.50 GHz (8 cores, 16 threads, 5.3 GHz boost)
System RAM 128 GB

Operating system Ubuntu 24.04.4 LTS (kernel 6.8.0)

3.3. Sub-symbolic layer: a masked DQN policy server

The sub-symbolic layer is a Deep Q-Network (DQN) [19] with a target network, experience replay,
and action masking, deployed as a REST policy server. The Q-network is a multilayer perceptron
with two hidden layers and ReLU activations that maps the 2/N-dimensional state vector to /V action
values; a target network of identical architecture computes the bootstrap targets and is refreshed by a
hard parameter copy at a fixed interval. Experience tuples are stored in a circular replay buffer and
sampled uniformly at random during training. The hidden layer width, mini-batch size, target-network
update period, and e-decay constant are scaled when transitioning from the small to the medium graph,
and subsequently held fixed when transitioning from the medium to the large graph. Replay-buffer
capacity is reduced for the large graph due to GPU memory limitations (12 GB VRAM). The complete
configuration at each scale is reported in Table 2.

The only deviation from the standard DQN recipe concerns the bootstrap target. Given a transition
(8¢, at, 741, St+1, dy) retrieved from the buffer, together with the admissible action set .A(s;41) recorded
at the time of the transition, the training target is

ye = rea1 + v (1—dy) max Qp-(se11,0a'), (3)
a’€A(st41)

where d; € {0, 1} is the termination flag. Restricting the maximization to the admissible set prevents
bootstrap estimates from being poisoned by Q-values of spatially forbidden transitions, a form of
consistency that the standard DQN formulation does not enforce. Training uses the Huber loss between
Qy(s,a) and y, optimized with Adam and gradient-clipped to an /5 norm of 10. Exploration is e-greedy

over the admissible set, with a geometric decay schedule from 1.0 to a floor of 0.01.
The boundary between the symbolic and sub-symbolic layers in RAVEN is specified as an explicit
design contract rather than arising as an incidental property of the implementation. The DQN is



implemented as an encapsulated Python service whose public interface accepts only numeric tensors
and returns solely an integer action identifier. It is never directly exposed to region labels, goal symbols,
plan identifiers, the RCC-8 relations that underlie the action mask, or the rules governing reward
computation. From the perspective of the network, the input is treated as an anonymous binary vector,
the action mask as a list of integer indices, the output as a single index, and the reward as a post-hoc
scalar. The Encoder transforms the symbolic state into this numeric representation prior to learning,
and the Decoder maps the returned index back into a symbolic action.

Interpretability is a structural property of the architecture rather than an ad-hoc augmentation.
Because no symbolic content traverses the neural component, every symbolic justification the agent
can produce about a decision is preserved by construction: why a state was encoded in the way it
was, why a particular neighbour qualified as admissible, why the chosen index was decoded into one
symbolic action rather than another, and why a given reward was issued. The symbolic layer retains
semantic authority at both ends of the pipeline while the sub-symbolic layer performs optimization
in between, and the explainability of the agent’s behaviour follows directly from this separation of
concerns. The formal description of the interface as a composition of three deterministic mappings is
given in Section 3.4.

3.4. Decoupling reasoning from learning: the encoder-decoder interface

The interface between the symbolic and sub-symbolic layers is the composition of three deterministic
mappings. Let ¢; € R denote the current region and g € R the goal region maintained in the Jason
belief base, where R is the finite set of symbolic region identifiers. The Encoder

E:(ct,g) — s €{0,1}2N

projects the symbolic state into the numeric observation defined in Eq. (1), and the spatial-reasoning
component of the symbolic layer derives the admissible action set A(s;) C {0,..., N — 1} from the
RCC-8 belief atoms. At every decision step the symbolic layer issues a single JSON request to the REST
server, carrying the tuple

<idagent7 St, A(St)7 Tt—1, dt—1>7

where r;_1 € Rand d;—1 € {0, 1} are the scalar reward and termination flag emitted by the reward
machine for the previous transition. The server replies with a single integer index

ar = 7T9(St, A(St)) € 'A(St>7

which the Decoder D : a; — ' € R maps back to a symbolic action that the Jason agent executes as
an atomic graph transition. Training and inference share the same endpoint and are distinguished only
by a mode flag that disables exploration and weight updates at evaluation time.

The payload is intentionally minimal: it carries no region names, no goal literal, no plan identifier,
and no textual content, and it does not expose the reward machine or the spatial calculus that produced
A(s;). All symbolic content remains within the symbolic layer; the sub-symbolic layer observes only the
numeric projection £(ct, g) together with the integer mask. The interface is therefore the composition

£ ) D /
(ct,9) = 8¢ — ar — 1,

in which symbolic information enters and leaves through £ and D but never traverses 7y itself. This
one-way restriction allows the symbolic layer to alter environments, goals, or reward rules by editing
the belief base without retraining 7y, and conversely permits 7y to be replaced by an alternative learning
algorithm (for instance, a Double DQN [20] or a Dueling DQN [58]) without disturbing the agent’s
declarative programming.



Table 3
Navigation environments and per-scale training statistics. The first block reports structural properties of the
office connectivity graph G = (V, E); the second block reports training cost.

N=11 N=50 N=103

Environment

Regions |V| 11 50 103
Edges | F]| 14 63 108
Start-goal pairs N(N—1) 110 2,450 10,506
Training

Episodes Ncp, (95% threshold)  ~300 6,621 16,885
Total episodes Niotal 30,000 30,000 30,000
Wall-clock 33min  Th16min 3 h 26 min

4. Experiments and Results

We evaluate RAVEN on three navigation tasks of progressively increasing scale that share an identical
underlying architecture. This section details the navigation environments (Section 4.1); the network
configuration and training protocol (Section 4.2-Section 4.3); the deterministic evaluation procedure
(Section 4.4); presents the empirical results, structured around four central research questions (Sec-
tion 4.5); and concludes with a discussion of the method’s limitations (Section 4.6) .

4.1. Navigation environments

The three graphs are derived from the office environment distributed with VEsNA. The small graph
(11 regions, 14 edges) corresponds to the original VEsNA core layout (reception area, corridors, offices,
and shared spaces). The medium graph (50 regions, 63 edges) augments this layout with additional
laboratories, meeting rooms, and service areas. The large graph (103 regions, 108 edges) represents
the complete extended building configuration.

All three layouts are encoded as RCC-8 spatial relations within the belief base and are dynamically
instantiated during system execution. the sub-symbolic layer remains unchanged when the underlying
graph is replaced. As N increases, the admissible action set .A(s) occupies an increasingly smaller
proportion of the overall action space, i.e., precisely the regime in which action masking provides the
greatest benefit [36]. A concise overview of the three environments is presented in Table 3.

4.2. Network architecture and hyperparameters

For each environment, we train a single RAVEN agent from scratch using the scale-specific configuration
given in Table 2. The overall architectural template is kept identical across the three runs; only
the capacity-related hyperparameters (hidden layer width, replay-buffer size, mini-batch size, target-
network update interval, and the e-decay constant) are adjusted according to the graph size. In contrast,
the learning rate, discount factor, activation function, loss, and optimiser remain unchanged. The
Q-network’s input and output dimensions grow as 2N and N, respectively. We scale the capacity
parameters because both the action space and the combined state—goal space expand with IV, implying
that the policy must have higher representational capacity and a longer effective exploration horizon
on larger graphs in order to reach convergence within a similar number of episodes.

4.3. Training configuration

At the beginning of each episode, the symbolic layer draws a pair (¢, g) uniformly at random from
V' x V with ¢y # g, so the policy is exposed to the complete joint distribution of navigation tasks,
without any curriculum based on distance or difficulty. The step budget per episode is chosen as a



multiple of the expected shortest-path length for each graph: 100 steps for the small environment, 150
for the medium, and 300 for the large. An episode ends either when the agent arrives at g and the
reward machine produces Ry, = +100, or when the step budget is depleted and the reward machine
outputs Rtimeout = —10. In both termination cases, the sub-symbolic layer receives the scalar reward
along with the termination flag on the subsequent call to the policy server. Training is carried out for
30,000 episodes on each graph with no early stopping, allowing the complete learning curve to be
observed.

4.4. Evaluation procedure

After training is complete, we assess the policy in a purely inference-based setting with € = 0, fixed
parameters, and an empty replay buffer; thus, the reported metrics capture only the behavior of the
learned Q-function, excluding any residual exploration. For each environment, we perform an exhaustive
deterministic rollout over all N(N — 1) ordered start—goal pairs, using the same RCC-8 action mask
and reward machine as in training.

BFS as the optimality oracle. On an unweighted graph, Breadth-First Search (BFS) computes the
minimum number of edges separating any two vertices, i.e., the theoretical lower bound on path length
that no algorithm can improve upon. We use BFS as the evaluation oracle for two reasons. First, every
region transition costs one step, so BFS distance equals the true shortest path on the unweighted
navigation graph. Second, the RCC-8 adjacency facts that BFS operates on are the same facts that
the symbolic layer uses to construct the action mask during training, ensuring that any gap between
the agent and the oracle is attributable to the learned policy, not to a mismatch in the underlying
connectivity. We define the BFS optimality ratio
Lprs

p=
Lagent

where Lppg and I_/agent are the mean path lengths of the BFS oracle and the RAVEN policy, respectively,
taken over all V(N —1) start-goal pairs. A ratio of 1.000 indicates that the policy recovers the shortest
path on every pair.

The evaluation is organized around four questions. Q1 (path optimality): does the learned policy
recover shortest paths? Q2 (generalisation): does the region-agnostic encoding transfer to start—goal
pairs unlikely to have been visited during training? Q3 (scalability): does the architecture continue to
converge as IV and | A| grow, with no change to the sub-symbolic layer or the interface? Q4 (role of
the symbolic mask): how much of the optimality result is attributable to the mask, as opposed to the
learning algorithm itself?

4.5. Results

Q1: Path optimality. Across all three graph sizes, the learned policy reaches the goal for every
ordered start—goal pair and exactly matches the BFS-optimal paths: we p = 1.000 on the small, medium,
and large graphs (Figure 5). We attribute this outcome to two key structural aspects of the masked Q-
learning recursion: first, the mask eliminates inadmissible actions before the argmax is taken, ensuring
the policy never deviates along detours; second, the bootstrap target in Eq. (3) is computed only over
admissible successors, preventing ()-values of disallowed moves from contaminating neighbouring
estimates. The Q4 ablation shows that this behaviour breaks down once the mask is removed. For clarity,
on the small (N=11, 110 pairs) and medium (/N =50, 2,450 pairs) graphs, 30,000 episodes are enough
for each pair to be sampled multiple times, so the optimality result at these scales mainly indicates that
the policy can memorize all pairs under the masked recursion. The claim of generalization is instead
supported by Q2 on the large graph, where we expect roughly 5% of pairs never to be encountered
during training.
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Figure 4: Training-time convergence across the three office-graph scales (11, 50, 103 regions). All curves are
100-episode rolling statistics recorded during training under e-greedy exploration; deployment-time metrics
(e=0, frozen weights) are reported in Table 3. Top row (with RCC-8 mask): from left to right, rolling average
reward, rolling average steps per episode, and rolling success rate. All three scales converge: reward rises toward
Rgoal — Lyrs, steps fall toward the BFS-optimal path length, and success rate reaches 100%. The lower reward
asymptote on larger graphs reflects longer mean paths and residual e-greedy noise (¢ ~0.41 for N=>50 and 0.64
for N=103 at episode 30,000), not a degradation of the learned policy. Bottom row (mask removed): the
same three metrics under unmasked training. N=11 still converges, as the graph is small enough that random
exploration suffices, but N=50 and N=103 show no convergence across all three metrics over 30,000 episodes,
confirming that the RCC-8 symbolic constraint is essential for sample efficiency at scale.

Q2: Within-graph generalisation across start-goal pairs. On a fixed graph, the goal-conditioned
encoding converts the policy into a single mapping that must solve the navigation problem for every
(¢, g) pair, not just the ones encountered during training. Conducting an exhaustive evaluation on
the large graph provides the clearest picture of this within-graph generalization capability. The joint
state—goal space contains 10,506 pairs against 30,000 training episodes. Under uniform random sampling,
~ 604 pairs (5.75%) are expected never to have been sampled. The trained policy reaches the goal
optimally on every evaluation pair, including the expected-unseen subset, supporting the within-graph
generalization claim. The near-optimal performance over the entire evaluation set, including those pairs
separated by the graph diameter, supports the conclusion that a goal-conditioned one-hot encoding
generalizes over the entire task distribution without requiring relabeling, curriculum design, or hindsight
replay. Structurally, this holds because the goal component of the state is generated by the BDI agent
from its own belief base: the encoding for a previously unseen pair at evaluation time is drawn from
the same distribution as the encoding encountered during training.

Q3: Scalability across environment sizes. Figure 4 (top row) confirms convergence at all three
scales with no change to the sub-symbolic architecture or interface; only the capacity parameters of
Table 2 are scaled with |.A|. The empirical convergence episode grows from ~300 to 6,621 to 16,885
as the joint state—goal space grows from 110 to 2,450 to 10,506 pairs, a sub-linear increase relative to
N(N—1). Wall-clock costs are 33 min, 1 h 16 min, and 3 h 26 min respectively (Table 3). The sub-linear
growth is precisely what masking provides: as NV increases, the fraction of inadmissible actions at each
step grows accordingly, and the mask keeps the effective action set seen by the policy locally bounded
regardless of the total graph size. Although Figure 3 reports residual € ~ 0.41 for N = 50 and € ~ 0.64
for N = 103 at episode 30,000, the rolling success rate is already stable above 95% from episodes 3,924
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Figure 5: Success rate by BFS shortest-path distance d for all six trained policies: three graph scales (N=11,
50, 103, shown in blue, green, red respectively) each evaluated with the RCC-8 action mask (solid lines) and
without it (dashed lines). The x-axis position k corresponds to BFS distance d = k + 1; the first tick (k=0)
represents d=1. The masked policies maintain 100% success at every distance for every scale. The no-mask
policies for N=11 also achieve 100% (the graph is small enough for unguided exploration to succeed), but the
N=50 and N=103 no-mask policies collapse rapidly: at d=1 success is 22.4% and 14.1% respectively, and both
reach 0% by d=3 (or d=4 for N=50), quantifying the structural contribution of the symbolic constraint across
all evaluation scales.

and 11,527 respectively, well before the end of training; thus, the evaluation under € = 0 in Table 3
reflects a converged policy rather than an undertrained one.

Q4: Role of the symbolic mask. Figure 5 shows that policies trained without the RCC-8 mask fail
almost entirely at scale (3.02% for N=50, 0.42% for N=103). To separate the mask’s training-time
benefit from its inference-time effect, we additionally evaluate the masked-trained 103-region policy
under two inference regimes: masked (argmax over A(s;)) and unmasked (argmax over all N=103
actions, with the agent remaining in place when an inadmissible action is selected and the step counter
still advancing). Removing the mask at inference collapses success from 100% to 14.0% (1,467/10,506)
and the mean per-pair return from +95.45 to —253.12. The per-distance breakdown clarifies the
mechanism. At d=1 the unmasked policy reaches the goal in 79.1% of cases, confirming that the
unmasked @Q-function does rank admissible moves above inadmissible ones on the first hop. Success
then drops to 53.1% at d=2, 28.2% at d=3, 7.0% at d=4, and effectively 0% for d>9. The decay is
steeper than independent per-step compounding (0.791¢ would predict 62.6%, 49.5%, 39.1%): per-step
accuracy itself degrades with depth, since longer trajectories visit states whose (J-estimates are further
from the terminal reward and therefore noisier.

Successful unmasked rollouts coincide exactly with BFS trajectories, since any chain of admissible
picks is, by construction, optimal. The 86-percentage-point gap between masked and unmasked
inference quantifies the structural contribution of the symbolic layer. With an externally supplied
adjacency constraint and the masked bootstrap target of Eq. (3), Q-learning on a finite bounded-
degree graph is expected to converge to BFS-optimal behaviour. RAVEN’s contribution is therefore
not that learning is unusually effective on this task, but that the entire MDP specification, comprising
state encoding, admissible action set, and reward signal, is supplied from the BDI belief base without
modifying the Jason reasoning cycle.

Q5: Comparison with hand-crafted VEsNA plans. In [62], we implemented a concert scenario
with 10 regions and we solved navigation through hand-crafted AgentSpeak(L) plans: for each pair of
adjacent regions, a plan body specifies how the agent moves between them, and longer trajectories



are obtained by plan chaining. Compared with this baseline, RAVEN replaces explicit per-segment
plans with a single learned policy and shifts the engineering effort from authoring plans to specifying
the symbolic constraints that structure learning (the RCC-8 adjacency relations, the reward machine,
the goal-conditioned state encoding). The trade-off is concrete. Hand-crafted plans are deterministic,
immediately deployable without any training cost, and provide line-by-line interpretability of every
transition; the limitation is brittleness, in that any extension to the office requires editing the plan
library. RAVEN requires a one-time training cost per graph (Table 3), but once trained, no edits to
the plan library are needed when goals change, and the symbolic constraints that shape behavior are
factored out into declarative rules that can be modified without retraining. Within the scope of this
paper, the empirical advantage of RAVEN over hand-crafted plans is not in path optimality but in the
locus of engineering effort and in the path it opens toward stochastic and dynamic environments where
deterministic plans cannot anticipate every situation.

4.6. Limitations

The main limitations of our work include:

(i) Generalization and Graph-Specificity: The learned policy is specific to the training environ-
ment. Because state and action dimensions scale with /N and one-hot identifiers are graph-specific, a
checkpoint cannot be transferred to a new environment without retraining. We demonstrate within-
graph generalization—where a single policy handles all start-goal pairs within a fixed topology—rather
than topological transfer, which would require permutation-invariant architectures like Graph Neural
Networks.

(ii) Environment Complexity: Our experiments were conducted on abstract navigation graphs,
validating shortest-path reasoning over discrete transitions. The current evaluation does not account
for the robustness of the architecture under realistic execution conditions. In the full VEsNA/Godot
pipeline, the symbolic layer (BDI/Jason) will function as an abstraction layer; future work will evaluate
the interface’s behavior when handling perception errors, physics-based noise, and low-level control,
where the BDI agent must re-trigger the sub-symbolic policy upon failures.

5. Conclusion

We presented RAVEN, a neuro-symbolic extension of the VEsNA toolkit that embeds reinforcement
learning into BDI agents while maintaining symbolic interpretability. RAVEN is explicitly structured
to separate concerns: the Jason-based symbolic layer handles goal specification, spatial constraints
(using RCC-8), and reward definition, whereas a DQN policy server is responsible for sub-symbolic
optimisation. Since no symbolic information passes through the neural interface, the agent’s symbolic
explanations for its decisions remain complete and readable to humans. Our experiments indicate that
this architecture scales efficiently across all goals in the graph.

Section 4.5 Q5 offers a qualitative comparison of RAVEN with the original, hand-engineered VEsNA
plans, illustrating how RAVEN moves engineering effort away from crafting individual scenario-specific
plans and toward writing declarative constraints that guide learning. Several avenues for future work
remain. First, establishing a formal quantitative benchmark that contrasts both paradigms in dynamic,
stochastic environments. Second, validating the approach within the full VEsNA/Godot pipeline, where
the symbolic layer would also represent perceptual beliefs originating from the 3D engine, augment
RCC-8 facts with metric tolerance zones to account for localisation noise, and convert region transitions
into waypoints for the low-level controller, while the sub-symbolic component would still receive only
numeric tensors and output only integer action identifiers. Additional penalties, such as for collisions
or energy use, can be encoded as further Jason rules without any retraining, thereby preserving the
separation of concerns that supports interpretability.

In addition, RAVEN serves as the trainable component of the broader framework introduced in
our paper on the secret life of traces [33]. That framework supports the learning, explanation, and
verification of each agent decision by examining the preceding sequences of states within the belief



and plan bases. The current paper focuses on demonstrating RAVEN in the navigation setting, while
future work will apply it to other decision-making problems within the same framework and finalise its
integration with the explanation and verification modules. A full implementation and evaluation of
RAVEN are available at https://github.com/ZahraD-a/Vesna-RL.

Declaration on Generative Al

During the preparation of this work, the authors used ChatGPT in order to: improve grammar, refine
phrasing, and check the consistency of notation. After using these tools, the authors reviewed and
edited the content as needed and take full responsibility for the publication’s content.
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