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Abstract
Recent advances in Large Language Models are driving the shift from code assistants to autonomous software
development agents. However, at project level, autonomy alone does not ensure reliability: generated systems may
appear plausible while still failing at startup, violating functional requirements, or exposing integration errors that
emerge only at runtime. This paper presents an execution-validated multi-agent framework that combines role-
specialized agents with execution-based validation. The framework supports requirements extraction, planning,
iterative code generation, and automated validation through runtime checks and end-to-end testing, whose
outcomes are fed back into the pipeline to drive targeted self-correction. Experiments on the web-project subset
of ProjectEval show that the proposed architecture substantially improves over direct generation with the same
underlying model. A baseline multi-agent configuration raises pass@1 from 7.79% to 16.88%, while an extended
version with execution-based validation further increases pass@1 to 31.17% and significantly reduces structurally
non-executable cases. Overall, the results indicate that trustworthy agentic software development benefits from
combining multi-agent coordination, explicit intermediate validation, and execution-grounded feedback.
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1. Introduction

Large Language Models (LLMs) are rapidly transforming software development, enabling a shift from
code completion tools to increasingly autonomous systems capable of supporting multiple phases
of the software engineering process. In this perspective, software generation is no longer seen as a
one-shot prediction task, but as a structured workflow involving requirements interpretation, planning,
implementation, validation, and revision. This evolution is closely aligned with the broader paradigm
of Agentic AI, where intelligence emerges not only from language generation, but also from the ability
to coordinate actions, interact with tools, and adapt behavior on the basis of observed outcomes [1].

However, increasing autonomy does not automatically imply increasing reliability. This limitation
becomes particularly evident in project-level code generation, where the target is not an isolated
function but a complete software project composed of multiple interdependent files, components,
and interfaces. In such settings, generated code may appear structurally plausible while still failing at
runtime, violating requirements, or exhibiting integration errors that only emerge through execution [2].
As a consequence, the main challenge is no longer just generating code, but engineering autonomous
development systems whose behavior can be considered trustworthy and verifiable [3].

In this paper, we present a multi-agent framework for project-level code generation that combines role
specialization with execution-based validation. The proposed architecture decomposes the development
process into distinct phases for requirements extraction, strategic planning, iterative task-based code
generation, and post-generation verification. A central aspect of the framework is the integration of
an automated validation loop based on project execution and Selenium-driven [4] end-to-end testing,
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whose outcomes are used to generate targeted correction tasks and support self-corrective behavior.
In this way, validation is not treated as a final external assessment step, but as an internal feedback
mechanism that improves the functional reliability of the generated software.

The framework is evaluated on the web-project subset of ProjectEval [5] using Level-2 checklist
specifications. The experimental setting is particularly suitable for our goals because it targets com-
plete software projects rather than isolated functions, and it assesses generated applications through
execution-based tests. Results show that the proposed approach improves functional correctness over
direct generation and significantly reduces the number of non-executable projects, suggesting that the
combination of multi-agent coordination and execution-grounded feedback can provide a practical path
toward more trustworthy forms of autonomous software development.

The remainder of the paper is organized as follows. Section 2 discusses the related work. Section 3
presents the proposed framework. Section 4 describes the experimental evaluation and discusses the
obtained results. Section 5 concludes the paper and outlines future work.

2. Related Work

LLMs have shown strong capabilities in automated code generation, initially in settings where the target
is an isolated function or code snippet derived from a natural language description. Early benchmarks
such as HumanEval established execution-based evaluation as a standard approach for measuring
functional correctness, while later datasets such as APPS, CoderEval, and JavaBench extended the scope
toward more realistic programming tasks and more diverse software settings [6, 7, 8, 9]. Despite these
advances, most of this line of work still evaluates models on self-contained units of code, leaving largely
underexplored the difficulties that arise when generation must scale to complete software projects
composed of multiple interacting files, modules, and interfaces.

This limitation has encouraged a shift from static code generation toward agentic approaches to soft-
ware development. In this perspective, software generation is no longer treated as a one-shot prediction
task, but as a structured process involving planning, decomposition, implementation, debugging, and
revision. Recent literature on Agentic AI and LLM-based agents for software engineering emphasize
that effective autonomous development requires more than raw generative capability: it also depends
on decision-making, tool use, memory, and adaptation based on environmental feedback [3, 10].

Within this trend, Multi-Agent Systems are especially relevant because they enable explicit role
specialization and clearer coordination across different phases of the software lifecycle [11]. MetaGPT
is an influential example of this paradigm, showing how assigning software-engineering roles such
as product manager, architect, and developer to different agents can improve coherence and task
organization through structured intermediate artifacts [12]. Related work such as CodePori further
confirms that distributing planning, implementation, and review responsibilities can improve scalability
and robustness in complex software generation tasks [13].

A second major research direction concerns the validation of LLM-generated code. A recurring
finding in the literature is that syntactic plausibility is an unreliable proxy for correctness, especially
when generated systems must operate in realistic execution environments. More recent approaches
therefore integrate validation directly into the generation loop. For example, OpenCodeInterpreter
couples generation with execution and refinement, showing that runtime signals can substantially
improve solution quality by exposing errors that remain invisible at the textual level [2]. Similarly,
AutoSafeCoder combines multi-agent generation with static analysis and fuzz testing to improve the
security and robustness of generated code [14].

These issues become even more critical at project level, where correctness depends not only on
individual functions but also on module interfaces, dependency management, application startup, and
end-to-end integration across the full system. For this reason, a growing body of work has moved
toward project-level code generation and evaluation. Studies on project-level generation stress the
importance of architectural planning, shared structured representations, and cross-file consistency
management when code must be generated across multiple interdependent components [15, 16].
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Figure 1: High-level overview of the proposed framework, organized into three macro-phases: Strategic Planning,
Code Generation, and Validation. The validation phase can generate fix tasks for iterative refinement.

On the evaluation side, the ProjectEval benchmark [5] is particularly relevant because it explicitly
targets complete software projects and assesses them through execution-based protocols, including
Selenium-driven testing for web applications [5]. The benchmark provides strong evidence that good
performance on function-level tasks does not necessarily transfer to realistic software engineering
settings, where failures often arise from startup errors, interface inconsistencies, and integration bugs
rather than from isolated logic mistakes.

Our work is positioned at the intersection of these directions. Unlike role-based multi-agent frame-
works such as MetaGPT and CodePori, which mainly emphasize organizational workflow modeling and
task decomposition, our framework focuses on project-level executability and functional correctness
through explicit plan validation and execution-grounded repair. Unlike OpenCodeInterpreter, which
applies execution and refinement mainly to individual programming tasks, our approach targets com-
plete multi-file web projects and transforms runtime failures into structured fix tasks. Finally, unlike
AutoSafeCoder, which focuses on security through static analysis and fuzz testing, our framework
addresses end-to-end behavioral failures in generated applications. This combination of multi-agent
coordination, intermediate validation, and execution-grounded feedback is the core contribution of our
framework.

3. The Proposed Framework

The proposed framework for autonomous project-level code generation models software development
as a multi-phase process in which specialized agents handle distinct tasks and exchange structured
intermediate artifacts. The framework is developed in two configurations. The baseline architecture
includes requirements extraction, planning, iterative code generation, and a lightweight execution check.
The extended architecture adds an execution-based testing loop with Selenium-driven end-to-end
testing and targeted self-correction, making it possible to distinguish the contribution of the multi-agent
design from that of execution-grounded validation.

3.1. Framework Overview

At a high level, the framework is organized into three macro-phases as shown in Figure 1. Together,
these phases define a workflow in which the input specification is progressively transformed into an ex-
ecutable software project and then validated through runtime checks and, in the extended configuration,
automated end-to-end testing.

The Strategic Planning macro-phase is responsible for transforming the natural-language project
specification into a structured representation that can guide downstream generation. In this phase,
the framework extracts the functional constraints stated in the input, normalizes them into an explicit
requirements contract, and produces a high-level architectural plan for the project. This phase is detailed
in Section 3.2.

The Code Generation macro-phase is responsible for converting the validated plan into source
code. Rather than generating the entire project in a single pass, the framework decomposes the plan



into a list of executable tasks, each associated with a specific file or module. Code generation then
proceeds iteratively, so that project structure can emerge progressively while maintaining alignment
with the validated architecture. This design supports a controlled development process and can integrate
correction tasks (coming from the validation phase) back into the same generation loop. This phase is
detailed in Section 3.3.

The Validation macro-phase is where the generated project is inspected, and validated. In the
baseline architecture, this phase is limited to a lightweight execution check aimed at verifying whether
the generated application can start successfully. In the extended architecture, the same phase is enriched
with an automated testing loop that executes the generated project, produces end-to-end tests, collects
structured failure reports, and feeds correction tasks back into the generation process. This phase is
detailed in Section 3.4.

A central design choice of the framework concerns inter-agent coordination. Communication among
agents is mediated by structured JSON contracts rather than free-form textual exchanges. Each agent
receives a typed representation of the relevant intermediate artifact and produces an output that
conforms to an explicit schema. This choice improves robustness by reducing interpretive ambiguity,
facilitates debugging and monitoring, and makes the overall workflow more controllable.

The framework operates with temperature set to zero across all agents, prioritizing reproducibility
and structural stability. This is especially important for planning agents, which must generate schema-
conforming structured outputs, and for code-generation agents, whose behavior must remain consistent
across iterative correction cycles. Prompt design also plays a key role in enforcing task boundaries and
expected output formats, since each agent is instructed to operate only within its assigned responsibility
and to produce outputs that can be directly consumed by downstream nodes.

From an implementation perspective, the framework is naturally mapped onto a graph-based orches-
tration model and is implemented using LangGraph [17]. In this setting, each agent corresponds to a
graph node with a well-defined responsibility, while edges encode the transitions between phases. This
design makes the workflow explicit and modular, supports persistent shared state across the generation
process, and facilitates the integration of iterative correction loops.

3.2. Phase 1: Strategic Planning

This phase is responsible for transforming the input project specification into a validated architectural
plan. As shown in Figure 2, it is organized as a sequence of specialized agents that progressively extract
requirements, formulate a development strategy, and verify its consistency before any source code is
produced. This design reflects a key architectural principle of the framework: conceptual errors should
be intercepted as early as possible, when they can still be corrected at the planning level rather than
after they have propagated into the generated project.

The phase starts with the Requirement Extractor, which processes the natural-language project
specification and converts it into an explicit requirements contract. Its role is intentionally conservative:
rather than proposing design choices, the agent extracts and normalizes what is explicitly required by
the input, including mandatory functionalities, optional features, relevant constraints, and application-
level assumptions. Inputs to this agent are expected to conform to the Level 2 format of the ProjectEval
benchmark (see section 4.1). The resulting contract acts as the main reference artifact for the rest of the
pipeline, ensuring that subsequent planning decisions remain grounded in the original specification.

The extracted contract is then consumed by the Strategy Planner, whose goal is to produce a
high-level architectural plan for the target project. This plan identifies the main project components,
their responsibilities, the expected organization of files, and the overall implementation strategy. The
planner establishes the global blueprint of the project. To reduce the risk of carrying planning errors
into downstream generation, the architectural plan is subjected to two validation steps.

The first plan validation step is performed by the Compliance Checker, which evaluates whether
the proposed plan is consistent with the requirements contract. Its function is not to improve the plan,
but to detect omissions, contradictions, or deviations from the requested functionality. If a lack of
compliance is identified, the plan is passed to the Plan Refiner, which revises the architectural plan
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Figure 2: Workflow of the Strategic Planning phase, from the project specification to the production of a
validated architectural plan.

while preserving the valid parts of the original proposal.
The second plan validation step is carried out by the Plan Validator, which performs a final validation

before the framework proceeds to code generation. While the Compliance Checker focuses primarily
on alignment with the requirements contract, the Plan Validator assesses the overall soundness of the
plan as a project-level blueprint. This additional verification step helps ensure that the plan is not only
compliant with the specification, but also sufficiently coherent and complete to support downstream
task decomposition and iterative implementation. If validation fails, the plan is sent back to the Strategy
Planner for revision; otherwise, this phase produces a validated architectural plan, which serves as the
entry point to the next macro-phase.

3.3. Phase 2: Code Generation

This phase is responsible for translating the validated architectural plan into the source code of the
target project. As shown in Figure 3, it is organized as an iterative workflow in which the project
structure defined during strategic planning is decomposed into executable tasks and progressively
materialized into code artifacts. Rather than generating the entire project in a single pass, the framework
follows a task-by-task strategy that supports finer control over implementation, preserves intermediate
state, and enables the integration of correction tasks when needed.

The phase starts with the Task Generator, which receives the validated architectural plan and
converts it into a set of structured task specifications. Each task corresponds to a project file to be
implemented, and includes the information required to guide downstream generation, such as the target
artifact, its functional role, and its dependencies on the rest of the project. This decomposition step is
essential because it transforms the architectural blueprint into an operational representation that can
be executed incrementally by the generation agents.

The task specifications are then processed by the Task Iterator, which controls the iterative code
development process. Its role is to select the current task and route it to the appropriate Code Generator.
In addition, it can also receive fix-tasks produced by the validation phase, allowing the same generation
loop to support both initial implementation and targeted correction.



Task Generator

Task Specifications

Validated
Architectural Plan

Project
Assembler

Project
Source Code

Phase 2.
Code Generation

Code Generator ...

Components Source Code

Task Iterator

[for each Task]

Code Generator Code Generator

Fix Tasks

Figure 3: Workflow of the Code Generation phase, from the validated architectural plan to the generation of
executable project source code.

The actual source code is produced by one or more Code Generators, each responsible for imple-
menting the current task specification and generating the corresponding source code. This organization
reflects the iterative nature of the phase, in which multiple project components are generated in a way
that preserves consistency with the validated architecture and with the code already produced.

The Project Assembler collects the generated code artifacts and assembles them into a coherent
project structure. It acts as the consolidation layer of the phase, ensuring that each generated file is
placed in the appropriate position within the project structure and that the output of the code generators
is integrated correctly with the rest of the project. Once all tasks have been executed, the phase outputs
the assembled project source code, which becomes the input to the subsequent validation phase.

3.4. Phase 3: Validation

This phase is responsible for checking whether the generated project can be executed correctly and,
when necessary, for producing targeted correction tasks. In the baseline architecture, validation is
limited to project execution and runtime-error detection. In the extended architecture, the same phase
is augmented with automatic test generation and execution, enabling a richer feedback loop based on
end-to-end behavioral validation.

3.4.1. Validation in the Baseline Architecture

As shown in Figure 4, in the baseline architecture, the validation process is relatively straightforward.
The generated project is first processed by the Project Runner, whose role is to execute the application
and determine whether it can start successfully. This step acts as a lightweight execution check, aimed
at detecting startup failures, configuration problems, missing dependencies, or other blocking runtime
errors that prevent the system from reaching an executable state.

If runtime errors are encountered, the failure information is passed to the Fix-Task Generator, which
translates execution diagnostics into structured fix tasks. These tasks specify which parts of the project
require correction and are then fed back into the code-generation phase for targeted repair. In this way,
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even in the baseline architecture, validation is not merely a terminal check, but already provides a first
form of corrective feedback grounded in observed execution outcomes.

3.4.2. Validation in the Extended Architecture

The extended architecture strengthens the Validation phase with an explicit execution-based testing
loop. As shown in Figure 5, the phase still starts from the Project Runner, which performs the initial
runtime check on the generated project source code. However, in this configuration project execution
is no longer the only validation signal. Once the application is found to be executable, the workflow
proceeds to a dedicated testing stage.

The Test Generator is responsible for producing executable tests for the generated project. Its role
is to translate the available project context into a set of operational checks that formalize expected
behavior. In the context of web applications, this includes end-to-end interactions that exercise the
system through its external interface. More specifically, the generated tests can inspect routing behavior,
form handling, input validation, page rendering, and other integration points that are only observable
when the application is executed as a whole. This design allows the framework to inspect whether the
generated project satisfies the expected behavior under realistic execution conditions.

The generated tests are then passed to the Test Executor, which runs them against the project and
collects the resulting outcomes. Test execution takes place in an isolated environment, ensuring that
each validation cycle is reproducible and not affected by residual state from previous iterations. To
this end, the framework relies on Selenium, which enables browser automation through the WebDriver



protocol. The resulting feedback includes test outcomes, runtime diagnostics, and failure messages that
can be traced back to the responsible project components.

If all tests succeed, the phase outputs validated project code. If instead the execution reveals failed
tests, the resulting diagnostics are forwarded to the Fix-Task Generator, which converts them into
structured fix tasks and routes them back into the generation loop. In this way, the extended Validation
phase implements a feedback cycle in which runtime and testing evidence drive targeted repair actions.

4. Experimental Evaluation

To assess the effectiveness of the proposed framework on project-level code generation, we conducted
an experimental evaluation on the ProjectEval benchmark. The study is designed to quantify the
contribution of the two main architectural choices underlying the framework, namely the multi-agent
decomposition of the development process and the execution-based validation loop. The following
subsections first introduce the benchmark and the adopted experimental setup, then define the evaluation
metrics, and finally present and discuss the obtained results.

4.1. The ProjectEval Benchmark

ProjectEval [5] is a benchmark designed for the evaluation of programming agents on complete software
project generation tasks. Unlike traditional function-level benchmarks, which assess the ability of a
model to synthesize isolated code units, ProjectEval targets realistic multi-file software development
scenarios and evaluates generated projects through execution-based protocols. The benchmark includes
20 real-world projects for a total of 284 test cases. Projects are divided into two categories: web
applications (16 projects with 231 test cases), evaluated through Selenium-based user interaction, and
batch or console programs, (4 projects with 53 test cases), evaluated through direct execution.

A distinctive feature of ProjectEval is the organization of inputs into three levels of increasing
specificity. At Level 1, the agent receives a high-level natural language prompt describing the overall
project goal. This is the least constrained setting. At Level 2, the input is a structured natural language
checklist of functionalities and requirements, providing a more explicit specification of the expected
behavior. At Level 3, the agent receives a code skeleton, including comments and docstrings that
guide implementation. These three levels make it possible to evaluate project-generation systems
under different degrees of specification detail, from loosely defined requests to highly constrained
implementation settings. Examples of the three input levels are shown in Figure 6.

The evaluation protocol is execution-based, meaning that the generated projects are not assessed
by comparing their source code with a canonical implementation. Instead, each generated project
is instantiated and validated through automated tests that check its actual behavior. To enable this
process, after generation, the generation system receives its own project together with a Parameter
Description (PD), that is, a structured specification of the information required by the benchmark
to interact correctly with that particular implementation. This may include, for example, element
identifiers, route paths, form-field names, or other project-dependent values needed to bind the generic
test logic to the generated application.

Based on this description, the generation system must provide the corresponding Parameter Values
(PV), which are then used by the ProjectEval evaluation engine to execute the test suite against the
generated project. Test outcomes are finally classified as passed or failed.

4.2. Experimental Setup

The experimental evaluation was conducted on the ProjectEval benchmark, with a specific focus on its
web-project subset, including 16 projects and 231 test cases. All experiments were performed using
Qwen2.5-Coder-32B-Instruct [18] as the underlying language model. This model was selected because
it is open-source, specifically optimized for code generation, and particularly well suited to Python
and web-development tasks. Since this model was not included in the original ProjectEval study, its



Figure 6: The three input levels of the ProjectEval benchmark (adapted from [5]).

direct-generation baselines at input Levels 1, 2, and 3 were obtained under the same evaluation protocol,
allowing a fair comparison between direct generation and the proposed architecture (see table 1).

The proposed framework receives Level 2 input from ProjectEval, namely the Natural Language
Checklist. This configuration was selected because it most naturally reflects a realistic software engi-
neering setting, in which implementation starts from an explicit functional requirements specification
rather than from an underspecified prompt or from a partial code skeleton.

At each correction iteration, the previous project version was archived before the newly generated
fixes were applied. This choice made it possible to inspect the refinement trajectory step by step and
to detect possible regressions introduced by the correction process. When failures are detected, the
framework triggers a correction cycle regulated by a configurable maximum iteration budget, which
limits the number of corrective attempts and ensures termination. For the experiments reported in this
paper, the maximum iteration budget was set to 3.

It should be noted that the tests generated and executed during the repair phase are independent from
the official ProjectEval evaluation suite. Internal tests are dynamically produced by the Test Generator
using only the project specification and the generated project artifacts available to the framework.
The ProjectEval test cases are never exposed during generation or repair and are executed exclusively
during the final evaluation stage. Consequently, no evaluation-specific information is available during
correction, preventing test leakage and ensuring a fair assessment of the proposed architecture.

4.3. Evaluation Metrics

ProjectEval natively distinguishes only between passed and failed test cases. While this binary outcome
is sufficient to compute the overall benchmark score, it does not make explicit whether a failure is due to
incorrect functional behavior or to the impossibility of executing the test at all. To make this distinction
explicit and provide a more informative analysis, we introduce an additional category, namely skipped.

Accordingly, our evaluation considers the distribution of outcomes across passed, failed, and skipped
test cases. Passed test cases indicate correct behavior for the corresponding benchmark checks. Failed
test cases include all non-passing cases, both when the application runs but does not satisfy the expected
functionality and when it cannot be executed at all. The skipped category identifies this second subset,



namely test cases that cannot be executed because the generated application does not start correctly. As
such, skipped test cases are treated as a proxy for the structural executability of the generated systems.

Based on this distribution, the main aggregate metric adopted in this study is pass@1. In its classical
formulation [6], the more general pass@k metric estimates the probability that at least one among 𝑘
sampled candidate solutions for the same problem passes the complete test suite. This definition is
appropriate in settings where multiple independent solutions are generated for the same input and
correctness is evaluated at the problem level. When 𝑘 = 1, the metric reduces to the probability that a
single generated solution is correct:

pass@𝑘 = 1−
(︀
𝑛−𝑐
𝑘

)︀(︀
𝑛
𝑘

)︀ pass@1 =
𝑐

𝑛

where 𝑛 denotes the total number of sampled solutions and 𝑐 the number of correct ones.
ProjectEval, however, adopts a revised formulation, similar to that proposed in [19], that is better

suited to project-level evaluation. For each run, the model generates one complete project for every
instance in the evaluation set, and performance is computed globally over the whole benchmark as the
ratio between the total number of passed test cases and the total number of test cases. When 𝑘 > 1, the
entire evaluation process is repeated over 𝑘 independent generations, and the final score is obtained by
averaging the resulting benchmark-level pass rates. Formally, this can be written as:

pass@𝑘 =
1

𝑘

𝑘∑︁
𝑖=1

𝑃𝑖

𝑇
pass@1 =

𝑃1

𝑇

where 𝑃𝑖 denotes the number of test cases passed at the 𝑖-th independent generation, and 𝑇 is the total
number of test cases in the benchmark.

In the present work, we adopt the revised ProjectEval evaluation metric and set 𝑘 = 1, both for
methodological consistency and for direct comparability with the benchmark results. Although the
framework could in principle generate multiple alternative projects, our goal is to assess whether it can
produce a correct solution in its first delivered output, which is the most relevant setting for practical
deployment in realistic software engineering scenarios.

4.4. Experimental Results

Table 1 summarizes the main experimental results. To provide a broader point of reference, the table
also includes representative direct-generation results from the original ProjectEval paper, grouped into
open-source general-purpose models (first group), code-specific models (second group), and commercial
models (third group). These entries are reported for contextual comparison only, since they were
obtained on the full ProjectEval benchmark with 284 test cases, whereas the experiments of this work
were conducted on the 231 test cases of the web-project subset.

To provide a more direct comparison, the table also includes the results of Qwen2.5-Coder-32B-Instruct
under direct generation at input Levels 1, 2, and 3 on the web-project subset (fourth group). Since
this model was not included in the original benchmark, these results were obtained under the same
evaluation protocol as the proposed architecture, making them the most appropriate baseline for
assessing the contribution of our framework.

Under direct generation, Qwen2.5-Coder-32B-Instruct achieves a pass@1 of 6.06%, 7.79%, and 7.79% at
input Levels 1, 2, and 3, respectively. When the same model is embedded in the baseline version of the
proposed architecture, performance increases to 39 passed test cases out of 231, corresponding to a
pass@1 of 16.88%. This already represents a substantial improvement over direct generation at Level
2. When the extended architecture is activated, performance further rises to 72 passed test cases and
a pass@1 of 31.17%, doubling the result of the baseline architecture and strongly improving over all
direct-generation configurations of the same model. The gain from 39 to 72 passed test cases provides a
direct estimate of the contribution of the execution-based correction loop.



Table 1
Comparison of generation results on ProjectEval across open-source general-purpose models, code-
specific models, commercial models, and the configurations evaluated in this work. Results marked
with * are taken from the original ProjectEval paper [5].

System Level Total Passed Failed Skipped Pass@1

Llama-2-7B* L2 284 0 284 – 0.00%
Llama-3.1-7B* L2 284 2 282 – 0.70%
Phi-4-14B* L2 284 4 280 – 1.41%
Gemma-7B* L2 284 2 282 – 0.70%
Gemma-2-9B* L2 284 3 281 – 1.06%
Mistral-7B-v0.3* L2 284 4 280 – 1.41%

CodeGemma* L3 284 6 278 – 2.11%
CodeLlama* L3 284 4 280 – 1.41%

GPT-3.5-turbo* L2 284 7 277 – 2.46%
GPT-4o* L2 284 51 233 – 17.96%
Gemini-1.5-Pro* L2 284 18 266 – 6.34%
Gemini-2.0-Flash* L2 284 19 265 – 6.69%
Gemini-2.0-Pro* L2 284 16 268 – 5.63%

Qwen2.5-Coder-32B-Instruct L1 231 14 217 88 6.06%
Qwen2.5-Coder-32B-Instruct L2 231 18 213 69 7.79%
Qwen2.5-Coder-32B-Instruct L3 231 18 213 57 7.79%

Proposed Architecture (baseline) L2 231 39 192 97 16.88%
Proposed Architecture (extended) L2 231 72 159 35 31.17%

A closer inspection of the outcome distribution helps explain this improvement. The baseline
architecture records 97 skipped test cases, whereas the extended architecture reduces them to 35. This
reduction suggests that the execution-based validation loop is particularly effective in increasing the
structural executability of the generated systems, allowing a much larger portion of the benchmark to
be actually exercised. At the same time, the number of failed test cases decreases from 192 to 159, while
the number of passed ones increases substantially.

Taken together, these results indicate that the proposed architecture contributes at two comple-
mentary levels: first, the multi-agent decomposition improves the quality of the initially generated
projects; second, the execution-based validation and targeted correction cycle significantly increases
both executability and functional correctness.

From a broader perspective, the table also shows that the extended architecture reaches a pass@1
higher than all the direct-generation models reported from the original benchmark, including the
strongest commercial baselines. While this comparison should be interpreted with caution because of
the different evaluation subsets, it still highlights the effectiveness of combining structured multi-agent
generation with execution-grounded refinement.

4.5. Discussion

The experimental results suggest that the effectiveness of the proposed framework does not depend
solely on the coding capabilities of the underlying language model, but also on the way the software
generation process is structured. A first relevant observation is that the baseline architecture already
yields a substantial improvement over direct generation with the same model. Since this configuration
does not yet include the Selenium-based validation loop, the gain can be attributed to the architectural
decomposition itself, in particular to the explicit separation between requirement extraction, strategic
planning, intermediate validation, and iterative task-based generation. This indicates that, at project
level, organizing generation as a coordinated workflow is already more effective than treating software
development as a single prompting step.



A second key point concerns the role of execution-based validation. The additional improvement
obtained by the extended architecture shows that testing is not only useful as a final assessment
mechanism, but also as an internal source of corrective feedback. By grounding refinement in observed
execution outcomes, the framework becomes able to detect and address errors that would remain
invisible to static generation alone, especially those involving route configuration, inter-file consistency,
template integration, and application-level behavior. In this sense, the validation loop does not simply
measure correctness: it actively contributes to achieving it.

The interaction between failed and skipped test cases also provides an important interpretative
insight. In the proposed evaluation setting, skipped test cases identify benchmark checks that cannot
be executed because the generated application does not start correctly. Their reduction in the extended
architecture therefore reflects a clear gain in structural executability and reflects a transition from
non-executable projects to executable but still imperfect ones, which is in fact a necessary intermediate
step toward full functional correctness.

From a qualitative perspective, the framework appears particularly effective in correcting startup and
integration errors, while more subtle application-logic defects remain comparatively harder to resolve.
This distinction is consistent with the nature of the available feedback. Runtime errors and Selenium
failures usually provide precise diagnostic signals, often directly pointing to missing routes, unresolved
imports, invalid HTML element bindings, or broken interaction flows. By contrast, logic errors may
require a deeper semantic understanding of the intended functionality and are therefore less directly
recoverable from execution traces alone. This suggests that the current architecture is especially strong
in improving structural robustness and end-to-end coherence, while further advances may be needed to
better support the correction of domain-specific logic flaws.

More broadly, these findings support a methodological conclusion. In project-level code generation,
the main challenge is not only to generate plausible code, but to orchestrate a reliable development
process in which planning, implementation, validation, and revision are explicitly coordinated. Under
this perspective, the contribution of the proposed framework lies not only in improving benchmark
performance, but also in showing that trustworthy autonomous software generation benefits from a
process-oriented design, where execution is used as a grounding mechanism for refinement rather than
as a purely final evaluation step.

At the same time, the study has some limitations. The experiments are restricted to the web-project
subset of ProjectEval, and therefore do not yet establish the generality of the approach across other project
categories. Moreover, the full framework is evaluated with a single LLM, so additional experiments
would be needed to assess the robustness of the architecture across different model families. Finally,
the adopted benchmark-level pass rate captures functional success at the test-case level, but does not
directly measure other relevant software quality dimensions such as maintainability, readability, or
security. These aspects remain important directions for future work.

5. Conclusions

This work investigated how project-level code generation can be made more reliable by moving from one-
shot generation to a structured multi-agent development process. The proposed framework combines
requirements-driven planning, iterative task-based implementation, and execution-based validation
within a single coordinated workflow. In this perspective, the main contribution of the paper is not
only architectural, but methodological: it shows that autonomous software generation becomes more
dependable when correctness is pursued through explicit intermediate artifacts and feedback loops,
rather than being delegated entirely to the initial generative step.

The experimental results support this view. The baseline architecture already improves substantially
over direct generation with the same model, showing that role specialization and explicit planning
provide a concrete benefit even before testing is introduced. The extended configuration then delivers a
second, larger improvement by integrating runtime checks and Selenium-based end-to-end validation
into the correction loop. This combination makes it possible not only to increase the number of passed



test cases, but also to turn previously non-executable projects into systems that can be meaningfully
assessed and progressively repaired.

More broadly, the findings suggest that project-level code generation should be understood as a
problem of reliable orchestration rather than mere code synthesis. At this scale, failures often arise from
interactions among files, routes, templates, and runtime dependencies, and therefore cannot be resolved
by textual plausibility alone. Execution-based validation is valuable precisely because it provides
grounded signals about these cross-component failures and enables targeted refinement. In this sense,
the proposed framework offers a practical step toward more reliable and execution-validated forms
of autonomous software development, where validation is not external to generation but embedded
within it.

Several directions remain open for future work. A natural extension is the integration of static-
analysis modules to complement dynamic validation with structural quality checks. Another is the
application of the framework to additional web frameworks and to broader project categories beyond the
current subset. Finally, further work is needed to improve the correction of more subtle application-logic
errors and to study adaptive policies for controlling the refinement budget. These directions would
help extend the framework from a proof of effectiveness on a realistic benchmark to a more general
foundation for robust autonomous software engineering.
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