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Abstract

The transition from engineering drawings to precise manufacturing recipes traditionally demands time-consuming
manual intervention and specialized domain expertise. While Large Language Models (LLMs) offer compelling
generative capabilities, ensuring accuracy, traceability, and determinism remains a paramount challenge in
intelligent manufacturing. In this paper, we propose a framework for autonomous recipe synthesis based on
an architecture governed by three core layers: a local LLM, Retrieval-Augmented Generation (RAG), and a
Knowledge Graph (KGraph). The KGraph provides scaffolding for classification and decision-making, grounding
the generative process in structural industrial realities. We present a conceptual architecture and validate it through
a limited pilot implementation of a modular multi-agent orchestration encompassing metadata identification,
batch comparison, historical retrieval, validation, and scratch generation for instances lacking prior transformation
examples.

We use the term multi-agent in the pragmatic sense of specialized agentic modules orchestrated sequentially,
rather than in the classical sense of decentralized autonomous agents: each agent denotes a specialized functional
module performing a well-defined transformation within the pipeline. Ultimately, we argue that orchestrating
LLM flexibility, RAG contextual memory, and KGraph structural rigor provides a reliable paradigm for automated
recipe synthesis in modern production scenarios, aligned with cyber-physical and digital twin paradigms.
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1. Introduction

This work investigates the following research question: Can a neuro-symbolic architecture combining
LLMs, retrieval mechanisms, and structured knowledge enforce deterministic safety constraints in industrial
recipe synthesis?

The modern manufacturing paradigm, often framed within the context of Industry 5.0 [1], increasingly
prioritizes the integration of resilient, intelligent, and knowledge-driven technologies. A critical
bottleneck in this domain remains the extraction of implicit knowledge from manufacturing drawings
and its subsequent transformation into actionable production recipes, such as those written in RAPID,
the proprietary high-level programming language used for ABB industrial robots. This translation
process traditionally relies heavily on domain experts, making it time-intensive and highly susceptible
to variations in expert judgment. In this context, a “recipe” denotes a structured and executable set of
parameters and instructions governing an industrial production process.

This research is conducted in collaboration with EssilorLuxottica, a global leader in eyewear man-
ufacturing. The project is motivated by industrial needs in the automation domain, particularly the
reduction of the manual, repetitive effort required to reconfigure production systems across varying
batches. Such challenges arise in complex environments involving robotic systems, PLCs, and CNC
machines developed in-house. Within this context, the project focuses on leveraging data-driven meth-
ods to improve efficiency and adaptability. The broader research project also addresses the scarcity of
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annotated data typical of rapidly changing industrial scenarios (e.g., through synthetic data generation
for industrial object detection); the present paper focuses on the recipe synthesis component.

While Large Language Models (LLMs) have demonstrated remarkable capabilities in generalized
zero-shot generation and text-to-action behaviors [2, 3], their standalone deployment in industrial
engineering introduces significant vulnerabilities. The generative nature of these models often results
in plausible yet factually incorrect outputs, a phenomenon incompatible with the rigorous deterministic
requirements of factory environments. Therefore, there is a fundamental need for hybrid strategies that
merge neural semantic flexibility with robust symbolic and contextual anchoring mechanisms.

Focusing on scalable and trustworthy recipe synthesis, this paper proposes an architecture based on
three interconnected layers: (1) a foundational LLM providing the core semantic processing capacity; (2)
a Retrieval-Augmented Generation (RAG) module built on pairs of historical drawings and corresponding
recipes, where RAG denotes a paradigm in which external knowledge is retrieved and injected into the
generative process to improve factual grounding [4]; and (3) a lightweight property-based Knowledge
Graph (KGraph) [5] dedicated to structured classification, identification, and deterministic decision-
making support, in line with recent work on industrial knowledge graphs for manufacturing reasoning [6,
7].

The core objective of the proposed system is the automatic generation of industrial recipes (for
instance, structured parameter sets for PLC/CNC-controlled processes) starting from engineering
design data. In particular, the system takes as input a DWG (Drawing) file, a standard CAD format
developed by Autodesk, together with associated metadata, and produces a validated set of process
parameters capable of manufacturing components consistent with the input design.

In this paper, RAPID code generation is treated as a representative case of the broader recipe
synthesis problem, where recipes denote structured executable instructions or parameter configurations
for industrial automation systems.

The task can be understood as a multi-stage transformation pipeline in which raw geometric and
contextual information is progressively enriched and translated into executable production knowledge.
More specifically, the system addresses the following sub-problems:

« Geometric Interpretation: Extraction and analysis of relevant features from the DWG file,
including shapes, dimensions, tolerances, and structural relationships between components.

« Context Construction: Integration of metadata and inferred information to define the produc-
tion context. This includes:

— identification of the type of production (e.g., machining, assembly, additive manufacturing),

— characterization of the target device or machine class (e.g., CNC milling machine, robotic
cell, PLC-controlled line),
— recognition of constraints related to materials, precision, and operational requirements.

« Knowledge Grounding: Alignment of the interpreted design and contextual information with
domain knowledge sources (e.g., historical recipes, rules, and ontologies), enabling the system to
map abstract design intent to feasible production strategies.

+ Recipe Synthesis: Generation of a candidate recipe, defined as a structured set of parameters
and instructions governing the production process. These may include:

— machine configurations,

process parameters (e.g., speeds, feeds, temperatures),
— sequencing of operations,
- control logic for PLC/CNC execution.

+ Validation and Consistency Checking: Verification that the generated recipe is coherent with
domain constraints, machine capabilities, and the intended production outcome, ensuring both
feasibility and correctness.

« Output Structuring: Formatting of the final recipe into a representation directly usable by
downstream systems, such as industrial controllers or simulation environments.



Figure 1 provides an illustrative overview of the target problem addressed in this work, namely the
automatic generation of industrial recipes from engineering design data. The figure is structured into
multiple panels, each highlighting a key stage of the transformation pipeline, from geometric input to
executable production parameters.

On the left-hand side (Panel 1), a representative example of a DWG file is shown in its PNG-rendered
form. The drawing corresponds to a mechanical component, specifically a flanged bushing, characterized
by a combination of external diameters, internal precision bores, and a flange with equally spaced
through-holes. The drawing includes dimensional constraints, tolerances (e.g., H7 fits), surface finish
specifications, and material information. This type of component is typical of parts manufactured
using CNC turning centers equipped with automated reaming operations, and therefore constitutes a
representative example for illustrating the proposed approach.

Panel 2 provides a structured interpretation of the drawing. From the raw geometric representation,
a set of semantic features is identified, including the overall geometry of the part, the presence of
precision bores requiring reaming, and the flange geometry with its bolt-circle pattern. In addition,
contextual information is inferred, such as the likely production process (turning with reaming), the
class of machine tool required, and the associated manufacturing constraints. This step exemplifies the
transition from purely geometric data to enriched contextual knowledge.

Panel 3 presents an example of a corresponding industrial recipe. The recipe is expressed as a
structured set of parameters, including machine type, tooling configuration (e.g., reamers for specific
tolerances), spindle speeds, feed rates, coolant specifications, and inspection requirements. These
parameters collectively define the operational conditions under which the part can be manufactured in
compliance with the specifications extracted from the drawing.

Panel 4 illustrates the execution of the recipe on a representative machine setup. The sequence
of images depicts the main stages of the machining process, including part clamping, drilling of a
pilot hole, precision reaming of the bore, and finishing operations. This panel emphasizes the direct
correspondence between abstract recipe parameters and their physical realization in an automated
production environment.

Finally, Panel 5 compares the traditional manual workflow with the proposed automated approach.
In the manual setting, an expert operator must interpret the drawing, select tools, compute process
parameters, and iteratively validate the resulting program, typically requiring several hours of effort. In
contrast, the proposed system aims to generate a validated recipe automatically, reducing this effort to
minutes by leveraging integrated reasoning, retrieval, and knowledge-based validation mechanisms.

Overall, Figure 1 highlights the central challenge addressed in this work: bridging the gap between
engineering design and executable manufacturing knowledge. The transformation from DWG input to
validated recipe involves not only geometric interpretation, but also contextual understanding, domain-
specific reasoning, and constraint enforcement. This motivates the need for a multi-layer architecture
capable of combining generative intelligence with structured knowledge representations, as discussed
in the following sections.

To address these challenges, we propose a trustworthy, hybrid neuro-symbolic agent architecture
for automated CAD-to-RAPID programming. Neuro-symbolic artificial intelligence [8] advocates the
synthesis of neural learning capabilities (for pattern recognition and semantics) with symbolic logic
(for deterministic rule execution and safety constraints). This combination is especially relevant in
safety-critical environments, where errors translate into physical risk [9, 10].

To operationalize these cognitive layers, we introduce a modular multi-agent pipeline. This framework
breaks down the recipe generation pipeline into five cooperating modules: Metadata Identifier, Batch
Comparator, RAG-Retrieval Module, Validation/Adequacy Module, and Scratch Reasoning & Generator
Module. This pipelined approach ensures that new recipes are computationally synthesized through a
series of evaluated, verifiable steps.

Through this architectural blueprint, illustrated by three diagrams (the general architecture in Figure 2,
the multi-agent interaction in Figure 3, and the decision flow in Figure 4), we present a viable pathway
toward reliable and explainable generative engineering in automated manufacturing.

Specifically, the proposed agent combines two complementary components:



1) EXAMPLE DWG FILE (PNG REPRESENTATION)
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2) DRAWING COMMENTARY

The drawing represents a flanged bushing component
intended to be produced on an automated reaming cell.
« Overall length: 85 mm
= Main body diameter: @40 h6
« Through bore (precision): @25 H7
= Counterbore / step bore (precision): @30 H7, depth 20 mm
= Flange on one side with 8 through holes 26.6
equally spaced on a @48 bolt circle
« Chamfers: 1 x 45° (right outer edge), 2 x 45° (left edge)
« Surface finish: Ra 1.6 on precision bore,
Ra 3.2 general
« Material: AISI 1045 steel

The part is typically produced from bar stock on a CNC lathe

or turning center equipped with an automated reaming head.
Recipe parameters must ensure dimensional accuracy, roundness,
and surface finish of the reamed features.

3) CORRESPONDING RECIPE (EXAMPLE)
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Figure 1: lllustrative example of the automatic generation of an industrial recipe from a DWG drawing, including
geometric interpretation, contextualization, recipe synthesis, and execution.

1. Symbolic/Deterministic Extraction: A geometric calculation pipeline that parses CAD files
into a canonical payload, guaranteeing that the mathematical foundation of the robotic paths
remains strictly exact and safe.

2. Neural/Semantic Reasoning: A locally hosted LLM (e.g., Qwen2.5 served through Ollama)
acting strictly at the “edges” of the process to resolve nomenclature ambiguities and map com-
plex features (e.g., using a machine_map.yaml configuration) without exposing data off-site,
consistently with emerging Edge Al paradigms for privacy-preserving inference [11, 12].

The proposed system is organized as a three-layer architecture composed of (i) a Large Language
Model (LLM) layer, (ii) a Retrieval-Augmented Generation (RAG) layer, and (iii) a Knowledge Graph
(KGraph) layer. The overall objective of this architecture is to support the generation of industrial recipes,
intended as structured parameter sets for automation systems (e.g., PLC and CNC configurations), by
combining data-driven reasoning with structured domain knowledge and contextual awareness.

At the foundational level, the LLM constitutes the core reasoning engine of the system. It provides
natural language understanding, abstraction, and generative capabilities, enabling the interpretation of
user queries and the formulation of candidate solutions. All agentic reasoning activities are grounded in
this component, which is responsible for synthesizing information and producing intermediate and final
outputs. However, while the LLM offers strong generalization and inference capabilities, it operates
without intrinsic domain constraints, thus requiring complementary mechanisms to ensure contextual
grounding and correctness.

The second layer implements a Retrieval-Augmented Generation (RAG) framework, whose primary
role is to enhance the LLM with domain-specific knowledge. This layer is built on a curated dataset
consisting of paired representations of engineering drawings and corresponding recipes, thereby
establishing a mapping between geometric or structural information and parameter configurations.
Due to industrial confidentiality constraints, the dataset cannot be publicly released. However, the
pipeline structure, module interactions, and evaluation criteria are fully described to ensure conceptual



reproducibility.

During inference, the RAG module retrieves relevant instances and contextual information, which are
injected into the generative process to guide and constrain the LLM outputs. In addition, the RAG layer
integrates a reasoning-chain component based on generative code technologies (e.g., program-aided
reasoning and code-generation tools). This mechanism enables the decomposition of complex tasks
into structured intermediate steps, improving both the interpretability and reliability of the reasoning
process.

The third layer, the Knowledge Graph (KGraph), provides a formal and structured representation
of domain knowledge. It encodes entities, relationships, constraints, and semantic roles relevant to
the application domain, thereby supporting higher-level reasoning tasks such as classification, entity
linking, ambiguity resolution, and consistency checking. Beyond serving as a passive knowledge
repository, the KGraph plays an active role in decision-making by enforcing domain-specific rules
and validating the coherence of generated outputs. Furthermore, it interacts bidirectionally with both
the RAG and LLM layers, enriching the reasoning process with structured semantic information and
enabling the alignment of generated content with domain ontologies.

From an operational perspective, when an agent is tasked with generating a recipe, the system
performs a multi-stage synthesis process that leverages all three layers in a coordinated manner. The
LLM generates candidate parameter configurations based on the input query and its internal reasoning
capabilities. Simultaneously, the RAG layer retrieves relevant contextual knowledge and injects it into
the generation pipeline, while also orchestrating reasoning chains to structure the inference process. The
KGraph layer subsequently contributes to classification, identification, and validation tasks, ensuring
that the generated outputs satisfy domain constraints and exhibit semantic consistency. This integrated,
agentic workflow results in context-aware, validated, and interpretable recipes, combining the flexibility
of generative models with the rigor of structured knowledge representations [13].

The cornerstone of this architecture is the Trustworthy Quality Gate, a deterministic validation
module, hereafter referred to as the “Quality Gate”. Rather than allowing the LLM to directly emit
control actions [14], the Quality Gate acts as an algorithmic decision boundary. It evaluates the semantic
proposals against verifiable spatial data: if all constraints are satisfied and the confidence threshold
is met, the system proceeds autonomously (OK). If a constraint violation or insufficient confidence is
detected, the pipeline first attempts a bounded retry; if the issue persists, the agent assumes a HOLD
state and generates an explainable diagnostic report for operator intervention (Human-in-the-Loop).

This paper outlines the conceptual design of this agent and demonstrates how separating geometric
rigor from semantic flexibility offers a reproducible blueprint for reliable Al in Industry 5.0. While
the introductory example uses DWG as a common CAD representation, the pilot implementation
operates on RSPAG archives (RobotStudio Pack&Go, a proprietary industrial archive format containing
structured geometric and metadata information), here considered as equivalent structured engineering
inputs.

The remainder of this paper is structured as follows. Section 2 reviews the relevant background
on LLM-based robotic programming, trustworthy Al in Industry 5.0, and neuro-symbolic approaches.
Section 3 introduces the proposed layered cognitive architecture, detailing the interaction between the
LLM, RAG, and Knowledge Graph components. Section 4 presents the modular multi-agent workflow,
describing the sequential orchestration of the system modules and the role of the Quality Gate. Section 5
reports the experimental case study and the baseline comparison with a pure LLM approach. Section 6
discusses the main results, including the trade-off between latency, syntactic validity, and geometric
safety. Finally, Section 7 concludes the paper and outlines directions for future work.

2. Background and Related Work

The proposed hybrid architecture lies at the intersection of Large Language Models (LLMs) for embodied
control, Trustworthy Al in Industry 5.0, and neuro-symbolic reasoning frameworks. We first review
LLM-based code generation; we then discuss LLMs in robotic programming and the related privacy



constraints, Trustworthy Al in Industry 5.0, and finally neuro-symbolic agent architectures, in light of
recent developments in LLM-based agentic systems [3, 15].

2.1. LLMs for Code Synthesis and Domain-Specific Generation

Large Language Models have recently reshaped the field of program synthesis by enabling the genera-
tion of executable code from natural-language specifications. Early systems such as Codex demonstrated
that transformer models fine-tuned on source code can synthesize functionally correct programs from
docstrings, introducing benchmarks such as HumanEval to evaluate code generation through execution-
based correctness rather than surface-level similarity [16]. Subsequent work extended this paradigm
toward more complex programming tasks. AlphaCode showed that large-scale sampling, filtering, and
ranking can achieve competitive performance on programming-contest problems [17], while CodeGen
introduced open large language models for multi-turn program synthesis, emphasizing the importance
of decomposing programming tasks into sequential conversational steps [18]. More recent code-oriented
models, such as CodeT5+, further highlight the relevance of specialized pretraining objectives and archi-
tectures for code understanding and generation across multiple downstream tasks [19]. Comprehensive
surveys confirm that LLM-based code generation has become a mature research area, covering model
architectures, training corpora, evaluation protocols, and practical limitations [20].

The problem addressed in this paper is related to this literature because manufacturing recipe
generation can be interpreted as a form of domain-specific code synthesis: the system must transform
an engineering specification into a structured, executable artifact. In this sense, the task is simpler
than general-purpose software synthesis, since the output space is constrained by industrial schemas,
machine parameters, and admissible transformation rules. Unlike open-ended programming, the
generated recipe is not expected to implement arbitrary algorithms, but to instantiate a bounded family
of manufacturing procedures.

At the same time, the task is more demanding than conventional code synthesis in several respects.
First, correctness cannot be assessed only through syntactic validity or unit tests; it must also satisfy
geometric, physical, and operational constraints imposed by the manufacturing environment. Second,
the input is not merely a textual requirement, but a heterogeneous engineering artifact composed of CAD
geometry, metadata, tolerances, historical recipes, and machine-specific constraints. Third, hallucinated
outputs are not simply software bugs, but may correspond to unsafe or infeasible production actions.
For this reason, our work departs from purely neural code generation and adopts a neuro-symbolic
architecture in which LLM-based synthesis is constrained by retrieval, knowledge-graph grounding,
and deterministic validation.

2.2. LLMs in Robotic Programming and Privacy Constraints

The advent of LLMs has significantly impacted automated code generation. Recent literature explores
the application of these models to robotics, demonstrating their ability to translate high-level semantics
into executable control policies [21]. Microsoft’s research on applying foundation models to robotics [2]
highlights the potential of LLMs to generate complex routines when appropriately constrained by
specialized APIs.

However, the overwhelming majority of these approaches rely on cloud-hosted foundation models
accessed via third-party APIs. In the context of industrial automation, this represents a critical vulnera-
bility. Exposing proprietary Computer-Aided Design (CAD) metadata, nomenclature, and plant-specific
mapping rules (e.g., machine _map.yaml configurations) to external servers violates stringent corpo-
rate intellectual property (IP) policies. Consequently, there is an urgent need for Edge Al architectures,
such as locally hosted models like Qwen2.5 [22] served via the Ollama framework [23], that can perform
semantic reasoning without data exfiltration.



2.3. Trustworthy Al in Industry 5.0

Industry 5.0 shifts the focus from pure automation to human-centric, resilient, and sustainable manu-
facturing, heavily emphasizing the concept of Trustworthy AL When generative models are applied
to physical systems, the tolerance for “hallucinations” (plausible but factually incorrect outputs, a
well-documented limitation of large language models [24]) drops to zero. A hallucinated coordinate or
misclassified part feature can result in catastrophic hardware collisions.

To mitigate this, approaches like SayCan [14] have proposed “grounding” language model outputs
in robotic affordances, effectively filtering what the Al wants to do through the lens of what the
robot can safely do. While robust, these methods still largely treat the control loop as a unified
neural or probabilistic problem. Our work extends this philosophy to the industrial CAD-to-RAPID
pipeline by introducing a deterministic Quality Gate that acts as an absolute safeguard, preventing
any probabilistically generated output from reaching the robotic controller without mathematical
verification.

2.4. Neuro-Symbolic Agent Architectures

The necessity of combining statistically driven neural reasoning with rigid logic has led to the resurgence
of Neuro-Symbolic Al often referred to as the “Third Wave” of Artificial Intelligence [8]. Neuro-symbolic
systems aim to retain the semantic flexibility of neural networks while inheriting the explainability and
verifiability of symbolic logic.

In the domain of robotic path generation, extracting geometries from formats like RSPAG requires
absolute deterministic precision (the symbolic component). Conversely, resolving the inherent ambigui-
ties in human-defined CAD naming conventions requires cognitive flexibility (the neural component).
Existing literature acknowledges the theoretical power of hybrid architectures, but practical, production-
ready blueprints for industrial manufacturing remain scarce. By explicitly isolating the .NET-based
geometric extraction pipeline from the LLM-based semantic mapping module, our proposed agent
provides a measurable, explainable, and inherently safe implementation of a neuro-symbolic system
tailored for reliable industrial operations.

3. Proposed Architecture: A Layered Cognitive Framework

The proposed system adopts a layered cognitive architecture designed to balance semantic flexibility with
deterministic industrial reasoning. A core innovation of this paradigm is complementing deterministic
geometric extraction with a hybrid Al integration for the synthesis of actionable recipes. To ensure
awareness in decision-making and robustness in reasoning, the architecture is structured into three
distinct layers, as illustrated in the general architecture diagram (Figure 2): (1) Large Language Model
(LLM), (2) Retrieval-Augmented Generation (RAG), and (3) Knowledge Graph (KGraph).

Layer 2

Layer 1 Layer 3

Large Language Retrieval-Augmented Knowledge Graph
Model (LLM) Semantic Generation (RAG) Contextual (KGraph) Deterministic
Parsing Memory Grounding

Validated
Recipe
Synthesis

Structural Ontology
& Awareness

Historical Drawings
& Recipes

Semantic Reasoning
& Generation

Figure 2: High-level architectural flow depicting the interplay of the LLM, RAG, and KGraph layers to synthesize
recipes from input drawings.

3.1. Layer 1: Large Language Model (LLM)

The foundational computational layer relies on an edge-deployed LLM (e.g., Qwen2.5 [22] via the
Ollama framework [23]). By operating locally, this layer prevents sensitive proprietary layouts from



being externalized, meeting the strict confidentiality requirements of industrial settings. The primary
role of the LLM is to conduct generalized semantic reasoning activities, parsing unstructured terms on
engineering drawings. The LLM acts not as an unrestrained controller but as an interpretative processor
operating on prompts strictly structured by the subsequent layers.

3.2. Layer 2: Retrieval-Augmented Generation (RAG)

While an LLM provides generalized reasoning, specific operational knowledge is maintained via the
RAG layer. The RAG component is built on a dataset of paired drawings and recipes and provides
explicit contextual memory that the LLM accesses during query resolution. Furthermore, it is equipped
with an integrated reasoning-chain component, based on generative code technologies and inspired by
program-aided reasoning frameworks [25, 26], designed to analyze past recipe construction logic.

3.3. Layer 3: Knowledge Graph (KGraph)

To prevent hallucinations and guarantee deterministic decision bounds, the third layer introduces a
structural Knowledge Graph. Rather than adopting a heavy, rigid OWL/RDF ontology, our current
implementation uses a lightweight property graph structured via flat mapping configurations (e.g.,
machine_map.yaml). Drawing from Graph RAG approaches [27], the KGraph enforces awareness
over the agent’s decision-making capabilities by acting as a deterministic look-up classification engine.
For versioning, when new transformation mechanics are produced by the Scratch Generator, they
are deterministically appended as new entity keys mapped to the reference workspace, maintaining a
monotonic historical record of verified semantics without risking overwrites of established nodes.

4. Modular Multi-Agent Orchestration Workflow

Building upon the three-layered architecture, the operational execution is orchestrated through a modu-
lar multi-agent intelligent system. It is critical to clarify that, within the rigorous constraints of Industry
5.0, deploying a classical Multi-Agent System (MAS) characterized by emergent, decentralized negotia-
tions (e.g., FIPA/ACL) introduces unacceptable degrees of non-determinism. Instead, we architected this
system as a Sequential Agentic Workflow [28], a structured pipeline in which agents operate sequentially
over a shared state rather than through decentralized interaction. In this MAS subset, highly specialized
conversational agents (the modules) do not interact through open dialogue, but through a strictly typed
shared state dictionary (PipelineGraphState) used to store and propagate intermediate data across
modules. The workflow is governed by a centralized state-graph orchestrator (LangGraph [29]), and the
agents collaborate through tightly controlled LLM dialectics [30]. This configuration sacrifices purist
agent autonomy in favor of deterministic safeguards, ensuring that the agents’ reasoning capabilities
remain contained within physical factory constraints. To detail the payload exchanges, the interaction
logic is mapped via a sequence diagram in Figure 3, outlining the sequential pipeline and message
passing between the five modules.

4.1. Module 1: Metadata Identifier

This initial module parses incoming manufacturing drawings to identify the macro-class and intrinsic
characteristics based on embedded metadata. It normalizes unstructured data into classifiable objects
that can be deterministically routed through the remaining layers. A critical vulnerability at this stage
is LLM misclassification (e.g., classifying a clamping fixture as a welding torch). Such errors corrupt the
state, passing an incorrect macro_class payload downstream.

4.2. Module 2: Batch Comparator

Operating sequentially after classification, this module verifies the requested production batch against
existing repositories. It determines whether the newly required batch can be interpolated from similar
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Figure 3: Sequence diagram illustrating the message exchange, payload routing, and decision bifurcation across
the five agentic modules.

processes already documented in the private on-premise repository, or whether an entirely new recipe
must be generated from scratch.

4.3. Module 3: RAG-Retrieval Module

This component is responsible for querying the knowledge repository. It retrieves all existing drawings
and associated historical recipes in the private on-premise repository that match the geometric class
identified by the Metadata Identifier. The output is a filtered subset of historical data exclusively relevant
to the current engineering context.

4.4. Module 4: Validation and Adequacy Module

This strategic decision node evaluates the batch compiled by the Retrieval Module. It computes
whether the accumulated historical data is robust enough to generate the new recipe via standard



transformations. Crucially, this module serves as a deterministic Quality Gate to contain upstream
failures. If the RAG-Retrieval Module fetched incorrect context due to a Module 1 misclassification, the
resulting spatial calculations will violate the hard physical reach limits defined in the KGraph. This
module deterministically detects these anomalies, blocks execution, and forces a retry loop back to
Module 1; if the violation persists after a bounded number of retries, the pipeline enters the HOLD
state and issues a diagnostic report for operator intervention. In this way, neural hallucinations cannot
propagate to the robotic controller. As highlighted in the decision flow diagram (Figure 4), if the data
are deemed adequate and physically safe, the module synthesizes the novel recipe autonomously using
verified prior transformation maps.
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Figure 4: Pipeline decision flow outlining how input drawings are evaluated for historical adequacy versus
scratch generation requirements.

4.5. Module 5: Scratch Reasoning and Generator Module

Should the Validation module determine that the pre-existing dataset is insufficient to formulate
conservative standard transformations, the pipeline shifts execution to the Scratch Reasoning layer.
Using the base LLM, this generative module computes a new recipe from scratch by evaluating a single
novel drawing against the insufficient batch baseline. The central directive of this module is to compute
and formally register new transformation mechanics, expanding the KGraph and RAG history for future
pipeline queries.



5. Experimental Case Study: Assembly and Molding Automation

To validate the conceptual architecture, we deployed a qualitative pilot implementation focused on the
extraction of distinct robotic components (abstracted here as “Small-Scale Assemblies” and “Large-Scale
Molds” to maintain industrial confidentiality). It must be emphasized that this proof of concept aims
strictly to validate the syntactic reliability and architectural feasibility of the neuro-symbolic pipeline
versus traditional pure generative approaches. The pilot dataset comprised a micro-batch of four
complex industrial archives incorporating multi-feature geometries (e.g., standard Tool Center Points
and mold origins). The pipeline orchestrates an offline .NET microservice extractor and a Python-based
LangGraph state machine [29] to safely generate ABB robotic outputs.

For clarity and relevance, the following case study focuses only on the subset of modules that were
effectively activated during the pilot execution. While the full architecture comprises five modules,
certain components (namely the Batch Comparator and the Scratch Reasoning and Generator Module)
were not triggered in this specific scenario, as the available historical data were deemed sufficient for
standard transformation. Consequently, the discussion below emphasizes the operational stages that
were concretely exercised, without loss of generality with respect to the overall system design.

1. Data Extraction (Module 1). An input industrial archive from the pilot corpus, pseudonymized
here as SimArchive_Alpha.rspag, is ingested. The deterministic extractor parses the proprietary
format, outputting an agnostic JSON payload exposing physical traits without LLM hallucination risk.
For example, a metadata snippet identifies an object via its physical features and naming semantics:

"part_name": "GRIPPER_ASSY",
"aliases": ["PINZA", "GRIPPER"],
"position_xyz": [120.0, 30.0, 410.0]

2. Semantic Anchoring (Module 3). A local LLM (e.g., Qwen2.5 [22]) evaluates the aliases against
the predefined KGraph (structured via machine_map . yaml), resolving human naming ambiguities by
identifying "PINZA" as the standard Tool Center Point (TCP).

3. Quality Gate Validation (Module 4). The pipeline routes the resolved context through the Quality
Gate. Using deterministic numeric libraries, the relevant mathematical relationships (e.g., Euclidean
distances, vector orientations) are calculated. If the spatial relationships exceed the expected physical
work-cell boundaries, the graph interrupts the workflow, forcing a retry loop rather than allowing
generation.

4. RAPID Output Generation (Module 4, adequate path). In our pilot run, the historical dataset
was deemed sufficient (the “Adequate” path), hence the system generated the output via standard
transformations without invoking the Scratch Generation pathway (Module 5), which is specified
architecturally but was not activated in the reported pilot run. The generator produced executable
recipe code in RAPID format, aligned with the deterministic bounds imposed by the validation module:

! Generated TCP Coordinates
PERS tooldata tGripper:=[TRUE,[[120.0,30.0,410.0],
(0.0,0.0,0.0,1.011,[1,[0,0,1]1,[1,0,0,0],0,0,0]17;

This proof of concept shows that abstract engineering concepts can be safely translated into functional
robot-ready targets. The validation threshold used in Module 4 was a strict, static Euclidean limit defined
by manufacturing domain experts to reflect the absolute physical reach constraints of the robotic arm.

5.1. Quantitative Baseline Comparison: Pure LLM vs. Neuro-Symbolic Agent

To quantify the advantage of the proposed architecture, we conducted a comparative analysis against
a baseline approach using a pure Large Language Model (Qwen2.5 3B operating in zero-shot mode).
The baseline model was prompted to directly translate the extracted JSON metadata into RAPID code
without the scaffolding of the Knowledge Graph or the Validation Quality Gate.



The evaluation focused on three primary metrics: processing latency, syntactic validity of the
RAPID code, and deterministic geometric safety. Latency is measured as the end-to-end inference time.
Syntactic validity refers to compliance with RAPID syntax, while geometric safety is defined as the
absence of coordinates violating predefined workspace constraints, i.e., the absence of out-of-bounds or
collision-risk trajectories, such as negative Z-axis coordinates.

While the pure LLM baseline showed lower latency due to its single-pass inference mechanism
(average 2.15 seconds versus the pipeline’s 3.82 seconds), it exhibited critical vulnerabilities. The
unconstrained LLM failed to reliably format the proprietary wobjdata and robtarget structures. More
critically, the baseline generated spatially hallucinated coordinates that violated physical constraints
(Z < 0), rendering the output undeployable. In contrast, the neuro-symbolic pipeline achieved 100%
geometric safety within the pilot set. The deterministic constraints enforced by the Quality Gate
(Module 4) intercepted probabilistically hallucinated trajectories, ensuring that only physically validated
and syntactically valid robotic routines were synthesized. Although limited to the pilot set, this
comparison indicates that standalone generative models lack the safety guarantees required in Industry
5.0 settings, whereas the proposed framework enforces them by construction.

6. Results and Discussion

The novelty of this work lies in the explicit integration of a deterministic Quality Gate within a multi-
layer neuro-symbolic architecture, enabling the enforcement of physical constraints over generative
outputs in industrial settings.

The pilot implementation provides preliminary evidence that the proposed neuro-symbolic architec-
ture can improve the reliability of LLM-assisted recipe generation in safety-sensitive manufacturing
contexts. Although the experimental setting is intentionally limited to a micro-batch of four confidential
industrial archives, the comparison with a pure LLM baseline highlights a clear trade-off between
execution speed and operational safety.

Table 1 summarizes the main observed outcomes. The pure LLM baseline achieved lower latency
because it relied on a single-pass generation process. However, this advantage was obtained at the cost
of reduced reliability: the model produced syntactic inconsistencies in RAPID structures and generated
at least one spatially invalid trajectory, including coordinates outside the admissible workspace. By
contrast, the proposed neuro-symbolic pipeline introduced additional processing overhead due to
metadata extraction, KGraph grounding, RAG-based contextualization, and Quality Gate validation.
Nevertheless, this overhead remained modest and was associated with complete syntactic validity and
geometric safety in the pilot evaluation.

Table 1
Summary of pilot results comparing a pure LLM baseline with the proposed neuro-symbolic pipeline.
Evaluation Criterion Pure LLM Baseline Neuro-Symbolic Pipeline
Average processing latency 215s 3.82s
Syntactic RAPID validity Not consistently satisfied Fully satisfied in the pilot set
Geometric safety Violations observed 100% safe in the pilot set
Out-of-bounds trajectories Present, including Z < 0 cases Not observed
Use of historical context None RAG-supported retrieval
Use of explicit constraints None KGraph and Quality Gate valida-
tion
Privacy-preserving execution Local model possible Local and structurally constrained
Human intervention policy Not explicit Triggered under uncertainty or vi-
olation

These results suggest that the central contribution of the proposed framework is not merely improved
code generation, but controlled generation. In conventional software synthesis, an incorrect output
can often be detected through compilation errors or unit tests. In industrial manufacturing, however,



syntactically valid code may still be physically unsafe. This distinction motivates the introduction of the
Quality Gate as a deterministic boundary between probabilistic reasoning and executable production
logic.

The observed latency increase from 2.15 to 3.82 seconds appears acceptable in the considered scenario,
since recipe generation is not a hard real-time control task but an upstream planning activity. More
importantly, the additional time is used to enforce validation steps that directly reduce deployment
risk. In this sense, the proposed architecture privileges verifiability over raw generation speed, which is
consistent with the requirements of trustworthy Al in Industry 5.0.

A further relevant aspect concerns explainability. The sequential organization of the pipeline makes
it possible to identify where a failure occurs: metadata misclassification, insufficient historical context,
violation of spatial constraints, or need for scratch generation. This modularity is beneficial for human-
in-the-loop supervision, since operators can inspect intermediate states rather than receiving only an
opaque generated output.

The main limitation of the current results is the restricted size and confidentiality of the pilot dataset.
The evaluation should therefore be interpreted as an architectural feasibility study rather than as a
statistically generalizable benchmark. Future experiments will require a larger and more diverse set of
CAD/RSPAG inputs, systematic stress testing of misclassification scenarios, and quantitative analysis of
the Quality Gate thresholds under different machine configurations. Nevertheless, the pilot evidence
supports the core hypothesis of this work: LLMs can be useful in industrial recipe synthesis when their
generative flexibility is embedded within retrieval mechanisms, symbolic constraints, and deterministic
validation procedures.

7. Conclusion and Future Work

The integration of Large Language Models into industrial recipe generation offers a promising op-
portunity to bridge engineering abstraction and executable manufacturing knowledge. However, the
results discussed in this paper indicate that pure generative approaches remain insufficient for factory
environments, where syntactic correctness alone does not guarantee physical feasibility or operational
safety. In this work, we proposed a hybrid neuro-symbolic framework for autonomous recipe synthesis,
combining local LLM reasoning, retrieval-augmented contextualization, and Knowledge Graph-based
constraint enforcement within a modular five-stage agentic workflow.

The current study is also subject to several limitations. The evaluation is restricted to a small and
confidential dataset, and the system has not yet been validated under large-scale industrial variability.
Furthermore, the Scratch Generation pathway has not been empirically assessed in this work.

The main contribution of the paper is the definition of an architecture in which generative flexibility
is deliberately bounded by deterministic verification. Rather than treating the LLM as an autonomous
controller, the proposed framework assigns it a constrained semantic role, while geometric reasoning,
historical adequacy assessment, and execution validity remain governed by symbolic and traceable
mechanisms. The preliminary case study suggests that this separation is essential for trustworthy
industrial Al: the additional latency introduced by validation is compensated by stronger guarantees in
terms of syntactic validity, geometric safety, and explainability.

Future work will proceed along three complementary development directions.

First, the immediate priority is the direct implementation and stress testing of the proposed archi-
tecture on real-world industrial data. This step will involve large-scale validation on heterogeneous
CAD/RSPAG archives, different robot configurations, diverse machine classes, and production recipes
with varying degrees of geometric and semantic complexity. Particular attention will be devoted to
failure-mode analysis, including metadata misclassification, retrieval mismatch, borderline geometric
violations, and insufficient historical coverage. The Validation and Adequacy Module will be empirically
calibrated using real operational thresholds, safety margins, and expert-defined constraints, enabling a
rigorous comparison with both human programming workflows and pure LLM baselines.

Second, the architecture will be extended toward closed-loop simulation and digital-twin-based self-



verification. Digital twins are increasingly recognized as a central mechanism for connecting physical
manufacturing systems with virtual simulation, monitoring, and optimization environments [13, 31].
Recent research has also explored the integration of LLMs with digital twins for more interpretable
and adaptive industrial reasoning [32, 33]. In this direction, the generated recipe will not be considered
complete after symbolic validation alone, but will be executed in a simulation environment before
deployment. Such a loop would enable collision checking, reachability analysis, cycle-time estimation,
tool-path inspection, and process feasibility testing. The resulting feedback could then be reinjected
into the RAG and KGraph layers, allowing the system to refine candidate recipes before they reach the
physical production line. This would transform the proposed framework from a validated generator
into a simulation-aware cyber-physical reasoning system.

Third, future research will investigate continual industrial memory through adaptive Knowledge
Graph and RAG evolution. Instead of treating the knowledge base as a static repository, successful
recipes, rejected generations, operator corrections, and simulation failures can be progressively encoded
as versioned industrial experience. This direction is aligned with recent work on industrial Knowledge
Graphs and their role in smart manufacturing [6, 7]. A long-term objective is to associate transformation
rules, machine constraints, and recipe families with confidence scores, temporal validity, and provenance
metadata. In this way, the system could gradually capture tacit engineering knowledge, distinguish
stable manufacturing principles from context-dependent heuristics, and support safer forms of continual
adaptation. Such an extension would make the architecture not only a recipe synthesis pipeline, but
also a corporate memory layer for trustworthy and evolving industrial intelligence.

Overall, the proposed framework represents an initial step toward reliable neuro-symbolic agents for
Industry 5.0 manufacturing. Its broader ambition is to enable generative Al systems that are not merely
capable of producing industrial code, but are also able to justify, verify, simulate, and progressively
improve their outputs under explicit safety and traceability constraints.
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