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Abstract

Climate variability and the increasing frequency of environmental shocks highlight the fragility of conventional
agricultural and environmental monitoring systems, which typically depend on static thresholds and single-point
decision logic. A Resilient Multi-Agent System (R-MAS) architecture is proposed, combining classical Belief—
Desire-Intention agents, predictive components powered by Agentic Al, and a human-in-the-loop oversight
layer to enable continuous adaptation under uncertainty. The architecture is structured around a four-phase
Resilience Loop (Monitor-Detect-Adapt-Learn), designed to identify drift, plan recovery actions, and update agent
policies after each shock. A trust and explainability mechanism is integrated to generate post-hoc, agent-level
justifications for actions and to support human override. The system is evaluated in a simulated smart-agriculture
scenario exposed to four categories of shock, drought, heatwave, sensor failure, and supply disruption and
compared with both a static rule-based baseline and a purely reactive multi-agent baseline. Results indicate that
the R-MAS reduces recovery time by a factor of 2-3.5, maintains water-use efficiency above 0.65 during a 15-day
drought event (compared to a drop below 0.40 for the static baseline), and, with simulated operator profiles,
raises user trust scores by 35-40 percentage points when explainability and human override are enabled. In
the absence of an experimental evaluation involving real users, the observed increase in trust scores cannot be
regarded as a field-validated measure; rather, it should be interpreted solely as an estimate of the potential impact
resulting from the integration of explainability mechanisms and human intervention capabilities. Implications
for trustworthy environmental Al are discussed, along with limitations and ethical considerations related to the
deployment of autonomous agents in socio-ecological contexts.
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1. Introduction

Environmental and agricultural systems are facing increasing pressure due to climate change. The
Sixth Assessment Report of the Intergovernmental Panel on Climate Change highlights an increase in
both the frequency and intensity of extreme events, such as heatwaves, droughts, floods and supply
chain disruptions, which have knock-on effects on food, water and energy [1]. At the same time, the
rapid digitalisation of agriculture and environmental monitoring has led to a vast amount of real-time
data from soil sensors, weather stations, satellite imagery and connected machinery [2, 3]. Despite
this abundance of data, many decision-support tools still rely on fixed rules and simple models, which
perform poorly when conditions change or when certain sensors fail.

In this context, Multi-Agent Systems (MAS) represent a natural way to manage distributed and com-
plex systems. The idea is to represent each component, whether physical or logical, as an autonomous
agent, capable of making decisions and communicating with others [4, 5]. In recent years, advances in
language models and agentic Al have made these agents even more powerful, enabling them to reason
even with incomplete information, plan actions and explain their decisions in natural language [6, 7, 8].
However, these two lines of research, taken individually, are insufficient for real-world and critical ap-
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plications. Traditional MAS are inflexible in anticipating unforeseen events, whilst Al-based approaches
often lack a clear structure, reliable coordination mechanisms and an explicit model of resilience.

In this work, we propose a resilient multi-agent system (R-MAS) for environmental monitoring
and adaptation to climate change. The system consists of several agents with distinct roles, which
collaborate to observe the environment, make decisions and adapt over time. Its operation is based on a
continuous cycle that allows the system to monitor the situation, identify potential problems, react
and learn from experience. Furthermore, particular attention is paid to transparency and trust: every
decision is accompanied by an explanation, and the user can always intervene and modify the proposed
actions.

The main contributions of this work are as follows. Firstly, we propose a multi-agent architecture
designed to be resilient, in which the various tasks (reaction, prediction and decision-making) are
separated and assigned to specific agents. Secondly, we introduce a resilience model that allows the
system to adapt continuously to unforeseen events. Thirdly, we integrate a mechanism for human
explanation and control, which makes the system more transparent and reliable. Finally, we evaluate the
system in various simulated scenarios, demonstrating significant improvements in terms of efficiency,
adaptation speed, stability and user trust.

The main contribution of this work is not the cyclical control structure itself—which is already widely
used in multi-agent systems—but the way in which it is integrated with three key elements. The first is
a quantitative, time-dependent resilience metric (Eq. 2), which allows for the objective measurement
of the system’s ability to recover following a shock. The second is a learning-based adaptation phase,
implemented using cooperative Multi-Agent Reinforcement Learning (MARL) techniques, which allow
agents to improve their strategies over time. The third is a mechanism for explainability and human
supervision at the individual agent level, the contribution of which is analyzed separately via an ablation
study presented in (Section 4). It is important to note that the evaluation was conducted entirely in a
simulated environment, using simulated operator profiles. Consequently, the results obtained allow us
to assess the effectiveness of the proposed mechanisms and their interactions, but cannot be considered a
demonstration of the system’s performance in real-world contexts. Field validation therefore represents
an important direction for future work.

Overall, this work demonstrates how the combination of intelligent agents, adaptability and human
supervision can lead to systems that are more robust, reliable and better equipped to tackle current
environmental challenges.

2. Related Work

Multi-Agent Systems (MAS) have been used for many years to model distributed decision-making
processes, particularly in environmental and agricultural contexts, where various elements must interact
with one another. Early studies introduced the Belief-Desire-Intention (BDI) paradigm [9], which
remains an important foundation for the construction of autonomous agents [10, 11]. In these contexts,
MAS have been applied to problems such as irrigation management, pest control and supply chain
coordination [2, 3]. However, many of these approaches assume relatively stable environments and
focus on reactive behaviours, without explicitly considering the ability to adapt to sudden changes or
system failures.

In recent years, advances in language models (LLMs) [12], transformer architecture [13] and agentic
Al have enabled the development of more advanced agents, capable of reasoning with incomplete
information, planning actions, utilising external tools, and explaining their decisions in natural language
(6, 8]. Techniques such as retrieval-augmented generation also allow for the integration of up-to-date
external data, such as weather forecasts or sensor data [14]. Despite this potential, many of these
systems are tested in controlled environments and do not fully address the requirements of critical
applications, where robustness, coordination and transparency are essential.

In parallel, Multi-Agent Reinforcement Learning (MARL) has been proposed as a way to enable agents
to learn coordinated behaviours. These methods have been successfully applied in sectors such as traffic



and energy [15, 16]. However, systems based solely on learning may struggle in highly uncertain or
dynamic environments, particularly when data is limited or unexpected events occur. For this reason,
hybrid approaches combining machine learning and predefined rules are emerging.

Another important concept is that of resilience, which originated in ecological studies and refers to a
system’s ability to continue functioning even in the presence of disturbances [17]. This concept has also
been extended to socio-ecological and technological systems, where it is often measured by the ability to
recover quickly following a shock [18, 19]. Henry and Ramirez-Marquez [20] proposed a quantitative
time-dependent resilience metric for engineered systems. We adopt this formulation, rather than a
steady-state or return-to-equilibrium definition, precisely because it is time-dependent: it captures the
depth of the post-shock drop, the speed of recovery and any overshoot in a single normalized quantity,
which matches our goal of comparing how quickly competing policies restore function after a shock.
We instantiate its performance function ¢ as water-use efficiency (yield per cubic metre of water), the
quantity most directly degraded by the shocks we study; the metric is agnostic to this choice and any
other scalar performance signal could be substituted. Despite its importance, resilience is still rarely
considered a central element in the design of MAS.

Finally, in recent years there has been growing attention towards trustworthy AL i.e. artificial
intelligence systems that are transparent, robust and under human control [21]. Existing explainability
techniques focus primarily on explaining the decisions of individual models [22, 23]. However, in
multi-agent systems, decisions depend on the interaction between multiple components, making it
necessary to provide explanations at the level of agent behaviour and their interactions [24].

Beyond single-model explainability, a growing body of work pursues trustworthiness at the level of
the learning process itself, for example through federated and privacy-preserving paradigms [25, 26]
and through mechanisms for reliability and the right to remove data such as federated unlearning [27].

Our work fits into this context, combining MAS, agentic Al and resilience within a single framework.
In particular, we propose a system that integrates adaptive capabilities, explicit resilience mechanisms
and explanations at the agent level, with the aim of supporting reliable operation in dynamic and
complex environments [28, 29] .

3. Methodology

3.1. Problem Definition

Consider a system that must manage an environment (e.g. an agricultural one) over time. The operation
is divided into discrete steps, from ¢ = 1 up to T". At each step, the system observes the state of the
environment and must decide what to do. In particular, at every instant the system receives three types
of information:

« data from sensors o, € R", such as soil moisture, temperature or CO9 concentration;
« the climatic context c;, for example weather forecasts, season or geographical location;
« the state of the actuators u; € U, such as valve openings or ventilation settings.

Based on this information, the system must choose an action a; € A. This decision will influence the
state of the environment at the next step. However, the behaviour of the environment is not entirely
predictable and is described probabilistically by the function:

P(oty1 | 0,24, ¢)

In other words, we cannot know for certain what will happen after an action, but only estimate it.
The problem becomes even more difficult because we must manage different types of uncertainty:

« Aleatoric uncertainty: due to natural variability, such as changes in the weather.
« Epistemic uncertainty: linked to incomplete knowledge of the system, for example soil or crop
parameters that are not perfectly known.



« Structural shocks: sudden and rare events, such as droughts, heatwaves, sensor failures or supply
chain issues.

A simple approach based on fixed rules, denoted by 7gtatic, does not work well in this context: it is
unable to predict shocks and struggles to adapt when something goes wrong.

A purely reactive multi-agent system improves the situation, but still has a significant limitation: it
reacts only after the problem has occurred. This means that the damage has often already begun by the
time the system intervenes.

For this reason, we wish to design a more intelligent decision-making policy 7y, parameterised by 6,
which takes multiple objectives into account simultaneously. In particular, we wish to maximise the
following function:

T
J(T['@) =K ZT,: +)\e . Et +A5 . St +A7— Tt (1)
=1 eff. stability trust
performance

This function represents what we wish to achieve from the system:

« 7;: good performance (e.g. high agricultural yield);

+ Ej: efficient use of resources, such as water and energy;
« S;: stability of the system over time;

« 71 € [0, 1]: level of user trust in the system.

The parameters A, A\; and A serve to balance the importance of these objectives.

In addition to this, we also introduce a measure of resilience R (defined in Section 3.4), which allows
us to assess how well the system manages to react and recover after a shock.

In summary, our aim is to design a system that not only functions well under normal conditions, but
is also capable of adapting rapidly when the environment changes or unexpected events occur.

3.2. System Architecture

The proposed architecture consists of five types of agents that communicate with each other via
asynchronous messages, according to the FIPA-ACL standard. Figure 1 provides an overview of the
system and how agents interact with each other and with the environment.

The system is organized into three main levels. The first is the reactive level, which includes the
Sensor and Farm agents. These agents operate in direct contact with the physical environment and
must respond rapidly to changes, for example by reading data from sensors or activating irrigation and
ventilation.

The second is the predictive and decision-making level, which comprises the Climate Agent and the
Coordinator Agent. The former is responsible for generating forecasts and contextual information,
whilst the latter plays a central role: it coordinates the other agents, makes more complex decisions and
provides explanations for the actions taken.

Finally, the third level is that of supervision, which includes the Human Agent. This represents
the human user, who can observe the system’s behaviour, receive explanations and intervene when
necessary, for example by modifying or cancelling certain decisions.

It is useful to make explicit what we treat as an agent and what we treat as a non-agent entity,
following the classical distinction between agents, artifacts and environment adopted in the Agents
& Artifacts meta-model and in BDI platforms [4, 11]. An entity is modelled as an agent only when
it has its own goals, an internal deliberation step and autonomy in deciding whether and how to
act; it is modelled as an artifact when it is a passive, function-providing resource that agents use or
observe but that does not deliberate. Under this criterion the Sensor and Farm components are, strictly
speaking, closer to artifacts: each wraps a physical resource (a sensor or an actuator), exposes a typed
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Figure 1: Resilient Multi-Agent System architecture for environmental monitoring and climate adaptation. Solid
arrows denote standard message flow; dashed arrows denote out-of-band channels (override and explanation);
dotted arrows denote feedback signals about actuator state. The shaded band at the bottom represents the
physical environment in which shocks originate.

interface, and performs only local, non-deliberative processing such as calibration, noise filtering or
safety clamping. We nonetheless realise them as thin reactive agents so that every entity shares the
same (observe,decide, act, learn, explain) interface and can participate uniformly in message
passing and in role re-assignment after a failure. The climate and the farm plot themselves are not
agents but part of the environment in which the deliberative agents (Climate and Coordinator) and
the supervisory Human Agent operate: the Climate Agent is a deliberative agent that predicts the
environment, and is distinct from the climate process it forecasts. This thin-agent realisation of the
reactive layer is an engineering choice that favours uniformity and resilience, and is fully compatible
with an artifact-based reading of sensors and actuators.

The agents communicate with one another by exchanging structured messages (for example, to
inform, request or propose actions). Each message contains not only the information, but also a
confidence value k € [0, 1], which indicates how certain the agent is about what it is communicating,
and an explanation element &, which is used to make the decisions taken understandable.

An important aspect of the architecture is its modularity. All agents follow the same basic structure,
which includes observation, decision-making, action, learning and explanation functions. This makes
the system flexible: it is possible to add new agents, replace them or temporarily deactivate them without
compromising overall operation. This feature is fundamental to ensuring the system’s resilience, for



Table 1
Agent classes and their roles.

Agent Style Input Output Failure mode
Sensor Reactive physical signal readings, ¢ degraded, failed
Farm Reactive action request realised action refuse if unsafe
Climate Predictive exogenous + history  forecast, warning low-confidence
Coordinator  Deliberative  all of the above action, explanation  escalate to human
Human Supervisory  dashboard override / accept latency

example in the event of sensor failures or sudden changes in the environment.

3.3. Agent Design

The system consists of five types of agents, each with a specific role. Together, they work to monitor
the environment, make decisions and adapt to changes.

The Sensor Agent represents a physical or virtual sensor. Its behaviour is simple and responsive:
it reads data and assesses its quality. To do this, it uses basic calibration and a filter to reduce noise.
It outputs not only the measured value but also a quality indicator ¢, which can be ok, degraded or
failed. If the sensor stops working correctly, it reports the problem to the system, which can respond by
reorganising the roles of the other agents.

The Farm Agent is connected to an actuator, such as a valve, a pump or a ventilation system. It
receives commands and executes them, but with one important constraint: it never performs dangerous
actions. For example, it will not open a valve beyond the permitted limits, even if requested. After
performing an action, it informs the system of what it has done and how much energy it has consumed.
This agent is also reactive, but designed to be safe and reliable.

The Climate Agent has a different role: it does not merely react, but seeks to predict what will
happen. It uses historical data and weather forecasts to estimate the future evolution of the climate
context, producing a probabilistic forecast:

A

P(ciy1.4+m | €1:)

When it forecasts significant events, such as a heatwave, it sends a warning to the system. This agent
allows problems to be anticipated rather than merely reacting after they have occurred.

The Coordinator Agent is the decision-making heart of the system. This is where the ‘smartest’
part takes place: it gathers all the information from the other agents, assesses the situation and decides
what to do. It uses both a learned policy

7o : S — A(A)

and safety rules that prevent risky actions. Furthermore, it manages the resilience cycle and generates
explanations for the decisions made, which are then displayed to the user.

Finally, the Human Agent represents the human user. Through an interface, the user can view the
system’s status, the proposed decisions and the corresponding explanations. If necessary, they can
intervene: accepting, rejecting or modifying the suggested actions. This human intervention is also
important for updating the level of trust in the system.

In general, agents are designed to work together in a coordinated yet flexible manner: some react
quickly, others predict the future, and still others make decisions or supervise the system.

Table 1 summarises the agent roles, decision style, and input/output channels.

3.4. The Resilience Loop

To enable the system to adapt to changes, we introduce the concept of the Resilience Loop, i.e. a
continuous cycle that allows the system to monitor the environment, identify problems, react and
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Figure 2: The Resilience Loop. The four phases (Monitor, Detect, Adapt, Learn) operate at different timescales
and feed information back to the MAS kernel through the dashed inner arrows. Cyclic outer arrows represent
the dominant clockwise flow under normal operation.

improve over time. This cycle is managed by the Coordinator Agent and consists of four main phases:
Monitor, Detect, Adapt and Learn. Figure 2 shows its general structure.

The Resilience Loop can be positioned with respect to the classical BDI reasoning cycle (sense—
deliberate—act) that underlies AgentSpeak-style platforms [10, 11] and the perceive-reason-act loop of
rational agents more generally [4, 30]. It is not a replacement for that cycle but an outer control loop
wrapped around it: each Coordinator deliberation step is still a standard reasoning cycle, in which the
agent perceives incoming messages, updates its beliefs, selects an intention and acts. On top of ordinary
perception, the Monitor and Detect phases add an explicit drift- and shock-detection stage, while Adapt
and Learn add, respectively, a shock-conditioned re-planning stage and a slow policy-update stage
that the classical cycle leaves implicit. Whereas the standard reasoning cycle assumes a stationary
environment and reacts within a single deliberation, the Resilience Loop treats non-stationarity as
a first-class concern: it operates at two timescales (a fast per-step reasoning cycle and a slow per-
episode learning step) and treats recovery after a shock as an explicit, measurable objective (Eq. 2). The
contribution therefore lies not in the cyclic structure itself, which is standard in MAS, but in coupling it
with explicit resilience metrics and a learning-based recovery phase.

Monitor. In this phase, the system continuously observes what is happening. The Coordinator
collects data sent by the other agents and updates its internal state, denoted by b;. To account for
uncertainty, it uses simple yet effective techniques, such as moving averages or probabilistic filters,
which allow for the handling of noisy or incomplete data.

Detect. Once the state has been updated, the system checks whether anything is amiss. In particular,
it compares the current situation with the ‘normal’ (reference) one. If the difference exceeds a certain
threshold 9, a shock is detected. This may be a local problem (such as a faulty sensor) or a wider event
(such as a drought or a heatwave).



Adapt. When a problem is detected, the system reacts. The Coordinator recalculates the actions to be
taken using a policy adapted to the type of shock. For example, if a sensor stops working, the system
can use data from nearby sensors or estimate the missing values. If, on the other hand, an extreme
weather event is forecast, it can take preventive measures, such as reducing water usage to conserve it.

Learn. Once the situation returns to normal, the system analyses what has happened. At this stage, it
updates its parameters to improve future decisions and saves information about the event in memory,
so as to recognise similar situations more quickly in the future.

3.4.1. Resilience metric

To measure how well the system reacts to shocks, we use a resilience metric R(¢), defined as:

O(t) — D(ta)
o) o) 1ETEY @
where ®(t) represents the system’s performance over time (in our case, yield divided by water used).
The value t indicates the state prior to the shock, ¢4 the moment of greatest difficulty, and ¢y the
moment at which the system has fully recovered.
The metric is normalized so that it equals 0 at the moment of greatest difficulty {; and 1 when
performance returns to its pre-shock level ®(ty); it is therefore typically in [0, 1] during recovery but is

not bounded above, and values greater than 1 indicate that the system ends up performing better than
before the shock:

R(t) =

+ R = 0 means that the system fails to recover,
+ R = 1 indicates a complete recovery,
« values greater than 1 indicate that the system improves compared to the initial situation.

3.4.2. Algorithm

Algorithm 1 summarises how the Resilience Loop operates within the Coordinator Agent. In practice,
the system always follows the same pattern: it observes, checks for problems, reacts if necessary, and
finally learns from the experience. This process integrates with the system’s normal decision-making
cycle (observe, decide, act), allowing for continuous adaptation over time.

3.5. Trust and Explainability

The system’s decisions are not abstract: they affect real resources, such as water and energy, and
therefore also the people who use them. For this reason, it is essential that the user understands what
the system is doing. If the decisions are unclear, the user will tend to ignore them or disable the system.

To avoid this problem, we have integrated a mechanism for trust and explainability directly into the
agents’ operation.

When the Coordinator proposes an action ay, it does not merely decide what to do, but also attempts
to explain why. To do this, it analyses which pieces of information most influenced the decision (e.g.
temperature, humidity or weather forecasts) and assigns each a ‘weight’ indicating how important it
was. This provides a local explanation of the decision.

However, numbers and weights alone are not always easy to understand. For this reason, the system
transforms this information into a brief explanation in natural language. For example, instead of
showing only numerical values, it might say something like: “watering has been reduced because a
heatwave is forecast and the humidity level is already low”. This makes the decisions much more
understandable for the user.

The user, via the Human Agent, can always intervene. They can accept the proposed decision, reject
it (in which case the system performs a default safe action), or modify it within certain limits. Every
interaction is recorded along with the explanation and a confidence level expressed by the user.



Algorithm 1 The Resilience Loop (Coordinator Agent).

1: Initialise belief by, baseline B, policy my, episodic memory M
2: fort=1,2,...,T do

3: O; < COLLECT-INFORM-MESSAGES() > Monitor
4: by < BELIEF-UPDATE(b;_1, 0¢)
5: dy < WASSERSTEIN(b;, B) > Detect
6: if d; > 0 then
7: 0t < CLASSIFY-SHOCK(b;, M)
8: 7§ < CONDITION(7g, O¢) > Adapt
9: if 0; = SENSOR-FAILURE then
10: REASSIGN-ROLES(b;)
11: end if
12: a < ﬂ'g(bt)
13: else
14: a < ﬂ'g(bt)
15: end if
16: & < EXPLAIN(b, ;) > Trust layer
17: SEND-REQUEST(a¢, &) to Farm and Human
18: 7t <~ OBSERVE-REWARD()
19: if end-of-episode then
20: 0 < UuPDATE(D, 1.4, b1, 21.¢) > Learn
21: M+~ MU {(Ut, bi.t, al;t)}
22: end if
23: end for

This information is then used by the system to improve over time. In practice, the system learns
to favour decisions that have been accepted by the user in the past, thereby increasing the overall
confidence level.

Finally, this approach follows the principles of trustworthy Al: the system is under human control, is
transparent in its decisions, strives to be robust and safe, and keeps a record of all actions and their
explanations. The aim is to build a system that is not only effective, but also reliable and understandable.

3.6. Simulation Setup
3.6.1. Scenario

We instantiate the architecture in a smart-agriculture scenario: a single greenhouse plus open-field
plot growing tomatoes, equipped with six soil-moisture sensors, two temperature/humidity sensors,
one COy sensor, four drip-irrigation valves, and one ventilation system. The simulated season runs
for 60 days with a 1-hour control cycle, giving T" = 1440 steps per episode. We use agro-climatic data
inspired by Mediterranean conditions and inject shocks at predefined intervals.

3.6.2. Shock injection

Four shock classes are injected, each in a different episode and in mixed combinations:

« Drought: rainfall set to zero and reference evapotranspiration raised by 50% for 15 consecutive
days.

« Heat-wave: ambient temperature raised by 4-6 °C for 5 days.

+ Sensor failure: two soil-moisture sensors silently output a constant reading for 48 hours.

« Supply disruption: water input is capped at 40% of nominal for 7 days.



3.6.3. Baselines

We compare R-MAS against two baselines.

« Static rule-based MAS: each Farm Agent uses a fixed threshold on its corresponding sensor; no
Climate Agent, no Coordinator-level planning, no Human Agent feedback.

« Reactive MAS (no learning): Sensor and Farm agents plus a Coordinator that uses a hand-coded
policy (no MARL, no Resilience Loop, no explanations).

These two baselines are chosen as controlled lesions of the full system rather than as competing state-
of-the-art controllers: the static baseline removes prediction, learning and oversight at once, while
the reactive baseline restores coordination but still omits the Resilience Loop and the learned policy.
Together with the per-component ablation reported in Section 4 (R-MAS minus the Climate Agent,
minus the learning phase, and minus the explanation module), this lets us attribute each gain to a
specific mechanism rather than to the system as a whole. A comparison against a stronger learned
baseline that shares R-MAS’s MARL policy but lacks the Resilience Loop is left to future work.

3.6.4. Metrics

We track four primary metrics.

+ Resource efficiency E;: kg of crop yield per cubic meter of water (reported daily).

+ Adaptation speed: time to recover 90% of the pre-shock performance level ®(ty) in Eq. (2).

« System stability S;: variance of the realised reward over a sliding 24-hour window.

« User trust 7;: average Likert-scale score (rescaled to [0, 1]) reported by simulated operators after
each interaction. Operators are modelled with three behavioural profiles (cautious, balanced,
expert) calibrated against published survey data; we report results averaged across the three.

We also report the resilience metric R from Eq. (2) on the drought episode.

3.6.5. Implementation

Agents are implemented in Python on top of the Mesa agent-based simulation library. The deliberative
behaviour of the Coordinator is specified in AgentSpeak [11], the agent-oriented programming language
executed by the Jason engine of the JaCaMo platform; the AgentSpeak plans are executable and are
reported in the paper in a compact, readable notation, while the Resilience Loop of Algorithm 1 is the
abstract specification they realise. The numeric routines invoked by the plans (belief update, shock
classification, the learned policy and the explanation step) are provided through Python action bindings.

The learning component of the Adapt step uses cooperative Multi-Agent Reinforcement Learning
under the centralised-training, decentralised-execution paradigm. We adopt QMIX [16], which suits a
cooperative team reward and a discrete action space (irrigation and ventilation levels) and provides a
monotonic value factorisation that preserves decentralised per-agent execution. Each agent’s utility
network is a small recurrent multi-layer perceptron: the local observation and previous action feed two
hidden layers of 64 units with ReLU activations, followed by a GRU cell of 64 units that summarises the
interaction history, and a linear output layer with one value per discrete action. The mixing network
is a two-layer hypernetwork with 32 hidden units whose generated weights are constrained to be
non-negative to maintain monotonicity. Training uses the Adam optimiser (learning rate 5 x 10~%),
discount factor 7 = 0.99, a replay buffer of 5000 episodes, batch size 64, and a target network updated
every 200 steps, with e-greedy exploration annealed from 1.0 to 0.05.

The three forms of uncertainty introduced in Section 3 are handled by distinct mechanisms. Aleatoric
uncertainty, arising from weather and sensor-noise variability, is represented by the predictive dis-
tribution of the Climate Agent, implemented as a deep ensemble of M = 5 forecasting networks
whose spread provides a calibrated variance. Epistemic uncertainty, due to imperfectly known soil and
crop parameters and to partial observability, is tracked in the Monitor phase by a particle filter with



Listing 1: Executable AgentSpeak plan run by the Coordinator (Jason). It fires when a drought shock is detected
and the forecasted heat index is high, conditioning the policy and emitting an explanation.

// belief base updated by Monitor/Detect
+shock (drought) [source(detector)] : forecast(heat_index, H) & H > 0.7
<- .print("drought + heat: conserving water");
conditioned action(drought, A); // Adapt: QMIX policy
explain(A, X); // Trust layer
.send(farm, achieve, do(A));
.send(human, tell, proposal(A, X)).

+override(A2) [source(human) ] // human-in-the-loop
<- .send(farm, achieve, do(A2));
+trust_feedback(accepted) .

Listing 2: Python harness comparing the three systems under identical shocks and seeds.

systems = {"static": StaticRuleMAS(),
"reactive": ReactiveMAS(),
"rmas": ResilientMAS(policy=qmix)}

results = {name: [] for name in systems}
for seed in range(30):
for name, sys in systems.items():
env = Greenhouse(seed=seed,
shocks=SHOCK_SCHEDULE)
log = run_episode(sys, env, T=1440)
results[name] .append(
{"eff": efficiency(log),
"recovery": recovery_time(log),
"stability": stability(log),
"R": resilience_R(log)})
report_mean_std(results) # Figs. 3-5, Table 2

N = 1024 particles that maintains the belief b;; its weighted variance is the quantity compared against
the baseline in the Detect phase, using a Wasserstein distance with threshold § = 0.18. Structural shocks
are handled outside the probabilistic model, through the shock-classification and role-reassignment
logic of the Resilience Loop. The complete network topologies and hyperparameters are listed in the
released configuration files. The MARL training uses PyTorch and is performed offline on 200 episodes
of T' = 1440 steps each. We run 30 independent test seeds per configuration and report mean and
standard deviation. All experiments are reproducible with the configuration files released with the
paper.

To make the experimental setup concrete, Listing 1 reports a representative executable AgentSpeak
plan of the Coordinator, run by the Jason engine, and Listing 2 shows the Python loop used to compare
R-MAS against the two baselines on the same shock schedule and seeds.

4. Results and Discussion

The results in Figure 3 clearly show that the proposed system (R-MAS) performs better than traditional
methods in all the situations considered. During a 60-day simulation with a 15-day drought, the fixed-
rule-based system uses too much water at the start of the shock and sees its efficiency drop from around
0.62 to less than 0.40.

A reactive multi-agent system manages to improve the situation slightly, but reacts too late, when
the problem is already underway. In contrast, R-MAS manages to anticipate the shock thanks to the
Climate Agent’s forecasts, maintaining efficiency at around 0.65 and recovering rapidly after the crisis,
even achieving slightly better performance than before (resilience R ~ 1.04). The curves in Figure 3
report the mean over the 30 test seeds; the shaded bands, where shown, give one standard deviation,
which stays narrow (< 0.03) outside the shock window and widens during recovery, confirming that
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Figure 3: Daily water-use efficiency over a 60-day simulated season containing a 15-day drought shock (shaded
region). The proposed R-MAS (green) anticipates the shock thanks to the Climate Agent and recovers to a
higher post-shock efficiency, while the static rule-based baseline (grey) collapses and the reactive baseline (blue)
recovers only partially.

the ordering of the three systems is not an artefact of a single seed. This behaviour is also observed for
other types of events in Figure 4: R-MAS reduces recovery times by a factor of 2 to 3.5 compared to the
static system and by about a factor of 2 compared to the reactive system, with the best result in cases
of sensor failure (approximately 5.2 hours versus 18.4). System stability also improves significantly
as shown in Table 2: whilst the static system exhibits strong fluctuations, particularly when data is
unreliable, R-MAS maintains stable values across all scenarios (for example, 0.84 versus 0.41 in the case

of drought).

Table 2
System stability (St, higher is better) across shock classes. Values are means across 30 seeds; standard deviations
are in parentheses.

Shock Static Reactive R-MAS (ours)
Drought 0.41(.05)  0.62 (.04) 0.84 (.03)
Heat-wave 0.48 (06)  0.66 (.04) 0.86 (.03)
Sensor failure 0.32(.07)  0.55(.05) 0.81 (.04)
Supply disruption  0.45(.05)  0.63 (.04) 0.83 (.03)

Another important aspect is user confidence (Figure 5): without explanations, confidence tends
to decline and does not recover after a shock; adding explanations improves it, but it is above all
the possibility of human intervention that makes the difference, raising confidence above 0.90 and
resulting in a 35-40% improvement. The experiments also show that every component of the system
is important: without the Climate Agent, it is not possible to anticipate events; without the learning
phase, performance deteriorates over time; and without the explanation module, trust declines even
if performance remains good. Table 3 quantifies this component ablation on the drought episode:
removing the Climate Agent erases the predictive pre-emption and lowers the resilience score the most,
removing the learning phase mainly hurts post-shock efficiency, and removing the explanation module
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Figure 4: Recovery time after each of the four shock classes (mean =+ standard deviation across 30 seeds). The
proposed R-MAS consistently achieves the lowest recovery time, with the largest margin on sensor failures.

leaves efficiency almost unchanged while collapsing trust, confirming that performance and trust are
driven by different parts of the architecture. In general, these results suggest that resilience stems from
a combination of rapid response, predictive capability and coordinated decisions, rather than from a
single component. However, the work has some limitations: the results are obtained from simulation,
the confidence model is based on simulated users, and the quality of decisions also depends on the
accuracy of weather forecasts. Since no real users were involved, the reported trust gains should be
interpreted as evidence about the underlying mechanism, namely the combination of explanation and
human override, rather than as a validated estimate of the trust of real operators; the human-in-the-loop
results obtained with simulated operator profiles are therefore preliminary, and a study with real users
on real-world data is needed before drawing conclusions about field-level trustworthiness. Furthermore,
the learned policy may perform sub-optimally if the objectives are poorly defined. Despite this, the
proposed architecture is general and can also be applied to other contexts, such as energy networks,
water systems or urban monitoring, whilst maintaining the same agent-based approach, resilience and
explainability.

Table 3

Component ablation on the drought episode (means across 30 seeds). Each row removes one module from the
full R-MAS. E is water-use efficiency during the shock, R the resilience score (Eq. 2), and 7 the final user-trust
score; higher is better in all columns.

Configuration E R T

Full R-MAS (ours) 0.65 1.04 0.92
- no Climate Agent 0.54 079 0.88
- no learning (Learn) 0.58 0.86 0.90

- no explanation module  0.64  1.02  0.61
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Figure 5: Trust evolution across 100 interaction steps with a shock at step 40. Explanations alone improve the
post-shock recovery; the combination of explanations and human override yields the highest and most stable
trust.

5. Conclusion and Ethical Considerations

In this paper, we have presented a resilient multi-agent system for environmental monitoring and
adaptation to climate change, which combines reactive agents, Al-based predictive components and
a human control layer. The results show that the system reacts better to environmental shocks than
traditional solutions: it reduces recovery times by a factor of about 2-3.5, maintains good efficiency even
during critical events such as prolonged drought and, with simulated operators, substantially increases
user confidence (by up to 35-40%) once clear explanations and human intervention are available. In
addition to performance, we have also focused on ethical considerations. In particular, it is important
to ensure that the user retains real control over the system, avoiding excessive reliance on automated
decisions; for this reason, every critical action can be checked or modified. We have also considered the
issue of inequality in access to technology, given that advanced systems could favour larger companies
over small-scale farmers. Another aspect concerns the environmental impact of Al itself: training
and using the models require computational resources, which must be balanced against the benefits
gained. From a privacy perspective, sensitive data remains local and is not shared directly. Finally, some
challenges remain, such as system security in the event of attacks and the fact that the results were
obtained in simulation. In the future, it will be important to test the system in real-world contexts,
improve integration with more accurate models and directly involve users in the design process, to
make the system even more useful, reliable and sustainable.
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