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Abstract
In this work, we investigate how informational nudging can influence the emergence of cooperation in large-scale
populations exposed to environmental risk. We propose a spatially grounded agent-based model in which
individuals decide how much to invest in shared protective infrastructures. The problem is framed as a public
goods game under uncertainty, where agents are characterized by bounded rationality and adapt their strategies
through a contextual bandit learning mechanism. Within this framework, we introduce an informational nudging
mechanism that incorporates global feedback on collective outcomes into agents’ learning process, without
imposing direct constraints on their decisions.

Simulation results show that cooperation exhibits strongly non-linear dynamics. The system remains robust
to free-riding behavior up to a critical threshold, beyond which coordination collapses. Moreover, the impact of
nudging is highly sensitive to its intensity: weak signals may interfere with learning and reduce performance,
while sufficiently strong signals act as effective coordination mechanisms, fostering stable cooperative regimes
even in adverse conditions.

Overall, our findings highlight both the potential and the limitations of informational nudging in complex
socio-environmental systems, suggesting that its effectiveness depends on the interplay between individual
learning dynamics and collective feedback mechanisms.
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1. Introduction

Global challenges associated with climate change and environmental degradation are becoming increas-
ingly pressing, requiring coordinated and collective responses from both institutions and citizens. In
particular, extreme events such as floods and hydrogeological hazards represent an extremely relevant
problem, causing incalculable damage every year in terms of both economic losses and human lives.
These phenomena are expected to intensify in both frequency and severity, amplifying their social
and economic impacts [1, 2, 3, 4]. In these contexts, the resilience of communities does not rely solely
on institutional interventions, but also critically depends on the active participation and behavior of
individual citizens as well as institutional stakeholders [5]. Consider, for example, that virtuous behavior
by citizens can reduce damage by as much as 80%[6].

However, these situations are often characterized by inherent tensions between individual and
collective interests. They can be effectively framed as social dilemmas [7, 8], in which personal
incentives to act opportunistically coexist with the broader need for cooperation. A prominent example
is free-riding behavior, where individuals benefit from shared resources or collective efforts without
contributing themselves. This dynamic poses a significant obstacle to the sustainability of cooperative
systems, especially in real-world settings where individual actions are not easily observable or traceable.
Under such conditions, traditional mechanisms based on monitoring, rewards, and sanctions become
difficult to implement effectively.

These limitations have led to growing interest in behavioral approaches that target the cognitive and
social dimensions of decision-making, such as trust, expectations, and perception of risk [9, 10, 11, 12].
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In this perspective, nudging and boosting strategies have emerged as promising non-coercive tools to
influence citizens’ behavior, guiding individuals toward socially beneficial actions without altering the
underlying incentive structure [13, 14]. In environmental and collective-risk domains, these approaches
have evolved into so-called green nudges [15] and cooperation nudges [16], aimed at promoting
sustainable and cooperative behaviors.

While the effectiveness of these interventions has been widely explored in controlled experimental
settings (e.g., surveys and laboratory experiments) [17, 18], their impact in large-scale, real-world
communities remains less understood. Indeed, such communities of individuals exhibit complex
and non-linear dynamics, where individual behaviors, environmental factors, and social interactions
intertwine, making outcomes difficult to predict.

To address this challenge, agent-based modeling offers a powerful framework for capturing such
complexity [19]: citizens’ behavior can be modeled using agents, thus enabling the investigation of
emerging community dynamics. Thus, in this work, we develop a large-scale agent-based simulation
modeling a community exposed to the risk of critical hydrogeological events. Within this scenario, citi-
zens’ behavior is modeled through a public goods game, where a shared protective resource, represented
by a system of shelters, is available to mitigate the impact of critical events.

The availability and effectiveness of these shared infrastructures depend on the collective investment
decisions of individuals, who must allocate limited resources under capacity constraints. Agents
repeatedly decide how much to contribute, facing a trade-off between personal benefit (exploiting
others’ contributions for their own advantage) and collective welfare (contributing in such a way that the
community as a whole is protected). Their strategies evolve over time through a reinforcement learning
mechanism based on a contextual bandit formulation, enabling adaptation to both past experiences and
changing environmental conditions.

Within this framework, we introduce an informational nudging mechanism designed to influence
agents’ decisions without imposing explicit constraints on their choices. The objective is to investigate
how such signals can foster cooperation and mitigate free-riding tendencies, particularly in complex
and uncertain environments.

It is important to note that the objective of this work is not simply to reproduce human behavior, but
rather to explore how rational agents, endowed with learning and adaptation capabilities, can develop
cooperative strategies that are optimal with respect to the context and the behavior of their peers. This
distinction is crucial: the simulation model is not intended to replace or mimic human decision-making,
but to identify the strategies that would emerge as rationally advantageous in a complex and dynamic
system.

In this sense, the model should be interpreted as a form of computational exploration, aimed at
understanding how cooperation may evolve in idealized artificial populations. Such an approach allows
us to isolate key mechanisms—such as learning, interaction, and feedback—that are often difficult to
disentangle in real-world settings. Moreover, it provides a basis for comparing these emergent dynamics
with empirical observations.

More broadly, simulations can be seen as a complementary tool to empirical evidence, enabling the
exploration of scenarios that are not directly observable and the identification of behavioral patterns
that, while not necessarily perfectly matching human behavior, can help explain and interpret real-world
trends.

2. Related Work

Hydrogeological risk has long been recognized as a major global concern due to the severe economic,
environmental, and social impacts associated with extreme events such as floods and landslides. As
a consequence, it has been extensively studied in the literature. However, a large portion of existing
research has primarily focused on the quantification of damages, including both direct and indirect
losses affecting infrastructure, economic activities, and human lives [20, 21, 22, 23]. While these
approaches provide essential insights into the magnitude and distribution of risk, they offer only a



partial understanding of the problem, as they largely overlook the behavioral dimension of population
response.

To address this gap, a significant body of work has investigated how individuals perceive and respond
to environmental risk. The most common approach relies on survey-based methodologies [24], often
combined with socio-demographic or psychological models [6]. These studies aim to identify the
key factors influencing protective behaviors, such as prior experience, perceived risk, and trust in
institutions. Although surveys represent a valuable tool for capturing subjective perceptions, it is well
established that stated preferences do not always translate into actual behavior in real-world contexts
[25]. This limitation reduces the predictive power of survey-based approaches, especially in complex
and dynamic scenarios such as natural disasters. Moreover, such studies focus on individual responses
and are not explicitly designed to investigate dynamics at the community level.

To overcome these limitations, simulation-based methods have been increasingly adopted. In particu-
lar, agent-based modeling (ABM) provides a suitable framework to represent heterogeneous individuals
and to capture the non-linear dynamics emerging from their interactions [26, 27]. Several contributions
have applied these techniques to flood-related scenarios. For instance, computational frameworks
have been proposed to model individual decision-making processes during flood events [28], taking
into account factors such as prior experience, warning signals, and social influence. Other works
have focused on evacuation dynamics and crowd behavior, integrating environmental processes with
individual movement and interaction patterns [29, 30]. Additional studies have explored the role of
communication strategies and information dissemination in shaping population responses[31, 32],
highlighting the importance of social interactions in determining behavioral outcomes.

Despite these advances, existing works have largely concentrated on modeling individual behavior
or specific processes such as evacuation and communication, often within context-dependent case
studies. As a result, comparatively less attention has been devoted to the analysis of collective behavioral
dynamics, especially in large-scale populations. In particular, the interplay between individual incentives
and collective outcomes, typically framed as a social dilemma, remains underexplored in the context of
hydrogeological risk.

Furthermore, while recent literature has started to investigate behavioral interventions aimed at influ-
encing individual decisions[7, 8], such as nudging and information-based strategies, their application to
large-scale, real-world risk scenarios is still limited. In particular, there is a lack of studies analyzing how
informational nudging mechanisms affect the emergence of cooperation in environments characterized
by uncertainty, limited observability, and the presence of free-riding behavior.

This work aims to address these gaps by focusing explicitly on collective behavioral dynamics in a
flood-risk context, leveraging a large-scale agent-based model to investigate how cooperation emerges
and how it can be influenced through informational nudging.

3. The Simulation Model

The proposed agent-based simulation model integrates spatial interactions, bounded rationality, and
adaptive learning within a public goods game framework. In this way, it captures the interplay between
decentralized adaptation, spatial constraints, and collective decision-making under uncertainty.

More specifically, the model enables the analysis of how boundedly rational agents, interacting
through shared resources and local information, may develop collective strategies that can be either
resilient or not, depending on the incentive structure and the presence of nudging mechanisms.

The simulation is implemented in NetLogo [33], a widely used platform for agent-based modeling,
and incorporates GIS spatial data to reproduce a real urban road network. This allows agents to navigate
actual streets, making access to shelters dependent on their geographic location.

3.1. Environment

The simulation world is formalized as a spatial graph structure, in which nodes denote relevant urban
points such as road intersections, residential areas, and shelter locations, while edges capture the



connectivity of the road network, as derived from GIS data. This representation allows the model to
incorporate realistic spatial constraints that influence agents’ movement and access to resources.

Public shelters are randomly distributed across the territory and constitute the key shared resource
in the system. Each shelter is associated with a capacity that is not fixed, but dynamically determined
by the level of collective investment contributed by agents during each simulation round. As a result,
the availability of protection emerges endogenously from the aggregated decisions of the population.

Figure 1 provides a visual overview of the simulated environment.

Figure 1: Visual representation of the simulated environment.

Time in the model advances in discrete steps, referred to as ticks, each representing a single day.
During each tick, agents engage in mobility processes across the spatial network, followed by the
possible occurrence of a hazardous event at a randomly determined moment. When such an event takes
place, agents must attempt to reach a shelter within the constraints imposed by distance and capacity.

Within this simulated environment, we find citizens, modeled as autonomous agents. Each agent
represents a citizen characterized by: a home location, the origin of citizens’ movement and the place to
which they return every night; a monetary capital that can be allocated to protective investments and
is dynamically updated based on the outcome of the event, increasing in case of successful protection
and decreasing otherwise; a sensitivity level to prosocial behavior.

The goal of the agents is to maximize expected utility. This therefore implies, on the one hand,
the intention to avoid individual damage from critical events, and on the other hand, the intention to
minimize the amount of resources invested in their own protection.

From a normative perspective, the optimal collective outcome would require agents to coordinate
their contributions so as to ensure the minimum sufficient investment needed to provide protection for
the entire population. However, the presence of free-riding behavior may lead some agents to rely on
the contributions of others without investing themselves, while additional variability arises from the
stochastic nature of the environment and the decentralized interaction of individual decision-making
processes. These factors jointly make the emergence of stable cooperation a non-trivial outcome.

At the operational level, at the beginning of each round, every agent decides how much personal
capital to invest in protective infrastructures. Each citizen is associated with a reference shelter, the
geographically nearest one. Each agent can therefore decide to invest an integer amount of capital
between 0 and 3, where 0 implies no willingness to cooperate in protection, 1 represents the minimum
contribution to the local shelter, and 3 implies a clear overinvestment compared to what is strictly
necessary.

It is worth noting that, if all agents invested exactly one unit, all shelters would be constructed.
However, given the underlying mobility dynamics, this would still lead to uneven usage patterns, with



Table 1
Payoff structure as a function of investment level and outcome.

Is the agent safe? Gain Fair Gain Gain0 Gain1 Gain2 Gain3

no -2 -3.5 -2 -3 -4 -5
Yes 4 2.5 4 3 2 1

Yes, but there was an overinvestment 4.25 2.75 4.25 3.25 2.25 1.25

some shelters becoming overcrowded while others remain underutilized, ultimately preventing the
entire population from being protected. Ideally, a slightly higher level of uniform investment would be
sufficient to ensure full coverage. However, the presence of free-riders requires some agents to invest
more to compensate for the lack of cooperation.

The model offers agents the possibility to cooperate, including a shared contribution mechanism.
In other words, for the two highest levels (2 and 3), the agent can decide not to assign the amount
exclusively to the local shelter, but to redistribute it proportionally across all shelters, according to the
number of citizens associated with each one. This distinction is fundamental. Purely local investments
represent self-protective cooperation within a neighborhood, whereas shared investments represent
system-level cooperation aimed at improving resilience of the whole community.

The total investment accumulated by each shelter determines its operational state. Let 𝑛 be the
number of citizens associated with a specific shelter. Then three cases are possible:

• Unavailable shelter: if investment is lower than 𝑛, the shelter is not constructed and nobody
can use it.

• Efficient cooperation: if investment lies between 𝑛 and 2𝑛, the shelter becomes usable and can
host a number of citizens proportional to the collected investment.

• Overinvestment: if investment exceeds 2𝑛, all potential users can be protected, but the excess
resources are wasted.

This mechanism creates a social dilemma: underinvestment produces collective failure, whereas
excessive uncoordinated generosity generates inefficiency.

At each simulation round, a hazardous event occurs at a random time. When the event occurs, agents
react by attempting to reach the closest accessible shelter. Due to their spatial distribution and ongoing
movement within the environment, the nearest shelter at that moment may differ from their reference
one.

As previously stated, access to shelters is subject to capacity constraints, which are determined by
the cumulative level of collective investment. At the same time, spatial proximity plays a crucial role:
agents located closer to a shelter have a higher probability of reaching it before capacity is exhausted.
In practice, admission follows an implicit first-come, first-served mechanism.

The payoff obtained by each agent depends on two main components:

1. the outcome of the event, i.e., whether the agent manages to reach a shelter and thus survives
2. the cost associated with the investment made during the previous decision phase

Agents who successfully access a shelter receive a positive payoff, whereas those who fail to do
so incur a negative outcome. In both cases, the cost of the investment is deducted from the resulting
payoff, capturing the trade-off between individual expenditure and collective benefit.

Table 1 summarizes the payoff structure. In the table, gain denotes the gross payoff received by an
agent regardless of the amount invested, while fair gain represents the normalized payoff each agent
would obtain when the total investment is evenly distributed across the population. We also report the
actual payoff for each choice, net of the associated cost. It is easy to observe that choosing to invest 0
potentially yields the highest payoff. The more an agent invests, the lower the payoff becomes.

When shelters are overfunded, the resulting inefficiency is reflected in a reduced payoff for agents,
with respect to the actual investment, capturing the effect of resource waste.



Overall, the reward represents the trade-off between individual cost and collective protection, and is
used as feedback for subsequent learning.

3.2. Learning and Nudging

Agents’ learning is modeled through a contextual multi-armed bandit approach[34, 35]. The context is
defined by the state of the agent’s reference shelter in the previous round: underinvestment; efficient
cooperation; overinvestment.

At each decision step, the agent observes the current context and selects an action based on the
corresponding row of the utility matrix. The action with the highest expected utility is chosen, with a
fixed probability of random exploration to allow for strategy diversification.

After the event, the agent updates the expected utility associated with the selected context–action
pair. The update is based on the difference between the obtained reward and the previously expected
utility:

𝑈𝑖(𝑐, 𝑎, 𝑡 + 1) = 𝑈𝑖(𝑐, 𝑎, 𝑡) + 𝜂 (𝑅𝑖(𝑡) − 𝑈𝑖(𝑐, 𝑎, 𝑡)) (1)

where 𝜂 is the learning rate and 𝑅𝑖(𝑡) is the realized reward.
This core version of the model is further extended modeling the influence of the global outcome of the

population. The focus here is on modeling agents’ sensitivity to others’ losses (such as observing others
fail to reach protection or incur losses, even when the agent itself is safe) which can be interpreted as a
form of prosocial behavior [36, 37] toward individuals at risk of exclusion. In our specific case, agents
become more sensitive to collective risk and are more likely to adopt cooperative strategies, including
shared investments across shelters.

When many agents fail to survive, the reinforcement signal is adjusted to penalize strategies that
contribute to poor collective performance. This signal simulates a non-coercive intervention by the
authority, informing agents about the negative collective outcome (e.g., many citizens failed to survive).
Importantly, nudging does not directly constrain agents’ choices. Instead, it modifies the learning
dynamics by introducing a social component into the reinforcement signal. In practice, when nudging
is active, agents partially take into account the overall success or failure of the population, not just their
individual outcome.

The modeling of prosocial behavior is inspired by the framework proposed by [38], which introduces
a parameter capturing proactive altruism, balancing individual payoff against collective welfare. In this
setting, the parameter 𝛾 represents the extent to which an agent weights its own utility relative to the
overall well-being of the population.

Operationally, the prosocial effect is incorporated into the agents’ learning process as a discounting
factor: when the community experiences significant losses, the individual utility of the selected action
is reduced accordingly. This mechanism allows agents to internalize collective outcomes within their
decision-making dynamics.

Let 𝑈𝑖(𝑐, 𝑎, 𝑡) be the expected utility of action 𝑎 in context 𝑐 for agent 𝑖. First, a standard update based
on individual reward is computed:

𝑈 ′
𝑖 (𝑐, 𝑎, 𝑡 + 1) = 𝑈𝑖(𝑐, 𝑎, 𝑡) + 𝜂 (𝑅𝑖(𝑡) − 𝑈𝑖(𝑐, 𝑎, 𝑡)) (2)

Then, the final utility is obtained by combining the individual update with a global signal:

𝑈𝑖(𝑐, 𝑎, 𝑡 + 1) = (1 − 𝛾) 𝑈 ′
𝑖 (𝑐, 𝑎, 𝑡 + 1) + 𝛾 𝐺(𝑡) (3)

where:

• 𝛾 ∈ [0, 1] represents the sensitivity of the agent to social feedback;
• 𝐺(𝑡) ∈ {0, 1} is a global performance indicator.



In particular, 𝐺(𝑡) = 0 when the fraction of agents that failed to reach protection exceeds a predefined
threshold, and 𝐺(𝑡) = 1 otherwise.

As a consequence, when collective performance is poor, the expected utility of the selected action is
systematically reduced. This mechanism discourages strategies that, while possibly beneficial at the
individual level, lead to unfavorable outcomes at the population level.

Conversely, when most agents successfully reach protection, the global signal reinforces the current
strategy. This simple feedback mechanism allows the model to capture how informational nudging can
align individual learning with collective objectives.

Over time, this process leads agents to adapt their investment strategies to recurring patterns in the
environment, balancing self-interest with emerging collective behavior.

4. Results

The purpose of the simulation is to investigate the emergence of collective cooperation under varying
conditions, with a particular focus on the impact of free-riding behavior and informational nudging
mechanisms.

Experiments were carried out within a synthetic urban environment that reproduces a real-world
road network. The main simulation parameters are summarized below:

• Number of agents: 14,000
• Number of shelters: 5
• Nudge threshold: 5% of the population
• Learning rate: 0.1
• Exploration probability: 20%
• Number of simulated events: 2,000

These parameters were not intended to provide a calibrated representation of a specific real flood
event. Rather, they were selected to define a controlled exploratory scenario in which the effects of two
theoretically relevant dimensions could be isolated: the proportion of persistent free-riders and the
intensity of informational nudging. The remaining parameters were kept fixed in order to reduce the
dimensionality of the experimental space and make the interpretation of the observed dynamics more
transparent.

Two key dimensions were systematically explored:

• Percentage of fixed free-riders: 0%, 10%, 20%, 30%. These agents permanently adopt a non-
cooperative strategy, exploiting the contributions of others without participating themselves.
The rest of the population must adapt to their presence, attempting to compensate for the lack of
cooperation and maintain a viable collective outcome. Failure to do so results in the inability to
construct shelters, exposing all agents to the consequences of adverse events.

• Nudging intensity: 0%, 10%, 20%, 30%. This parameter determines the degree to which agents are
influenced by global informational signals. Higher values correspond to greater sensitivity to
collective feedback.

The percentage of fixed free-riders and the nudging intensity were therefore selected as the main
experimental variables because they directly correspond to the central research question of the paper:
whether and under which conditions informational feedback can mitigate the destabilizing effect of
non-cooperative behavior. Other parameters, such as the number and spatial distribution of shelters,
the learning rate, the exploration probability, and the threshold used to activate the global signal, are
expected to influence the quantitative values of the outcomes. However, in this work they are treated
as baseline assumptions, while their systematic variation is left to future sensitivity analyses.

Each experimental configuration was repeated over 20 independent simulation runs in order to
reduce stochastic variability.



Cooperation is evaluated through the average shelter construction failure rate, defined as the propor-
tion of scenarios in which agents fail to coordinate effectively and remain unprotected. Lower values
indicate higher levels of cooperation and increased collective resilience.

Table 2 summarizes the results obtained under the different experimental conditions.

Table 2
Shelter construction failure rate as a function of the percentage of fixed free-riders and nudging intensity.

Fixed free-riders (%) No nudge 10% nudge 20% nudge 30% nudge

0% 0.76 18.24 6.13 0.69
10% 3.50 27.13 12.54 2.14
20% 10.42 68.89 20.08 0.99
30% 60.93 65.09 27.34 5.29

Interestingly, although trust is not explicitly encoded in the model, the simulations reveal the
emergence of trust-like dynamics as an endogenous property of agent interactions. Rather than relying
on predefined cognitive structures, agents progressively adapt their strategies based on past outcomes
and observed behaviors within the population. This adaptive process leads to the spontaneous formation
of trust and distrust patterns [39], which in turn influence the system’s capacity to sustain cooperation.
In this sense, trust is not treated as a static attribute but as a dynamic cognitive process shaped by
experience and social feedback [40]. Agents implicitly learn when cooperation is advantageous and
when disengagement becomes the rational choice.

This perspective allows us to distinguish between different types of non-cooperative behavior. On the
one hand, opportunistic agents (free-riders) consistently avoid contributing while benefiting from others’
efforts [41, 42]. On the other hand, the simulations reveal the presence of agents who initially cooperate
but gradually withdraw when they perceive that their contribution is insufficient to compensate for
widespread non-cooperation.

In the latter case, non-cooperation is not driven purely by selfish incentives, but rather by a form
of collective disillusionment, namely a loss of confidence in the effectiveness of joint action. This
phenomenon can be interpreted as an indicator of social fragmentation: when cooperation is no longer
perceived as mutually beneficial or supported by shared expectations, agents tend to disengage, leading
to reduced collective efficiency [43].

These dynamics are clearly reflected in the quantitative results shown in Table 2. In the baseline
scenario, where no nudging mechanism is present, the system achieves high levels of cooperation in the
absence of free-riders. Even with up to 20% of fixed free-riders, the population is still able to compensate
for non-cooperative behavior, and shelters are successfully constructed in over 90% of cases.

However, when the proportion of free-riders reaches 30%, the system experiences a sharp transition.
In this regime, shelters fail to be constructed in approximately 60% of the simulations, indicating a
breakdown of collective coordination. This result suggests the existence of a critical threshold beyond
which, without any form of intervention, cooperative behavior is no longer sustainable.

The introduction of informational nudging produces non-linear and, in some cases, counterintuitive
effects. At low intensity levels (e.g., 10%), nudging may even degrade system performance compared
to the baseline. In this regime, the signal is insufficient to stabilize cooperation, yet strong enough to
interfere with the agents’ learning process. As a consequence, it introduces ambiguity in the perceived
utility, leading to suboptimal decisions.

From a cognitive standpoint, weak nudging can distort the perceived trade-off between costs and
benefits, potentially encouraging short-term opportunistic behavior or an overestimation of cooperation
costs. This effect is consistent with findings in reinforcement learning, where weak or inconsistent
signals may hinder convergence and reduce learning stability [44].

Moreover, low-intensity nudging may generate heterogeneous expectations among agents, leading
to temporary misalignment and reduced coordination. Some agents adapt to the signal, while others do
not, resulting in transient instability at the system level.



As the intensity of nudging increases, the system exhibits a qualitatively different behavior. At higher
levels (e.g., 30%), the informational signal becomes strong enough to align expectations across agents
and promote convergence toward cooperative strategies.

In this regime, nudging acts as an emergent coordination mechanism, capable of mitigating the
negative effects of free-riders even at higher proportions. The increased sensitivity of agents to collective
signals transforms nudging into a stabilizing input within the system. Notably, collective performance
remains positive even when a substantial proportion of agents adopt a fixed free-riding strategy,
indicating a strong degree of robustness of the system to non-cooperative behavior.

Additionally, successful cooperative outcomes reinforce agents’ contribution strategies, generating a
positive feedback loop. This cascading effect further strengthens cooperation and enhances the overall
resilience of the system.

5. Conclusions

In this work, we investigated the emergence and stability of cooperative behavior in large-scale popula-
tions exposed to environmental risk, with particular emphasis on the role of informational nudging in
social dilemma contexts.

To this end, we proposed a large-scale agent-based model that combines spatially grounded dynamics,
collective-risk scenarios, and adaptive decision-making based on a contextual bandit learning framework.
Within this setting, we introduced an informational nudging mechanism that provides agents with
global feedback about collective outcomes, influencing their learning process without imposing explicit
constraints on their choices.

The results highlight the intrinsically non-linear nature of collective cooperation[45, 46]. The system
demonstrates a significant degree of robustness to free-riding behavior up to a critical threshold, beyond
which cooperation rapidly deteriorates and the population fails to coordinate effectively. This behavior
suggests the presence of tipping points in the dynamics of cooperation, where small changes in the
proportion of non-cooperative agents can lead to large-scale systemic effects.

At the same time, the impact of informational nudging is shown to be highly sensitive to its intensity.
Weak nudging signals may inadvertently disrupt coordination by introducing noise into the learning
process and generating misaligned expectations among agents [47]. Conversely, when the signal
reaches a sufficient strength, it acts as an effective coordination device, aligning individual behaviors
and fostering the emergence of stable cooperative regimes even under unfavorable conditions.

These findings emphasize that informational nudging is not universally beneficial per se, but its
effectiveness depends on both its design and the characteristics of the population [48, 49]. In particular,
the results suggest that the presence of a minimum level of prosocial responsiveness among agents is
a necessary condition for nudging to produce positive outcomes. In this sense, nudging mechanisms
should be carefully calibrated and contextualized, especially in real-world applications involving
heterogeneous populations.

More broadly, this work contributes to the understanding of how local interactions, learning dynamics,
and global informational signals jointly shape collective outcomes in complex socio-environmental
systems. By explicitly modeling the interplay between individual incentives and collective risk, the
proposed framework provides a useful tool for exploring policy interventions aimed at enhancing
community resilience.

Certainly, this work is not without limitations. The main objective of the study was to investigate
whether and under which conditions informational nudging can affect cooperative behavior in the
presence of free-riding dynamics. For this reason, we deliberately focused on a specific and controlled
experimental setting, keeping several model parameters fixed in order to isolate the interaction between
free-riding and nudging intensity. The results show that informational feedback can have a positive
effect on collective outcomes, but also that this effect is highly non-linear and depends on the strength
of the signal. At the same time, the present study does not provide a full sensitivity analysis of the entire
parameter space. Parameters such as the number and spatial distribution of shelters, the activation



threshold of the global signal, the learning and exploration rates, and alternative payoff structures may
influence the quantitative outcomes and should therefore be systematically investigated in future work.

Future research will extend the model along several directions. First, we plan to investigate the role
of spatial and infrastructural factors, such as the number, distribution, and capacity of shelters. While
increasing the availability of protective infrastructure is expected to improve accessibility and reduce
exposure to risk, it may also introduce additional coordination challenges, potentially affecting the
emergence of cooperative behavior.

Second, we aim to explore alternative investment and governance regimes, including purely private
contribution schemes, centralized public investment, and hybrid approaches. This will allow us to
analyze how different institutional configurations influence collective dynamics and resilience outcomes.

Finally, future workwill consider the inclusion of richer behavioral dimensions, such as heterogeneous
risk perception[50, 51], trust in information sources[52, 53], and dynamic social networks[54, 55].
Incorporating these aspects would enable a more realistic representation of human decision-making
and provide further insights into the design of effective intervention strategies in real-world contexts.
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