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Abstract

Many scientific disciplines generate increasingly large datasets that require complex Data Analysis Workflows
(DAWSs) for processing. As the number of available tools grows, manually constructing valid workflows becomes
challenging. Existing automated synthesis tools, such as the Automated Pipeline Explorer (APE), successfully
compose workflow candidates using SAT-based encodings but face significant scalability and extendability limits.
This doctoral research frames automated workflow synthesis as a search for workflow candidates, representing
them as stable models using Answer Set Programming (ASP). To support this research, a prototype framework was
developed utilizing clingo’s multi-shot incremental solving architecture that finds the same workflow candidates
as composed by APE using identical domain model inputs and workflow specification. Preliminary results indicate
that ASP provides significant performance and extensibility benefits. A primary challenge in transitioning to ASP
was that dense domain models often triggered combinatorial explosions and reached clasp identifier limits during
grounding. To mitigate these bottlenecks, an optimized backend featuring a compressed-candidate representation
was introduced. This approach shifts computationally heavy compatibility and bindability reasoning from the
ASP grounder to a Python-based pre-computation layer. Consequently, for small-to-medium domain models, ASP
demonstrates a clear advantage in both runtime and memory usage. Large and dense domain models remain the
main open scalability challenge. Depending on the specific domain model and time horizon, ASP may consume
more memory or experience runtime spikes exceeding those of APE, even when grounding remains faster.
Building upon this foundation, future work will focus on optimization, particularly for longer time horizons. My
doctoral thesis, specifically, will explore the integration of user preferences through both hard and soft constraints.
This approach will allow us to prune the search space and rank workflow candidates based on metrics provided
by domain scientists.

Keywords
Scientific Data Analysis Workflows, Answer Set Programming, Workflow Synthesis

1. Introduction and problem description

The increasing volumes of data generated by research across all disciplines require increasingly complex
computational analysis processes. These processes are often implemented as scientific workflows (also
called data-analysis workflows or computational pipelines) [1]. A scientific workflow describes how
data move through a set of usually preexisting computational tools: the output produced by one step
becomes input to subsequent steps, collectively transforming initial data into a desired scientific result
[2]. As registries that manage tool definitions such as bio. tools [3] grow into the tens of thousands of
entries, manually authoring valid workflows has become impractical. The Automated Pipeline Explorer
(APE) [4, 5, 6] attempts to solve this issue by synthesizing workflow candidates from a semantic domain
model and constraints expressed in SLTL*. Two limitations motivate my research: APE’s SAT-based
finite-automaton encoding strains on medium and larger domains, and its one-shot mode returns all
valid candidates until a configured number is reached, rerunning the complete process from the start
after the query changes. Depending on the domain model, this can amount to thousands of candidates,
turning both composition and scientific evaluation into time-consuming tasks. My doctoral research
re-frames workflow synthesis as a search for stable models in Answer Set Programming (ASP) [7],
executed by clingo [8]. In addition to performance benefits, this approach, thanks to its incremental
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mode, would allow scientists to construct workflows manually within an interface such as a workflow
engine, receiving at each step a choice of tools that remain satisfiable under the ASP framework
running in the background. The research aims to retain parity with APE’s composed candidates while
moving from enumeration toward preference-based, ranked recommendations. Since registries such as
bio.tools rarely contain complete metadata and tool annotations, missing values need sensible defaults
or uncertainty-aware predictions to avoid dropping candidates or skewing rankings. A neuro-symbolic
or LLM layer can supply such missing data while leaving the symbolic encoding responsible for hard
constraint soundness. An initial pizza-baking prototype confirmed viability but did not generalize
to realistic, domain models. The resulting prototype, clindaws, is dimension-independent: drawing
on Object-Oriented ASP and smart expansion [9, 10], it attaches attributes to identifiers rather than
grounding out a full type cross product.

2. Background

APE encodes workflow synthesis as a temporal finite automaton: a domain model fixes the tools,
typed ports, and ontology terms, while a workflow specification adds typed inputs, goal outputs, and
constraints. APE translates constraints into CNF, delegates to MiniSAT [11], and iterates over workflow
lengths until a solution, length, or timeout cap is reached. It has been deployed in proteomics [12], GIS
[13], and computational materials science [14], and is part of workflomics [15]. The motivating real-
world setting combines pyiron [16], which wraps simulation tasks into job objects. Using an additional
tool such as semantikon allows then to annotate Python functions with ontology URIs and physical units.
These annotations become an rdf1ib graph interpreted against ontologies such as PMDco [17], which
is based on Basic Formal Ontology (BFO) [18]. turning numerical artifacts into typed objects matchable
against input requirements. A pipeline connected APE, pyiron and semantikon was demonstrated in
[14]. Answer set planning [19] and PDDL-to-ASP translations such as Plasp [20] search horizon by
horizon for goal-reaching action sequences. Workflow synthesis shares this pattern but reasons over a
typed artifact flow; a direct PDDL-style encoding would reintroduce the type-ontology cross product
that clindaws avoids. The same caveat applies to ASP-based configuration [21]. Workflow synthesis
deals with similar problems where temporal tool positions, data dependencies, and port bindings
have to be constructed during search. clindaws draws on equivalence compression and symmetry
breaking from SAT planning [22, 23], and on ontology-based type reasoning that compresses signature
profiles without an external DL reasoner [24]. clinguin [25] provides a generic Ul layer on top of multi-
shot clingo, and smart expansion has been applied to ASP-based interactive configuration [9]; both
match the per-step API envisioned for clindaws. Recent LLM systems suggest workflows from natural-
language requests [26, 27], but evaluations report correctness and executability issues [28]; clindaws is
complementary because it returns only workflows satisfying formal constraints. Telingo [29] is also
relevant because SLTL” constraints currently lower into time-keyed integrity constraints that inflate
and partially invalidate the grounded program after edits. Existing approaches therefore do not jointly
provide APE-level semantic soundness, scalable incremental synthesis, interactive recommendation,
preference-aware ranking, and robustness to incomplete metadata.

3. Research Questions

The thesis aims to establish multi-shot clingo as a scalable and extensible foundation for workflow
composition, moving from pure enumeration toward interactive, preference-driven synthesis. The
research questions below are deliberately ordered so that RQ5 enters as a precondition of RQ3 under
the conditions of RQ4, not as a separate direction.

RQ1 Can workflow synthesis be expressed using ASP without losing semantic parity with APE on
shared domain models?

RQ2 Can multi-shot incremental solving make the iterative composition loop interactive for large
scale domains?



RQ3 How can hard, weak constraints and preferences be used to rank candidates by domain-scientist-
supplied metrics, rather than only enumerate them?

RQ4 How can synthesis remain sound when the domain model is incomplete (registry gaps, missing
tool annotations, missing ranking metadata)?

RQ5 Can a neuro-symbolic layer supply the facts RQ4 exposes (filling annotations, predicting ranking
metadata, learning ASP rules from logs) so that RQ3 becomes feasible on real registries, while
also relieving residual scaling bottlenecks?

4. Approach

The work proceeds along three stages, each motivated by the limitations of the previous one.

Stage 1: Viability check. A small pizza-baking ontology confirmed that multi-shot ASP can produce
APE-style candidates from an ontology, tool annotations, a specification, and behavioral constraints.
However, the encoding required all artifacts to share one fixed dimension set, unlike real domain models.

Stage 2: Real-world integration. Computational materials-science workflows span different size
scales whose heterogeneous artifacts cannot share a fixed type set, so the synthesis system must support
arbitrary per-port ontology terms while preserving APE’s semantic guarantees.

Stage 3: clindaws prototype feature parity. clindaws is dimension-independent: it attaches
per-port metadata to identifiers rather than grounding a full type cross product. The encoding
evolved through three generations: a single-shot encoding, a plain multi-shot encoding using clingo’s
base/init/step(t)/check(t) skeleton, and an optimized multi-shot backend. This backend factors
input requirements into signature profiles, prunes candidates by reachability, and emits compressed-
candidate facts, lifting the heaviest bindability reasoning out of the grounder in the spirit of FastFound
[10]. Two-stage horizon filtering defers goal-validation grounding until structural and exact-horizon
checks pass [9]. Merged output ports whose consumers diverge are reintroduced through selective
decompression (K-cluster approximation or 1:N split, the latter recovering full APE coverage), while
assumption-driven horizon control lets the Python layer switch active horizons without re-grounding,.

5. Preliminary Evaluation

clindaws was evaluated against APE across GIS, image manipulation, metabolomics, meta-genomics,
materials science, and three MassSpectrometry tiers from 20 to 1678 tools, with the largest tier derived
from the full bio. tools registry. Each domain was run with and without constraints; both systems
received identical inputs and were measured for peak memory, grounding time, and solving time.
On all small and medium benchmarks, all clindaws variants outperform APE, with the gain largest
on ontology-heavy cases: Metabolomics (3421 ontology terms, 37 tools) uses ~133 MB peak memory
versus 4100-4600 MB for APE, and the small MassSpec tier drops from 7800-12700 MB to 154-242 MB.
Grounding typically completes in under 3 s versus tens to hundreds of seconds for APE. The 1:N
decomposition matches APE’s workflow space exactly, confirming semantic parity (RQ1); K-cluster is a
controlled approximation except in high-multiplicity cases. Within the test cases, compressed-only
and K-cluster decompression missed one high-multiplicity case with 12 of 763 workflow candidates.
At the largest tier (1678 tools), the picture changes: peak memory reaches 47-52 GB versus 12-14 GB
for APE because the precomputed bind-ability graph itself becomes large. Grounding still beats APE
(197-266 s vs. 314-818 s) and total runtime is lower on three of four full-bio cases; on the fourth, APE
finishes in 1714 s while the default variant needs 3600 s and I:N crashes by exceeding clasp’s 32-bit
identifier ceiling [30]. These results do not yet establish ASP as uniformly superior for very large dense
registries; rather, they show that the current ASP formulation is already advantageous on small and



medium domains, and that the case for very large domains depends on further reducing grounding
pressure and memory use.

6. Planned Evaluation and Future Work

Combinatorial explosion and grounding pressure. On large domains the bind-ability graph and
per-horizon goal-validation grounding still grow enough to significantly increase memory usage, trigger
clasp’s 32-bit identifier-range error, and inflate solving time. Technical debt remains in late pruning of
integrity constraints, limited output-port symmetry breaking, rebuilding precomputed candidates after
configuration changes, and time-keyed behavioral constraints. More specifically, integrity constraints
are not yet folded into the backward candidate closure, output-port symmetry canonicalization covers
only within-consumer permutations, and behavioral constraints still lower into time-keyed integrity
constraints. The next evaluation will therefore compare cached and optimized clindaws variants against
APE and the current backend for runtime, memory, grounding size, semantic parity, and responsiveness
during iterative query changes. The expected achievements are caching grounded atoms and partial
candidate sets, stronger symmetry breaking, and evaluating grounding-compilation hybrids such as
proASP [31]. These optimizations support integrating clindaws into APE, workflow engines such as
Nextflow [32], and clinguin-style front ends [25].

The planned evaluation will combine solver-level benchmarks with domain-scientist review of
result quality. Technically, I will extend the benchmark suite to larger registry-derived domains and
longer horizons, measuring runtime, memory, grounding size, semantic parity, and response time
under iterative query changes. On the domain side, ranked result lists and interactive next-step
recommendations will be reviewed for whether they reflect relevant scientific preferences and reduce
the manual effort needed to identify useful workflow candidates.

Temporal constraints and BFO-aligned domain models. Adopting temporal-logic ASP along
the lines of Telingo [29] addresses constraint re-grounding natively and opens a path to BFO-aligned
domain models in ASP. This is useful for multi-scale computational materials science workflows [14],
which may run in parallel and interact across scales. A later prototype should therefore distinguish
temporal compatibility, data-dependency compatibility, and semantic type compatibility instead of
encoding all of them as ordinary step-indexed constraints.

Preference-driven synthesis under incomplete domain models and metadata (RQ3-RQ5).
The main expected achievement is the shift from enumeration to preference-based ranking. Hard
constraints continue to prune; preferences rank candidates by domain-scientist metrics such as citation
count, OS support, hardware requirements, expected runtime, robustness, and preferred tools. Locally
non-preferred tools must not be pruned too early, because they may still appear in the globally top-
ranked workflow. Real registries such as bio.tools rarely contain complete preference metadata,
missing values therefore need sensible defaults and, where possible, confidence-aware predictions.
Probabilistic frameworks such as SLASH [33] and NeurASP [34] can express classifier or LLM outputs
as probability distributions over facts such as operating-system support, citation/ranking buckets, or
probable tool annotations. The ASP encoding would still enforce hard type and workflow constraints,
while weak constraints use predicted facts only for ranking. Differentiable stable-model computation,
in particular Neural Decision-Propagation [35], and inductive ASP learning via NSIL [36] are additional
candidates for scaling and learning parts of this loop.
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