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Abstract

Artificial intelligence systems are commonly evaluated through an error-eradication paradigm in which better
systems minimize visible failure and support increasingly seamless automation. From a socio-technical perspective,
however, the absence of visible error can weaken oversight by concealing the conditions under which AI outputs
should be questioned, repaired, or rejected. We introduce productive fallibility as a property of human—-AI
configurations in which residual fallibility becomes detectable, interpretable, actionable, and contestable. We
distinguish destructive, hidden, and productive configurations of error and develop a five-level framework
spanning cognitive, interactional, organizational, ethical, and learning functions. Illustrative vignettes from
healthcare, education, and organizational decision-making show how interfaces, workflows, and governance
arrangements can transform otherwise concealed fallibility into opportunities for verification, human repair,
escalation, and organizational learning without legitimizing unsafe failure. We conclude with design principles
for inspectability, repairability, calibrated reliance, distributed responsibility, human reflection, and learning
loops.
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1. Introduction

Artificial Intelligence (AI) systems are increasingly embedded in socio-technical environments charac-
terized by uncertainty, distributed responsibility, organizational constraints, and continuous human
interpretation. In healthcare, education, public administration, and organizational decision-making,
Al systems are no longer isolated computational tools; they increasingly participate in processes of
classification, recommendation, explanation, prioritization, and judgement [1, 2, 3]. In such contexts,
dominant approaches to Al design and evaluation often assume that better systems are those that
progressively reduce error, remove friction, and make automated support more fluent, seamless, and
authoritative [4, 5, 6].

This assumption is only partially adequate. Error reduction is indispensable, especially in high-stakes
domains where incorrect Al outputs may produce harm, discrimination, unsafe action, or institutional
irresponsibility. However, the pursuit of increasingly invisible and frictionless automation may also
generate socio-technical fragility. When Al outputs appear fluent, confident, institutionally authorized,
or practically difficult to contest, users may progressively disengage from verification and rely on the
system beyond its actual competence. This is the familiar problem of inappropriate reliance, automation
bias, and supervisory complacency [7, 8, 9, 10]. From this perspective, the absence of visible error does
not necessarily indicate reliability at the system level. It may instead indicate that fallibility has become
harder to detect, question, and govern.

This paper proposes a socio-technical reconceptualization of error in human-AI systems. We do
not argue that Al systems should be made less accurate, nor that harmful failures should be tolerated.
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Rather, we argue that residual fallibility should be made socio-technically available: visible enough to
be detected, interpretable enough to be understood, and actionable enough to support repair, escalation,
and learning. The central issue is therefore not whether error should be eliminated or accepted, but
how different forms of error are produced, represented, interpreted, and acted upon within situated
Al-mediated practices.

The paper makes three contributions. First, it reframes residual error in human-AI systems as a
socio-technical governance problem, distinguishing destructive, hidden, and productive configurations
while identifying visible-but-non-actionable fallibility as an important failure mode of nominal oversight.
Second, it develops productive fallibility as a property of socio-technical configurations in which residual
human or machine fallibility becomes detectable, interpretable, actionable, contestable, repairable, and
capable of supporting learning. Third, it translates this account into a five-level framework and
design principles spanning inspectability, human repair, calibrated reliance, distributed responsibility,
metacognitive reflection, and socio-technical learning loops.

The argument draws on connected traditions in human factors, safety science, HCI, and information
systems. Foundational socio-technical work emphasizes that system performance depends on the joint
configuration of technical capabilities, human roles, work practices, organizational structures, and
opportunities for adaptation [11, 12, 13, 14]. Recent STPIS scholarship has extended this socio-technical
perspective explicitly to Al applications and conversational systems, emphasizing the importance of
examining Al within concrete work systems and situated organizational contexts rather than as an
isolated technological capability [15, 16]. Contemporary IS research similarly treats increasingly agentic
AT artifacts as participants in delegation and organizational coordination rather than passive tools
[17, 18]. This perspective complements research on automation bias, resilience, seamful interaction,
and designed friction [19, 20, 21, 22, 23, 24, 25]. Reliability is therefore treated here not as a property
of model outputs alone, but as an achievement of human-machine configurations that must remain
inspectable, contestable, and governable.

2. Background: Fallibility, Friction, and Oversight in Al

2.1. From machine infallibility to fallible intelligence

The contemporary tendency to evaluate Al systems primarily through accuracy, performance, and error
reduction is rooted in a longstanding cultural imagination of machines as instruments of precision
and regularity. In this imagination, the machine is valuable precisely because it appears to operate
without hesitation, fatigue, ambiguity, or error. Yet this ideal becomes problematic when Al systems
are embedded in domains where interpretation, responsibility, adaptation, and situated judgement are
central.

Edgar Allan Poe’s analysis of Maelzel’s chess-playing automaton offers an early critique of the
fascination with apparent machine infallibility [26]. Poe’s concern was not only that the automaton
was deceptive, but that its apparent autonomy concealed the human and material arrangements that
made its performance possible; the relevance here is therefore not the device as an instance of Al, but
the socio-technical concealment produced by an appearance of autonomous competence. This insight
remains relevant to contemporary Al: systems that appear autonomous, objective, or authoritative are
always sustained by human labour, design choices, data practices, maintenance work, institutional
framing, and situated interpretation. The appearance of infallibility should therefore become an object
of inquiry rather than a reason for epistemic surrender.

Alan Turing provides a complementary perspective. In his discussion of computing machinery and
intelligence, intelligence is not equated with perfect correctness [27]. The point is not that error is
desirable, but that intelligence need not be equated with perfect correctness: imperfect, unexpected, or
contestable answers can remain part of the relational and interpretive process through which intelligence
is attributed and tested. Turing and Poe thus help open a conceptual space between two inadequate
positions: that trustworthy machines must appear error-free, and that error merely indicates failure. In
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human-AlI systems, visible fallibility may reveal limits, dependencies, and contextual assumptions that
would otherwise remain hidden.

2.2. Automation bias, calibrated reliance, and meaningful oversight

Human factors research has long shown that automation changes how people allocate attention,
responsibility, and effort. Automated support can improve performance, but it can also produce misuse,
disuse, and abuse when trust is poorly calibrated [7, 20]. Automation bias occurs when users accept
automated suggestions despite contradictory evidence, missing information, or contextual reasons for
doubt [8, 9, 10]. This risk is particularly acute when outputs are presented with fluent confidence or
embedded within institutional workflows that make disagreement costly, exceptional, or undocumented.

For this reason, human oversight cannot be reduced to the formal presence of a human actor after an
automated output has been produced. Meaningful control requires that human reasons and relevant
moral considerations can shape system behaviour and that responsibility can be traced to actors with
an appropriate capacity to intervene [28]. In operational terms, oversight requires time, authority,
information, competence, and organizational support. A person who is nominally “in the loop” but
lacks the ability to inspect, contest, override, or escalate an Al output is not exercising robust control.
This concern is central to critiques of procedural human oversight [29] and to the warning that humans
may become “moral crumple zones” when responsibility for system failure is displaced onto operators
who had limited control over the automated arrangement [30, 31]. In the European regulatory context,
Article 14 of the AI Act likewise requires high-risk Al systems to be designed and developed so that
they can be effectively overseen by natural persons during use [32].

2.3. Friction, resilience, and socio-technical reliability

The ideal of seamless interaction is not universally desirable. In many settings, reduced effort, speed, and
fluency are genuine design virtues. Yet in high-stakes, ambiguous, or value-laden decisions, excessive
seamlessness may suppress the very interruptions through which users recognize uncertainty and
exercise judgement. Work on seamful interaction, frictional Al, and designed friction challenges the
assumption that all interactional resistance is a defect [23, 24, 25, 33]. Properly placed friction can slow
down consequential action, prompt verification, expose uncertainty, and support more appropriate
reliance.

Safety science and resilience engineering offer a related lesson. Reliability is not merely the absence
of failure; it also depends on the capacity to detect, absorb, respond to, and learn from disturbances
[21, 22]. Applied to Al this means that reliability cannot be assessed only through model-level metrics
such as accuracy, precision, recall, or calibration. These metrics remain essential, but they do not
capture whether users can detect when the system is wrong, understand why an output may be unsafe
or inappropriate, intervene before harm occurs, or ensure that recurrent breakdowns inform redesign.
Reliability in human—-AI systems is therefore a socio-technical achievement. This argument also has
clear antecedents. Bainbridge’s classic “ironies of automation” showed that increasing automation
can leave human operators responsible for the abnormal conditions for which their skills are least
exercised [19]; seamful design argued against treating the disappearance of technological seams as
an unconditional design goal and later work framed seamful and seamless design as complementary
strategies for downstream user agency [23, 24]; and cognitive forcing interventions have tested deliberate
interactional mechanisms for reducing overreliance on Al recommendations [34]. Our contribution is
therefore not the claim that friction, breakdown, or visible limitations have never been recognized as
informative. It is to integrate these insights into a socio-technical account of how residual human and
machine fallibility can be made governable across detection, interpretation, action, repair, and learning.
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Table 1

Conceptual distinctions relevant to productive fallibility in human-Al systems.

Concept

Working definition

Relevance for design and oversight

Error

Hallucination / un-
substantiated gener-
ative output

Uncertainty

Anomaly

Disagreement

Breakdown

Friction

An output, action, or recommendation
that is incorrect, unsafe, misleading, or
inappropriate relative to a task, criterion,
context, or normative standard.

A fluent and plausible-seeming output
that appears correct, comprehensive, or
contextually adequate, although it is false,
inaccurate, unsupported, irrelevant, or
otherwise unfit for the task.

A condition of incomplete knowledge con-
cerning the correctness, robustness, scope,
or consequences of an output.

A deviation from expected patterns of sys-
tem behaviour, user expectation, or do-
main plausibility.

A divergence between Al output, human
judgement, alternative evidence, or an-
other system.

A disruption in the ordinary flow of action,
interpretation, or coordination.

Interactional or organizational resistance
that slows, interrupts, or complicates ac-
tion.

Errors must be prevented when harmful,
surfaced when concealed, and made ac-
tionable when they reveal limits or mis-
matches.

Hallucinations are especially harmful
when plausibility masks wrongness; de-
sign should surface uncertainty, prove-
nance, evidential grounding, and limits
rather than allowing fluency to substitute
for reliability.

Uncertainty should be communicated so
that users can adjust reliance and decide
when verification is required.

Anomalies can function as early signals
that something requires inspection, even
before an error is formally established.
Disagreement can prompt comparison,
second opinions, justification, or esca-
lation without presupposing that either
party is already known to be wrong.
Breakdowns expose dependencies and can
reveal where workflow, interface, or re-
sponsibility structures are fragile.
Friction is harmful when it adds unneces-
sary burden, but productive when it pre-
serves attention, verification, and respon-
sibility.

3. Conceptual Clarification: Error, Uncertainty, Anomaly, and Friction

A clearer vocabulary is needed because discussions of Al failure often use error, hallucination, uncertainty,
anomaly, breakdown, disagreement, and friction as if they were interchangeable. They are related, but
analytically distinct, as represented in Table 1. Without this distinction, the claim that error may be
productive risks becoming normatively ambiguous or empirically vague.

On this basis, productive fallibility does not mean that designers should intentionally introduce
arbitrary mistakes. We use the term to denote a property of a socio-technical configuration: residual
fallibility becomes productive when interfaces, workflows, organizational arrangements, and gover-
nance mechanisms make it sufficiently detectable, interpretable, actionable, and contestable to support
verification, repair, escalation, or learning. A productive error event is therefore a particular episode
occurring within such a configuration, not an error that is beneficial by virtue of being wrong. De-
signed friction is one possible mechanism for supporting productive fallibility, but the concepts are
not synonymous: friction is an intentional intervention in interaction or workflow, whereas fallibility
is a residual condition of the human—-AI system. The concept also differs from Kapur’s productive
failure, a pedagogical design in which unsuccessful problem-solving can prepare learners for subsequent
instruction [35]; productive fallibility is not a teaching method and does not require intentionally
induced failure.
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4. Destructive, Hidden, and Productive Configurations of Error

The first step in moving beyond an error-eradication paradigm is to distinguish different forms of
error. Treating all errors as equivalent obscures the fact that their consequences depend on visibility,
interpretability, actionability, and organizational response. We distinguish three principal configurations:
destructive error, hidden error, and productive fallibility as instantiated in productive error events.

Destructive error refers to error that produces harm, risk, confusion, exclusion, or unsafe action
without adequate safeguards. These errors are the traditional focus of safety, reliability, and risk-
management approaches. They must be prevented, reduced, mitigated, and monitored as much as
possible. In high-stakes contexts such as healthcare, welfare, education, and organizational decision-
making, destructive errors may affect diagnoses, treatments, opportunities, rights, or evaluations.

Hidden error is error that remains concealed by smooth, fluent, authoritative, or procedurally le-
gitimate system behaviour. Hidden error is especially dangerous because it preserves the experience
of reliability while reducing opportunities for critique and correction. A natural-language answer
may be fluent but unsupported; a risk score may be precise-looking but poorly transported to the
local population; a ranking may appear neutral while reproducing historical bias. In such cases, the
failure is not merely technical. It is interactionally and institutionally masked. This notion differs from
Reason’s “latent conditions,” which are dormant system-level vulnerabilities that can combine with
local circumstances to contribute to failure [21]. Hidden error refers here to an already instantiated
erroneous or inappropriate output whose problematic status is concealed by presentation, workflow,
or institutional conditions; latent conditions may help produce such concealment, but the concepts
operate at different analytical levels.

A productive error event is an error that, within a productive-fallibility configuration, becomes
visible, interpretable, and actionable. It is not valuable because it is wrong, but because its wrongness
becomes available for human and organizational response. Such an event can interrupt passive reliance,
reveal boundaries of model competence, expose mismatches between computational representation and
situated context, trigger verification, and inform redesign. The productive property therefore belongs
primarily to the surrounding socio-technical configuration, not intrinsically to the error.

Figure 1 summarizes three principal configurations. Detectability and actionability are enabling
conditions rather than exhaustive binary axes from which the triad is mechanically derived. Importantly,
visibility alone is insufficient: fallibility may be visible but non-actionable when users receive warnings
yet lack time, authority, usable response mechanisms, or escalation paths. Such cases constitute a
failure mode of nominal oversight rather than a fourth mutually exclusive type of error.

This triad also clarifies the normative position of the paper. The problem is not the presence or
absence of error in the abstract, but whether fallibility is visible enough to be governed. An Al
system with a low error rate may still be socio-technically fragile if its remaining errors are concealed,
overtrusted, or difficult to contest. Conversely, an imperfect system may be safer and more accountable
if it communicates uncertainty, exposes anomalies, enables repair, and supports escalation.

5. A Multi-Level Framework of Productive Fallibility

Productive fallibility operates across five levels of human—Al systems: cognitive, interactional, organiza-
tional, ethical, and learning. These levels capture how fallibility can influence attention and judgement,
shape verification and repair, expose responsibilities and dependencies, support appropriate reliance
and contestability, and connect local breakdowns to longer-term adaptation.

Table 2 presents the proposed framework. It connects each level with the role of error, the failure
mode that emerges when productive fallibility is absent, and design questions that can guide system
development and deployment.

At the cognitive level, productive fallibility interrupts automatic acceptance. This is important because
reliance on Al is shaped not only by performance, but also by workload, time pressure, professional
hierarchy, prior experience, interface cues, and organizational expectations [20, 36]. An implausible,
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Destructive error

Harmful, unsafe, or
unmitigated failure

Governance response:
prevent, reduce, contain

Hidden error

Invisible or overtrusted
failure concealed by
fluent interaction

Governance response:

Productive configuration

Visible, interpretable,
and actionable failure

Governance response:
verify, repair, learn

surface, inspect, contest

Low or absent
actionability

High detectability

L bsent . s
ow or absen and actionability

detectability

Visible but non-
actionable fallibility

Warning or uncertainty is
surfaced, but meaningful
response is constrained

High detectability; low or
constrained actionability

Figure 1: Three principal socio-technical configurations of error. Detectability and actionability are enabling
conditions rather than exhaustive binary axes; visible-but-non-actionable fallibility is shown as a failure mode of
nominal oversight.

uncertain, or inconsistent output can act as a cognitive alarm, reminding users that the Al system is not
an infallible authority but a fallible component of a broader reasoning process.

At the interactional level, fallibility becomes productive only when users can do something with
it. Detection without repairability is insufficient. Users must be able to request clarification, compare
alternatives, document disagreement, override recommendations, or escalate ambiguous cases. This is
particularly important for Al systems that support complex reasoning tasks, where human contribution
should not be reduced to final approval after machine recommendation.

At the organizational level, productive fallibility makes visible that Al errors rarely belong only to
the model. They may reflect inadequate data practices, unclear deployment procedures, poor training,
insufficient monitoring, inappropriate task allocation, or ambiguous responsibility. Treating errors as
socio-technical events allows organizations to examine the configuration of people, models, interfaces,
policies, and work practices that produced the failure.

At the ethical level, productive fallibility supports calibrated reliance. By calibrated reliance, we
mean reliance that is proportionate to the system’s actual capabilities and limitations in the current
context, rather than globally high or low trust. Trustworthy human—-AlI collaboration does not require
users to trust Al systems as much as possible. It requires them to rely appropriately, in proportion to
the system’s capabilities, limitations, and context of use [20, 37]. Visible fallibility can help users form
more realistic mental models of what the system can and cannot do.

Finally, at the learning level, productive fallibility connects local breakdowns to broader adaptation.
A single error may prompt correction; recurrent patterns of error should prompt redesign. This requires
feedback loops that treat errors not only as performance data, but as evidence about the fit between
system, user, task, organization, and governance arrangement.
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Table 2

A multi-level framework of productive fallibility in human-Al systems.

Level

Productive role of fallibil-
ity

Failure mode if absent

Design question

Cognitive

Interactional

Organiza-

tional

Ethical

Learning

Interrupts automatic accep-
tance and reactivates atten-
tion, doubt, and reflective
judgement.

Creates opportunities for

questioning,  comparison,
correction, override, and
repair.

Makes dependencies, proce-
dures, responsibilities, and
monitoring needs visible.

Challenges the illusion of in-
fallibility and supports cali-
brated reliance, epistemic hu-
mility, and contestability.
Transforms recurrent break-
downs into evidence for
model improvement, work-
flow redesign, training, and
governance adaptation.

Users accept outputs pas-
sively, especially under work-
load, time pressure, or per-
ceived system authority.

The interface permits only ac-
ceptance or rejection, with lit-
tle support for interpretation
or correction.

Responsibility is displaced
onto frontline users while
systemic causes remain un-
examined.

Al outputs acquire inappro-
priate epistemic or institu-
tional authority.

The same failures recur with-
out structural correction or
organizational learning.

Can users notice uncertainty,
anomaly, disagreement, or
low confidence at the point
of decision?

Can users inspect, challenge,
revise, annotate, or escalate
the output?

Are escalation paths, audit
trails, review procedures, and
accountability structures de-
fined?

Does the system avoid over-
confident presentation and
preserve the user’s right and
capacity to contest?

Are individual  errors
connected to feedback
loops for technical and
socio-organizational
provement?

im-

6. Illlustrative Socio-Technical Vignettes

The following vignettes are analytic illustrations rather than empirical case studies. They were selected
as contrasting contexts in which productive fallibility performs different primary functions: preserving
professional judgement in healthcare, sustaining epistemic and learner agency in education, and
enabling institutional contestability in organizational decision-making. The three contexts are therefore
illustrative rather than mutually exclusive or ontologically equivalent categories; they are used to
test the portability of the same socio-technical concepts across different configurations of users, tasks,
authority, and consequences.

6.1. Healthcare Al: error as a signal for professional judgement

Consider an Al-based diagnostic support system used in an emergency department to flag radiological
examinations that may require urgent review. A destructive error would occur if the system missed a
critical finding and the workflow allowed the case to proceed without human review. A hidden-error
configuration would occur if the system produced an apparently precise score without communicating
that the case differs substantially from the population on which the model was validated [38]. A
productive-fallibility configuration would alter the surrounding interaction: an out-of-distribution
indicator, provenance cue, calibrated uncertainty signal, or mismatch warning would make the limi-
tation visible at the point of use, giving the clinician a reason to compare the recommendation with
imaging findings, symptoms, and history and, where warranted, activate a second-opinion or escalation
procedure. The error does not spontaneously become productive; the socio-technical configuration
provides mechanisms that transform otherwise concealed fallibility into an interpretable and actionable
signal.

The difference lies not only in the model output, but in the socio-technical configuration surrounding
it. Healthcare Al can support clinical work only if human actors retain meaningful capacity to interpret
and contextualize system outputs and integrate them into situated judgement [39, 40]. In our framework,
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Table 3
[llustrative domains in which productive fallibility can support socio-technical resilience.

Domain Risk of hidden error Productive socio-technical function

Healthcare Al Overconfident decision-support outputs  Reactivates clinical reasoning, contex-
treated as authoritative recommenda- tual verification, and accountable pro-
tions. fessional judgement.

Education and Al tu- Fluent but unsupported or misleading Prompts source verification, metacog-

tors explanations accepted as knowledge. nition, argument reconstruction, and

learner agency.

Organizational Algorithmic rankings or classifications  Exposes bias, hidden assumptions, ac-

decision-making absorbed as procedurally neutral out- countability gaps, and governance limi-
puts. tations.

this requirement extends to the possibility of questioning and contesting recommendations when their
applicability to the case is uncertain. The relevant design problem is therefore not simply to maximize
apparent precision, but to ensure that probabilistic outputs do not become overconfident substitutes
for situated clinical judgement. Productive fallibility contributes to accountable care when it makes
uncertainty, mismatch, and disagreement available for professional reasoning.

6.2. Education and Al tutors: error as an occasion for reflection

Educational Al systems and generative tutors increasingly provide explanations, examples, feedback,
and writing support. Their fluency creates a pedagogical risk: students may confuse linguistic coherence
with epistemic reliability. A hidden error occurs when a plausible answer is accepted because it sounds
correct, even though it is incomplete, unsupported, or conceptually misleading. In such cases, the
system may weaken learning by encouraging shortcut-based interaction and outsourcing of interpretive
effort.

The same fallibility can become productive when it is pedagogically framed. A flawed explanation
may invite students to identify missing assumptions, verify sources, reconstruct an argument, compare
alternative accounts, or explain why a response is inadequate. The educational value does not lie in
the error itself, but in the reflective activity that the error makes possible. This aligns with views of
learning as active self-regulation, co-regulation, and shared regulation rather than passive reception
of correct answers [41, 42]. For Al tutors, the design question is therefore whether the system merely
delivers fluent responses or structures epistemic effort, verification, and learner agency.

6.3. Organizational decision-making: error as resistance to opaque automation

Al systems are increasingly used to support screening, prioritization, risk assessment, resource allocation,
and managerial judgement. In these settings, outputs can acquire institutional authority because they
are embedded in dashboards, workflows, performance systems, or administrative procedures. Hidden
error occurs when a ranking or classification is absorbed into routine practice as if it were neutral,
objective, and self-justifying.

A productive error event may appear as an anomalous recommendation, an implausible ranking,
or a visibly unfair classification. If the organization provides channels for contestation, review, and
explanation, the anomaly can trigger examination of data quality, model assumptions, thresholds,
accountability structures, and governance procedures. If those channels are absent, the same error may
be individualized: a human operator is blamed for not detecting a problem that the organization made
practically difficult to detect or challenge. This is precisely the condition in which nominal oversight
can turn the operator into a “moral crumple zone,” concentrating responsibility on a person who lacked
meaningful control over the broader configuration [30, 31]. Productive fallibility therefore requires
organizations to treat errors not as isolated human or technical failures, but as opportunities to examine
how responsibility is distributed across people, models, interfaces, and institutions.
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Across these domains, productive fallibility performs a common function: it prevents Al from
becoming an unquestioned layer of mediation. It sustains professional judgement in healthcare, reflective
learning in education, and contestability in organizations. These effects do not arise automatically
from error. They require interfaces, workflows, policies, and cultures that make fallibility visible,
interpretable, and actionable.

7. Implications for Design

If productive fallibility depends on socio-technical conditions, then design should not focus exclusively
on reducing error rates. It should also shape how errors, uncertainty, disagreement, and breakdowns
are represented and handled. The following principles translate the framework into design implications.

7.1. Design for inspectable error

Al systems should be designed so that fallibility is inspectable at the point of use. Users need practical
cues concerning uncertainty, confidence, provenance, scope conditions, alternative interpretations,
known limitations, and the relation between the present case and past cases through which the system
has learned to operate [43, 38]. In high-stakes domains, this may include confidence intervals, calibration
information, out-of-distribution warnings, links to supporting evidence, or explanations that clarify
why an output may not apply to the present case [44, 45]. The goal is not to overwhelm users with
technical detail, but to make the output sufficiently contestable and situated to support judgement.

One concrete way to implement this principle is to replace, or at least complement, categorical Al
advice with example-based cues. In medical decision making, pro-hoc explanations have been proposed
as a form of frictional Al in which users are shown analogous cases for each possible outcome, rather
than a single post-hoc explanation of the machine’s recommendation [46]. A particularly relevant
variant consists in presenting cases similar to the one at hand for which the system issued the same
class prediction but was later found to be wrong. Evidence from radiological fracture detection suggests
that making previous machine errors visible in this way may support case-specific trust calibration,
help users interpret advice in light of the present case, reduce some diagnostic errors, and be perceived
as useful, while still requiring clinicians to exercise their own interpretative skills [46].

Inspectable error is particularly important for generative Al systems, whose linguistic fluency can
conceal factual inaccuracy, unsupported inference, or contextual mismatch. Design should therefore
resist the aesthetics of effortless certainty when certainty is not warranted. A system that produces
fluent but ungrounded answers may appear more reliable than it is.

7.2. Design for human repair

Detection is insufficient if users cannot act. Al systems should support human repair through correction,
annotation, override, escalation, comparison, and documentation of disagreement. In professional
settings, repairability may require second-opinion workflows, audit trails, incident reporting, and
clear procedures for recurrent failures. These mechanisms prevent human oversight from becoming
symbolic. A user who is formally responsible but lacks the tools, authority, or time needed to repair an
Al-mediated process is not exercising meaningful control.

Repairability also implies reversibility where possible. When Al-supported decisions can be reviewed
and corrected before irreversible consequences occur, the overall system becomes more resilient.
Conversely, when outputs are automatically translated into action without review, residual error
becomes harder to detect and contain.

7.3. Design for calibrated reliance

Al systems should be designed for calibrated reliance rather than maximum trust. This requires
moving beyond the treatment of accuracy as an intrinsic property of the machine and considering
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trustworthiness as a situated relation between the system, the user, the case, and the decision context
[43]. Reliance is productive only when it is proportionate to the system’s actual capabilities, limitations,
and context of use [20]. Users should understand not only what the system can do, but also what it
cannot do, where performance may degrade, and when human verification remains necessary.

Visible and interpretable errors can help users develop realistic mental models of the system. Hidden
errors produce misplaced confidence; unexplained errors produce abandonment or indiscriminate
distrust. The design objective is therefore neither blind reliance nor generalized scepticism, but situated
and revisable reliance.

7.4. Design for distributed responsibility

Distributed responsibility should not mean diffuse responsibility. Human—-AI systems should make
explicit which actors are responsible for model development, deployment, monitoring, case-level
interpretation, override, escalation, and organizational remediation. Interfaces should distinguish
advisory from determinative outputs and make visible when human review is mandatory. Meaningful
oversight therefore requires not merely assigning a human to the workflow, but aligning responsibility
with actual information, authority, time, competence, and capacity to intervene [28, 47, 17].

This principle is essential because accountability cannot be reduced to individual vigilance. If an
organization deploys an Al system without adequate training, documentation, monitoring, or escalation
channels, errors cannot fairly be attributed only to frontline users. Productive fallibility requires
an institutional environment in which breakdowns can be reported and analysed without merely
assigning blame. This organizational emphasis is consistent with recent STPIS work conceptualizing Al
governance as a reflexive, multi-layered, and adaptive process embedded in organizational context and
supported by continuous monitoring and contextual awareness [48].

7.5. Design for human reflection

A further design implication concerns use cases in which the Al system is not primarily trained to
predict the correct answer to the task, but to estimate the probability that the human decision on the
present case is wrong. In this configuration, the machine does not function as a direct substitute for
human judgement. Rather, it operates as a metacognitive support layer that models the risk of human
error by combining information about the case, the decision-maker, and the epistemic conditions under
which the decision is being made. This orientation is consistent with the view that the quality of
Al-supported decision making cannot be inferred from model accuracy alone, because decision quality
emerges from the situated relation between model outputs, human interpretation, case characteristics,
and patterns of reliance [43]. Such systems are especially relevant when the central risk is not only that
the Al may be wrong, but that the human may be overconfident, insufficiently attentive, or unaware
that a case falls outside the range of their reliable competence.

The design of this class of systems should avoid treating human error as an individual defect inferred
from a single decision. A robust estimate should integrate multiple signals: the intrinsic features of the
case; the user’s previous accuracy on comparable test or validation cases, as a proxy for task-specific
skill; the user’s confidence in the current decision; the complexity or ambiguity perceived by the user;
the degree of disagreement among raters during ground-truth construction, when available; and the
similarity of the current case to cases that were previously found difficult, ambiguous, or error-prone.
In this sense, the relevant output is not simply a prediction that “the human is wrong”. It is a situated
estimate of epistemic risk, grounded in the relation between a particular user, a particular case, and a
particular decision context.

This design orientation extends productive fallibility in two ways. First, it makes human fallibility
itself inspectable. The system does not merely expose the possible fallibility of the machine; it also helps
detect situations in which the human decision may require reconsideration, second reading, additional
evidence, or escalation. Second, it supports calibrated reliance in both directions: users should not
over-rely on the Al but they should also avoid over-relying on their own judgement when the available
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evidence suggests that the case is unusually difficult or that their confidence is poorly aligned with
past performance. The interface should therefore present human-error risk as a reason for reflective
verification, not as a verdict that displaces responsibility from the user to the system.

As discussed above, a related design strategy is to present counterfactual analogous cases that make
the possible fallibility of the user’s initial judgement salient. Pro-hoc explanations operationalize this
strategy by showing similar cases in which the system supported the user’s tentative judgement but
was later found to be wrong, together with cases associated with the alternative outcome. They thereby
introduce a lightweight form of cognitive forcing without replacing the clinician’s final decision [46, 34].
Prior evidence indicates that such interventions can reduce inappropriate reliance in some conditions
but also impose additional effort; cognitive forcing should therefore be treated as a context-dependent
design mechanism rather than an inherently beneficial intervention [34].

Several safeguards are necessary. First, a second-order calibration problem arises: a model estimating
the probability that a human judgement is wrong is itself fallible. Its estimates therefore require
independent validation, calibration assessment, domain-specific monitoring, and mechanisms through
which alerts can themselves be inspected and contested. The meta-model should allocate attention
to vulnerable cases rather than acquire a new form of epistemic authority. Second, self-reported
confidence is a noisy and potentially reactive signal: once users understand how it affects system
behaviour, reporting may change strategically or unintentionally. Confidence should therefore be
combined with other evidence and evaluated for calibration and measurement reactivity. Third, alerts
should be thresholded carefully to avoid alarm fatigue and differentiated by consequence, from self-
review to second opinion or formal escalation [49]. Finally, user-specific performance histories and
confidence profiles create governance risks. They may support situated assistance but also enable
worker monitoring, ranking, or managerial surveillance. Purpose limitation, data minimization, access
controls, and separation between decision support and personnel evaluation are therefore important
safeguards. In the European context, this concern is especially salient because Annex III, point 4 of the
Al Act identifies specified employment and worker-management uses as high-risk, while Article 14
establishes human-oversight requirements for high-risk Al systems [32].

Designed in this way, human-error estimation can become a powerful form of productive fallibility.
It turns possible human mistakes into visible and actionable occasions for verification, while preserving
the human as the responsible agent who interprets the alert, considers the case context, and decides
whether further action is warranted. The objective is not to replace human judgement with a second-
order algorithmic judgement about the human. It is to create a socio-technical mechanism that makes
vulnerable moments in human reasoning more recognizable, discussable, and repairable. In this respect,
human-error estimation should be presented less as an oracle about the correctness of the user and
more as a perceptual and semiotic aid that helps users inspect the present case in the light of prior cases,
uncertainty, and situated evidence [43].

7.6. Design for learning loops

Finally, Al systems should transform errors into socio-technical learning. Recurrent failures may
reveal inadequate training data, poor interface design, unclear task allocation, unrealistic expectations,
miscalibrated thresholds, or misalignment between system behaviour and institutional goals. Learning
loops should therefore include technical, socio-organizational, and human-learning dimensions. Recent
STPIS work on GenAl integration similarly emphasizes socio-technical reflection aimed at balancing
technological benefits with wellbeing, autonomy, ethical practice, learning, and the maintenance of
human skills [50]. Human learning should not be assumed to follow automatically from repeated
exposure to Al-supported decisions. Internalization may support expertise when interaction requires
active comparison, explanation, verification, and repair; the same process may instead produce cognitive
convergence, biased heuristic transfer, or deskilling when fluent outputs are repeatedly accepted without
reflective engagement [51]. The learning loop is therefore bidirectional: it can become a productive
loop of reflection and capability development or a degenerative loop of dependence, bias transmission,
and progressive loss of independent judgement.
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Figure 2 summarizes productive fallibility as a learning loop. Users should be able to report and
interpret errors; organizations should analyse patterns; designers should revise interfaces and workflows;
and governance structures should update rules, responsibilities, and safeguards. Continuous monitoring
should not be understood merely as post-deployment surveillance of model performance, but as ongoing
adjustment of the socio-technical system. It should also include attention to what users learn from
repeated exposure to Al outputs, since Al-mediated interaction may progressively shape professional
judgement, reliance habits, and the transmission of both expertise and bias [51].

To make these implications more concrete, Figure 3 presents an illustrative mock-up of a hybrid
decision-support interface that integrates inspectable error, human reflection, and human repair within
a single interaction environment.
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8. Discussion: From Error Eradication to Governable Fallibility

The argument developed in this paper challenges a dominant assumption in Al design and evaluation:
that the primary objective is to eliminate visible error as completely as possible. This assumption
is understandable, but incomplete. In human-AI systems, error is not only a technical deviation
from correctness. It is also an event that can reorganize attention, redistribute responsibility, expose
assumptions, and activate repair.

The distinction between destructive, hidden, and productive configurations reframes the normative
goal of human-centered AL The aim should not be an abstract pursuit of frictionless automation, but
the design of systems in which destructive errors are minimized, hidden errors are surfaced, visible-but-
non-actionable fallibility is made meaningfully actionable, and productive error events can support
oversight and learning. This perspective does not lower reliability standards. Rather, it broadens the
meaning of reliability to include detectability, contestability, repairability, and recoverability.

This has implications for evaluation. Standard metrics such as accuracy, precision, recall, calibration,
and error rate remain necessary, but they are not sufficient. They do not indicate whether users can
recognize when the system is wrong, understand uncertainty, contest outputs, intervene before harm
occurs, or ensure that recurrent breakdowns inform redesign. A socio-technical evaluation of Al
systems should therefore include measures of reliance behaviour, error detectability, quality of human
intervention, cognitive workload, escalation effectiveness, documentation practices, and organizational
learning.

The framework also complicates the aspiration toward seamless Al. Seamlessness can be valuable for
routine, low-risk, reversible tasks. However, in consequential, ambiguous, or value-laden decisions,
some forms of friction are necessary to preserve attention, accountability, and interpretive agency.
The relevant design question is not whether interaction should be smooth or effortful in general, but
where friction should be removed, where it should be preserved, and how it should be made meaningful
rather than merely burdensome. Operationalizing these principles also creates implementation and
governance requirements. Inspectable and repairable Al may require reliable provenance, traceable
records of system outputs and human interventions, appropriate retention and access policies, and
documentation of overrides, escalation, and recurrent failure patterns. These mechanisms must be
proportionate to domain risk and aligned with applicable data-protection, safety, accountability, and
Al-governance requirements; for high-risk systems, Articles 12—-14 of the EU Al Act provide relevant
requirements on record-keeping, transparency and information to deployers, and human oversight [32].

8.1. Limitations and future research

This paper is conceptual. It does not provide empirical evidence that productive fallibility improves
performance, learning, safety, or accountability in specific domains. The vignettes are illustrative rather
than evidential. Future work should operationalize the framework and test its claims through controlled
experiments, field studies, and longitudinal evaluations.

One complementary direction is to investigate how system- or provider-level evidence about content
reliability can be integrated with situated measures of productive fallibility. Indicators such as citation
correctness, source quality, provenance, evidential support, and appropriately designed user evaluations
could provide useful evidence about the reliability of Al outputs and support calibrated reliance and
deployment decisions. Such aggregate indicators, however, should complement rather than substitute
for interaction- and configuration-level evaluation: a system that performs reliably on average may still
produce consequential errors in particular cases, and aggregate reliability does not by itself determine
whether residual fallibility is detectable, interpretable, actionable, contestable, or repairable in use.
Future empirical work should therefore examine how these levels of evidence can be combined without
turning reliability scores themselves into proxies for warranted trust.

Several research directions follow. First, productive fallibility requires metrics for detectability:
whether users can notice that an output may be wrong, uncertain, or out of scope. Signal detection
theory could help distinguish sensitivity to genuinely problematic outputs from indiscriminate warning
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responses, separating detection performance from response bias [52]. Second, it requires metrics for
contestability: whether users can challenge outputs and whether such challenges are procedurally
consequential. Third, it requires metrics for repairability and recoverability: whether users and organi-
zations can correct errors before harm occurs and learn from recurrent breakdowns. Fourth, it requires
empirical investigation of trade-offs. Friction can support vigilance, but it can also increase workload,
slow action, and produce alert fatigue. The challenge is to identify the conditions under which friction
is productive rather than merely obstructive. Human-error estimation further requires research on
second-order calibration, strategic or reactive confidence reporting, privacy and workplace surveillance,
and whether metacognitive alerts improve joint decision quality rather than merely shifting authority
to another algorithm.

Finally, the framework should be adapted to domain-specific risk profiles. Productive fallibility in
education cannot be governed in the same way as productive fallibility in emergency medicine or
public administration. The visibility of error, the acceptability of delay, the reversibility of decisions,
the authority of the user, and the consequences of failure vary substantially across domains. A mature
research agenda should therefore connect the general framework proposed here with situated studies
of practice.

9. Conclusion

This paper has argued that error in human-AI systems should not be understood only as a technical de-
fect to be eliminated. Error can also be a socio-technical phenomenon that shapes how humans interpret,
question, trust, repair, and govern Al-mediated processes. The central contribution is the distinction
between destructive, hidden, and productive socio-technical configurations of error. Destructive errors
should be prevented and mitigated; hidden errors should be surfaced and made contestable; visible-but-
non-actionable fallibility should be coupled to meaningful response mechanisms; and productive error
events can support verification, repair, learning, and accountability.

The broader claim is that reliability in Al systems is not merely a property of model performance. It
is a socio-technical achievement sustained by visibility, contestability, repairability, calibrated reliance,
and organizational learning. Human-centered Al should therefore not aim only to make automation
more seamless. It should also design the conditions under which residual fallibility can be detected,
interpreted, contested, and responsibly addressed. In human-AI systems, the absence of visible error
may not indicate reliability; it may indicate the disappearance of opportunities for critique.
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