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Abstract
This study contributes to theory-grounded evaluation of large language models (LLMs) by examining the
effectiveness of four different models in generating automatic feedback for open-ended written responses, a
complex task generally requiring human judgment. A state-of-the-art GPT model and the open-source Llama
model were used, in their base form and in a fine-tuned version, to provide feedback on responses to a high-stakes
situational judgment test. Model outputs were evaluated using a rubric grounded in literature recommendations
for effective feedback and compared using automatic metrics. We analyzed model behaviors and error patterns
before and after fine-tuning to understand how model configuration affects feedback quality. Results reveal
systematic differences between GPT and Llama models, as well as between prompted and fine-tuned variants.
Fine-tuning did not consistently outperform prompt engineering, suggesting that high-quality prompting may
sufficiently approximate aspects of expert judgment. The strengths and limitations of our evaluation approach
are discussed, and implications for research and practice are presented.
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1. Introduction

Large language models (LLMs) are increasingly being adopted by professionals across various sectors,
including education, to enhance the efficiency of routine tasks [1]. Among the more time-intensive
responsibilities educators face is providing feedback on students’ open-ended responses–a task for
which artificial intelligence (AI) offers significant potential. Although feedback is widely acknowledged
as a critical component of effective student learning, teachers often contend with substantial workloads
and constrained resources [2], making it difficult to deliver individualized feedback to every student.

Several studies have explored the application of LLMs for automatic feedback generation (AFG),
obtaining encouraging results. However, the vast majority of research to date uses proprietary LLMs,
particularly OpenAI’s ChatGPT, while overlooking open-source alternatives that might better suit
schools’ and educational companies’ budgetary constraints and privacy requirements. Moreover, most
studies used only one model and relied on careful prompting of LLMs, but did not explore the possibility
of fine-tuning to align the models with user needs. Lastly, evaluating the feedback generated by LLMs
is complex, and existing studies lack a unified measurement approach.

To address the aforementioned gaps, this study investigates the following research questions: (1) To
what extent can LLMs generate high-quality feedback on short open-ended questions? (2) How does
the performance of an open-source LLM compare to that of a state-of-the-art GPT model in generating
such feedback? (3) Does fine-tuning enhance the ability of LLMs to produce effective feedback on short
open-ended questions?

To evaluate the ability of both open-source and proprietary LLMs, both in their base and fine-tuned
versions, to generate automatic feedback on short open-ended responses to complex items, we use
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a rubric grounded in literature-based criteria for effective feedback. In addition, we compare model
outputs using automated similarity metrics, both between models and against established evaluation
guidelines.

2. Literature Review

Feedback improves students’ performance, motivation [3], and learning strategies [4]. Effective feedback
is personalized to a student’s performance, delivered timely, and it not only points out mistakes, but
also highlights strengths and offers actionable next steps for improvement [5, 6, 7]. To help students
accept and process the feedback, these messages should talk to students directly [8], acknowledge their
effort, and strike a balance between the positive and negative aspects of their performance [9].

Writing personalized, detailed, and thoughtful feedback is time-consuming for educators [10], and
unfeasible in large-scale contexts. Existing systems for automating feedback provision struggle to
incorporate expert knowledge and data-driven methods, thus failing to create feedback that is highly
tailored to a task, to learners’ individual responses, and to teacher preferences [11]. Thanks to their
ability to understand context, follow instructions, and generate human-like text, LLMs offer a promising
foundation for the next generation of AFG systems. LLMs may provide students with rapid and
personalized feedback while keeping teachers in the loop, as they can guide model behavior by providing
evaluation criteria and directions in the prompt to align outputs to their preferences and needs.

Recent studies have focused on OpenAI’s state-of-the-art ChatGPT and various prompting strategies.
Results show that LLMs generate feedback almost as well as expert teachers [12, 13, 14]; this feedback
can improve revision performance, increase motivation, and generate more positive emotional responses
[15]. However, notable limitations remain. For instance, Jacobsen and Weber [12] found that one of the
20 automatically generated feedback messages evaluated in their study was of poor quality, and in [16]
ChatGPT generated feedback containing misclassifications, redundancy, inconsistency, or inaccurate
explanations in 48% of cases.

Existing studies focused almost exclusively on proprietary GPT models and relied heavily on prompt
engineering for AFG. However, smaller open-source models could offer cost savings and higher privacy
for researchers and educational organizations [17]. Also, fine-tuning could enable LLMs to generate
feedback that is better aligned with instructors’ pedagogical preferences, regardless of their prompt-
engineering skills [17]. To date, little is known about whether open-source LLMs and lightweight
fine-tuning can improve the quality of generated feedback.

To address these gaps, we used OpenAI’s GPT-4o-mini and Meta’s open-source Llama-3.2-11B to
generate feedback for open-ended responses to Casper, a high-stakes situational judgment test (SJT).
We prompted the models in their base versions; we also used a small dataset of human-written feedback
and performed parameter-efficient fine-tuning (PEFT) to further train the models on the AFG task. The
outputs generated by the four models were compared using a rubric and automatic metrics. Results
were used to explore how different model configurations influence model behaviors in AFG, and to
draw implications for future research and educational practice.

3. Methods

3.1. Data

To generate feedback, train the models, and evaluate performance, we used data from the Casper test
[18], an SJT that measures skills related to social intelligence and professionalism. The dataset included
test items, test-takers’ responses, scores, and evaluation guidelines. All these elements were used to
prompt and fine-tune the LLMs for AFG. Casper requires test-takers to type their responses to three
open-ended questions about an ethical or professional challenge. Due to the open-ended nature of the
questions, no single correct solution exists; responses can be very diverse, and evaluation guidelines



Figure 1: Overview of the Study Design

are not highly specific. These characteristics make existing AFG systems unsuitable for providing
personalized feedback in this context, making this an ideal task to explore with LLMs.

Figure 1 summarizes the overall study design. To keep the workshop’s focus on the theme, we will
evaluate the outputs and compare the models used in our study. Further details about model selection,
prompts, and training strategies can be found in the supplementary materials.

3.2. Feedback Generation

We selected OpenAI’s GPT-4o-mini as the proprietary model for our study and Meta’s Llama-3.2-11B
as the open-source LLM. These models are built on a similar architecture and have a comparable size
[19, 20]. From the Casper dataset, we randomly selected 124 responses for fine-tuning and 59 for
evaluation. We ensured that, in each sample, responses and questions offered a broad representation of
the skills assessed and the performance levels. We crafted a detailed, context-rich prompt that leverages
the one-shot and chain-of-thought (CoT) prompting paradigms [21]. First, this instruction was used to
prompt GPT and Llama in their base versions to generate feedback for each of the 59 responses held
out for evaluation. Later, GPT and Llama were fine-tuned using human-written feedback on the 124
responses selected for training. The fine-tuned models were prompted to generate feedback for the
same 59 responses.

3.3. LLM Evaluation and Comparison

Most automatic metrics for text evaluation are not suitable when tasks permit significant diversity, or
cannot be computed without a reference text [22]. Thus, in the context of feedback on Casper responses
and, often, in the broader context of open-ended questions, human evaluation remains the gold standard

https://osf.io/4cyxg/overview?view_only=7c0cd01c787d42fc845995a0865f7fc5


Table 1
Percentage of Agreement Between Independent Raters Evaluating 59 Outputs for Each Model

GPT-4o-mini Llama-3.2-11B Ft:GPT Ft:Llama Avg.
Linguistic Quality 100 84.7 96.6 98.3 94.9
Factuality 100 93.2 96.6 94.8 96.2
Personalization 93.2 96.6 98.3 87.9 94
Actionability 100 96.6 98.3 96.6 97.9
Affective tone 98.3 76.9 96.6 62 83.5
Second Persons 100 100 100 100 100

Note. Ft stands for fine-tuned.

Avg stands for average.

[23].
To evaluate the quality of feedback generated by our models and compare performance across

LLMs, we developed a rubric and used automatic evaluation metrics. The rubric captures qualities
that require human judgment, while the automatic metrics provide scalable, fine-grained indicators of
textual similarity and structure that complement expert evaluation when human scoring is limited or
unavailable.

3.3.1. Rubric

Based on literature recommendations for effective feedback, we identified six structure-related criteria:
linguistic quality, factuality, personalization, actionability, affective tone, and use of the second person.
Each feedback output was evaluated by two independent judges using these criteria, conceptualized
into a scoring rubric.

Before starting the evaluation, the judges received rater training. Inter-rater reliability was generally
high across all models and evaluation criteria, with percentage agreement ranging from 62% to 100%
(Table 1). Percentage agreement was reported instead of Cohen’s kappa because, in instances of very
high inter-rater consistency, limited variability in ratings led to undefined Kappa values, a known
limitation of the statistic under near-perfect agreement conditions [24]. Discrepancies were discussed
and resolved prior to analysis.

3.3.2. Automatic Evaluation Metrics

After text preprocessing, the following automatic evaluation metrics were computed in Python to
compare model outputs.
Polarity. Average polarity scores for each model were computed using lemmatized text processed

with the TextBlob package. Polarity scores range from -1 to 1, with -1 denoting highly negative feedback,
0 indicating neutrality, and 1 representing highly positive feedback. In addition, we examined the
correlation between polarity and item scores to assess whether the affective tone of the feedback varies
in relation to test-taker performance.

Semantic Similarity. A similar message can be conveyed using different words and sentence structures.
To analyze semantic similarity, we first created text embeddings using SentenceBERT [25]; then, we
measured the similarity between these embeddings using the cosine metric. Cosine similarity ranges
from -1 to 1: 1 indicates identical meaning, 0 indicates no similarity, and -1 indicates complete opposition.
We computed the similarity between (1) feedback generated by each model, (2) automatic feedback and
test-taker responses, and (3) automatic feedback and evaluation guidelines. These results inform us
about (1) whether different models offer feedback with similar meaning, (2) whether the content of the
feedback overlaps with that of the response, and (3) whether the feedback shares meaning with the
evaluation criteria.



Table 2
Proportion of Feedback Meeting the Qualities of Effective Feedback Considered in the Rubric

GPT-4o-mini Llama-3.2-11B Ft:GPT-4o-mini Ft:Llama-3.2-11B*

Linguistic Quality

Correct 100 100 79.7 98.3**
Spelling 0 0 15.3 0
Syntax 0 0 3.2 0
Semantic 0 0 1.7 0

Factuality
Pertinent 100 96.6 94.9 98.3
Response 0 1.7 5.1 0
Scenario 0 1.7 0 0

Personalization
Personalized 96.6 100 98.3 86.4
Generic 3.4 0 1.7 11.9

Actionability

Actionable 89.8 89.8 86.4 86.4
Not actionable 0 0 3.4 1.7
9 N/A 5.1 1.7 10.2 5.1
9 actionable 5.1 8.5 0 5.1

Affective tone

Balanced 1.7 30.5 30.5 33.9
Suggestions 88.1 66.1 54.2 49.2
Flaws 0 0 5.1 5.1
9 not applicable 5.1 1.7 10.2 5.1
9 suggestions 5.1 1.7 0 5.1

Second Person
Yes 100 52.5 + 39*** 98.3 96.6
No 0 8.5 1.7 1.7

Note. Ft: stands for fine-tuned * percentages do not add up to one because one output (1.7%) was the repetition of part of
the prompt and could not be evaluated to fit into any of the rubric categories. ** one output (1.7%) was linguistically correct
but repeated the same sentence twice. *** 39% of outputs provide second-person feedback, but only after analyzing the

response in the third-person.

4. Results

4.1. Rubric-Based Evaluation

Results from the rubric evaluation are summarized in Table 2. Both GPT and Llama, in their base
versions, consistently generate linguistically correct feedback. However, after fine-tuning, GPT’s
feedback begins to display linguistic errors. All models generally provide feedback that is pertinent
and personalized. However, in a few cases, base Llama and the fine-tuned GPT generate feedback with
factual mistakes; fine-tuned Llama presents the highest rate of feedback that does not reference specific
aspects of a test-taker’s response.

Our prompt was effective at directing the base GPT model to generate second-person feedback. After
fine-tuning GPT, this does not happen in only one instance. On the other hand, prompting base Llama
with the same instruction led to second-person feedback in just over half of the generations. 8.5% of
outputs were in the third person, and in 39% of cases, the model analyzed the response in the third
person before giving feedback in the second person. Fine-tuning successfully taught Llama to address
the test-taker in the second person, with only one generation that failed to meet this criterion.

GPT and Llama, in their base versions, consistently offer actionable feedback. However, after fine-
tuning, they fail to do so in two cases and one case, respectively. Interestingly, the two models display
distinct patterns in how they direct test-takers toward improvement. The base GPT maintains a very
supportive tone, often providing suggestions without explicitly pointing out flaws; the base Llama was
better at highlighting both positive and negative aspects in its feedback messages. After fine-tuning,
GPT learns to write more balanced feedback. In 5% of cases, the fine-tuned models generate feedback
that only points out flaws.

Lastly, quite often, the foundational LLMs provided guidance for improving responses that received a
perfect score. In the training data, feedback to responses with a score of 9 did not include actionable
suggestions; after fine-tuning, GPT seems to learn more effectively than Llama that perfect responses



Figure 2: Boxplot of Polarity Scores of Feedback Generated by Each LLM

Figure 3: Heatmap of the Correlations between Response Scores and Polarity Scores of the Associated Feedback

do not require suggestions.

4.2. Automatic Metrics Evaluation

Polarity. Similar to what was observed from the rubric evaluation, on average, Llama maintains the
most neutral tone in AFG, while base GPT tends to be slightly more positive. Fine-tuning increases
the variability in the polarity of Llama-generated feedback, and the average polarity scores for the
fine-tuned models become more similar. Only after fine-tuning, the models generate some feedback
with negative polarity (Figure 2).

Correlations between response scores and the polarity of their feedback vary considerably between
the four models (Figure 3). The base GPT tends to write slightly more positive feedback to responses
that achieve higher scores, while the base Llama, surprisingly, shows an opposite tendency. Fine-tuning
had a largely different effect on the two models: it attenuates GPT’s tendency, and it inverts it drastically
in Llama, as the correlation between polarity and scores becomes moderate and positive.
Semantic Similarity between Models’ Outputs. The feedback messages written by the four models to

the same response are, on average, moderately similar to each other in their content (Figure 4). The
base Llama generates feedback semantically very different from all other models, but after fine-tuning,
the feedback becomes moderately similar to that produced by the base and fine-tuned GPT models.



Figure 4: Heatmap of the Average Semantic Similarity between Feedback Generated by Each LLM

Table 3
Average Semantic Similarity of the Automatic Feedback with the Evaluation Guidelines and the Response

Model Evaluation Guidelines Response
GPT-4o-mini 0.52 0.38
Llama-3.2-11B 0.20 0.16
Ft: GPT-4o-mini 0.50 0.38
Ft: Llama-3.2-11B 0.52 0.38

Note. Ft: stands for fine-tuned.

Semantic Similarity between Outputs and Evaluation Guidelines. Table 3 shows the average semantic
similarity between the feedback and the evaluation guidelines for the item on which the model generates
feedback. Llama, in its base version, produces feedback with the lowest content similarity to these
guidelines. After fine-tuning, the model’s feedback shows a moderate average semantic similarity to
these guidelines, comparable to that of GPT models.

Semantic Similarity between Outputs and Test Responses. Similarly, all models except the base Llama
generate outputs with low to moderate semantic similarity to the responses they provide feedback
on (Table 3). Without fine-tuning, Llama shows extremely low semantic similarity with test-takers’
responses.

5. Discussion

Overall, our evaluation suggests that both GPT and Llama typically generate feedback that meets desired
qualities; however, sporadic but significant errors occur. We did not find an advantage in fine-tuning
over carefully prompting LLMs for AFG. Insights from the rubric-based evaluation and the automatic
metrics were complementary, capturing different dimensions of feedback quality. While the rubric
reflected structure-related criteria aligned with qualities of effective feedback, automatic metrics offered
additional information about semantic and content-related aspects of model outputs. These results
evidenced meaningful differences between the GPT and Llama models in both the quality and style of



the feedback they produced, as well as in how their outputs changed after fine-tuning.

5.1. Patterns in LLM Performance

Both the rubric and automatic metrics suggested that the base version of GPT tends to offer the most
positive feedback. It often encourages test-takers with statements such as “you are on the right track”
or “keep up the good work”; however, it does so regardless of the actual quality of performance as
indicated by the scores. GPT’s encouraging tone may motivate test-takers, but its tendency to praise
even weak responses threatens the clarity and usefulness of the feedback. In contrast, Llama maintains
a more balanced tone, often analyzing the response in the third person before generating second-
person feedback. This analytical style could foster deeper reflection, but it may also overwhelm some
test-takers.

The affective tone of the message influences the effectiveness of feedback [26]. Therefore, when
choosing to use LLMs in their out-of-the-box versions for AFG, educators should consider these
tendencies in tone and style and create prompts that counteract them to further align outputs with their
desired educational tone and purpose.

After fine-tuning, both GPT and Llama produced feedback that more closely matched the linguistic
style and structural conventions of the training examples, indicating that PEFT can successfully shift
model behavior toward a target feedback genre. Fine-tuning increased semantic convergence between
the two models and notably improved alignment between Llama’s outputs and the evaluation guidelines.
This suggests that fine-tuning helped the model generate feedback that better adhered to evaluation
criteria.

However, our results also revealed drawbacks to fine-tuning. Despite exposure to identical training
data and instructions, GPT and Llama did not respond uniformly. GPT exhibited typos and grammatical
errors, while Llama sometimes failed to tailor feedback to the content of the response. These deviations
suggest that PEFT is effective in increasing style alignment, but may reduce content accuracy and
relevance. Therefore, fine-tuning does not uniformly improve all dimensions of feedback quality
and may even introduce new risks. The divergence between the two models also underscores that
architecture-specific biases shape how different LLMs respond to fine-tuning.

5.2. Practical Implications

Similar to previous studies, we found that LLMs are “useful but fallible” [27, p. 2] in generating
feedback on open-ended responses. Occasional linguistic errors and misinterpretations of test items
or responses can undermine the pedagogical value of feedback, particularly for young learners or
language learners. Therefore, at this stage, human oversight remains essential to ensure the pedagogical
quality of automated feedback. Learners should also be encouraged and guided to engage critically with
AI-generated feedback, while retaining access to human instructors who can clarify or contextualize
the information provided by the model.

Although fine-tuning did not lead to a measurable improvement in feedback quality, effective prompt-
ing remains critical for achieving high-quality outputs. Crafting detailed and well-structured prompts
requires a level of expertise that many educators may not yet possess. To promote equitable and
responsible use of LLMs in assessment, educators need training and institutional support to develop
prompt design skills and to integrate AI feedback tools in ways that enhance, rather than replace,
human pedagogical judgment.

6. Limitations

The following limitations restrict the generalizability of these findings. First, the fine-tuning dataset
was small and not developed by expert educators. Therefore, it is possible that (1) the training data
was too small for the models to learn beyond surface-level characteristics of style, (2) the examples did



not provide a sufficiently good representation of the desired qualities, and (3) individual biases in how
feedback was phrased and prioritized are present in the data.

Second, our rubric-based evaluation focused primarily on structure-related criteria and did not assess
the completeness, focus, or pedagogical usefulness of the feedback. This limitation reflects our lack of
access to test experts who could reliably judge these deeper qualitative dimensions. Although automatic
metrics provided an initial, objective indication of how closely the model outputs aligned with the
evaluation criteria, their interpretability is limited, and semantic similarity alone does not ensure that
the feedback is accurate or educationally useful.

Therefore, future studies should draw on larger, expert-developed training datasets for fine-tuning.
Moreover, incorporating evaluations from test experts and learners in authentic instructional settings
is essential to determine whether the feedback aligns with intended criteria and supports students’
understanding and performance.

7. Conclusion

This work highlights the importance of theory-informed approaches in evaluating LLM behavior in the
context of AFG. Rubric-based evaluation revealed that LLMs can generate feedback that reflects many
qualities associated with effective instructional support, and the open-source Llama model achieved
these qualities at rates comparable to the state-of-the-art GPT model. Automatic metrics further showed
that the two models exhibit distinct communication structures and stylistic tendencies. While PEFT
helped models match the training examples, it did not yield additional measurable improvements in
feedback quality based on the criteria used in our evaluation.

Significant differences were observed in how GPT and Llama behave when prompted to generate
feedback. These insights can help educators anticipate the tendencies of different models and make
informed decisions about which system better aligns with their instructional goals, or about how to adapt
prompting strategies to override undesired behaviors. In addition, we demonstrate that rubric-based
evaluations can be effectively complemented by automatic metrics, which provide useful information
about content-level characteristics when expert, content-specific evaluation is unavailable.

As AI-driven feedback tools become increasingly integrated into instructional practice, responsible
human–AI collaboration will require thoughtful model selection, human participation in prompt design,
and the development of evaluation approaches to ensure that feedback aligns with expert pedagogical
judgment and genuinely supports personalized learning and growth.
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