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Abstract

This study investigates the feasibility of large language models (LLMs) for item translation in cross-lingual
assessment contexts with the aim of supporting test equivalence and measurement invariance. To this end, we
propose an LLM-based multilingual translation framework and evaluate its utility. As a case study, we translated
48 English critical thinking assessment items into Bulgarian through the proposed framework, and evaluated
the quality of the translations. The LLM translations demonstrated high linguistic and semantic preservation
in the evaluation based on back-translation, and a human expert further confirmed their appropriateness for
the target age group and cultural context. However, the expert revised the LLM translations to adopt a more
academically precise style, favoring direct addressee forms and concise instructional expressions over the LLM’s
more descriptive tone. Despite these linguistic differences, the LLM translations demonstrated strong semantic
preservation and linguistic accuracy. These findings suggest that the proposed framework effectively produces
translation drafts suitable for testing contexts with minimal expert adaptation, highlighting its potential as an
efficient and scalable approach to multilingual assessment development using LLMs.
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1. Introduction

The emergence of foundation models, particularly large language models (LLMs), is transforming the
landscape of natural language processing (NLP) research. By consolidating traditionally segmented
NLP tasks, researchers no longer need to focus on complex model architecture design, extensive
experimentation, and elaborate text preprocessing jobs to address individual NLP tasks [1]. Instead,
end-to-end task execution with LLMs is now easily achievable through conversational interfaces such
as ChatGPT or application programming interfaces (API). This shift has substantially broadened the
accessibility of NLP technology and accelerated the broad adoption of LLMs in educational research,
where a growing body of literature reports both their efficacy and critical concerns [2].

The field of educational measurement and evaluation is actively adopting artificial intelligence (AI) and
LLM technologies [2, 3], leading to rapid growth in research on automated scoring (AS) and automatic
item generation (AIG), while the use of computational psychometrics to analyze data collected through
these Al-driven assessment processes has also been emerging [4]. However, studies on the use of LLMs
for test adaptation are relatively scarce and applications to multilingual assessments remain particularly
limited. One notable area of interest is the test adaptation that preserves measurement equivalence [5].
Although some studies have explored the use of machine translation to score multilingual responses in
AS contexts [6, 7], research that attempts to translate assessment items using LLMs with the focus on
test adaptation or measurement equivalence is yet limited.

In fact, even the most well-known international educational assessments, such as the Programme for
International Student Assessment (PISA), human-translated items often struggle to maintain construct
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and measurement equivalence across countries and languages when items are translated by humans,
despite the implementation of a rigorous and systematic protocol for translation and adaptation [8, 9].
Consequently, multilingual item translation aimed at securing measurement invariance in large-scale
international assessments has been considered a technically and methodologically challenging agenda.
This instance underscores the complexity of cross-lingual item translation, while also presenting
opportunities to leverage the potential of LLMs that demonstrate stable performance across languages
that have been pre-trained with extensive multilingual corpus [10, 11].

In this regard, this study explores the feasibility of LLMs for multilingual translation of assessment
items. To this end, we propose an agentic framework for LLM-based cross-lingual item translation
and report findings from a case study with the translation of English critical thinking (CT) items into
Bulgarian. Through this exploratory study, we aim to offer practical insights and key considerations for
the adoption of LLM-based translation methodologies in cross-lingual comparative assessments, with
particular focus on achieving effective test adaptation and measurement equivalence.

2. Methodology

2.1. Assessment Items as Source Data

The dataset for this study consists of 48 English CT assessment items developed for Year 6 students.
These items were developed under the PACIER framework, which defines six sub-domains of CT [12].
All items take a multiple-choice format consisting of a short passage, a question, and a set of statements
with options. An example structure of the CT item is presented in Figure 1.

Critical thinking is the process of actively analyzing, interpreting, and m

evaluating information to reach a reasoned conclusion. It involves :
questioning assumptions, assessing evidence, and identifying biases to make :
well-informed decisions. H

i How can a student improve his or her critical thinking skills? = QUESTION

Click on:
“Helpful” if the statement can help students improve critical thinking skills.
“Not helpful” if the statement will not help students improve critical thinking skills.

Read a lot of books. HE I Helpful | | Not helpful I
Only listen to what your best friend says. i | Helpful | | Not helpful |
Ask if the source of information is reliable. | Helpful I | Not helpful |
Use social media for entertainment only. : I Helpful | | Not helpful I

Figure 1: A fictitious English written CT assessment item based on MACAT’s PACIER framework. Each item
includes a passage and a question, followed by statements to which examinees select one of two options.

The items had previously undergone pilot testing and psychometric evaluation, demonstrating stable
reliability and valid estimation of examinees’ latent abilities [12]. Building on the established item
parameters and ability estimates from prior research, the present study applies a cross-lingual translation
framework to translate the items from English into Bulgarian, in preparation for the forthcoming
administration of the assessment in Bulgaria. As this study is a work-in-progress, we focus mainly on
linguistic equivalence, while the evaluation of measurement equivalence is reserved for future research.

2.2. Framework for Multilingual Item Translation

We propose a framework that leverages LLMs to achieve stable and linguistically and semantically
equivalent translations for cross-lingual assessment items. The framework is designed to operate in
situations where no gold-standard annotations or large parallel corpora exist for the target language,
particularly for low-resource languages. As part of a human-AI collaborative model that integrates the



general capabilities of LLMs with the final judgment of human experts, this framework aims to maintain
the linguistic equivalence of translated items through an iterative process of translation, evaluation, and
revision, ultimately targeting a test adaptation that achieves measurement equivalence. An overview of
the proposed framework is presented in Figure 2.

Initial Translation (Source to Target)
¥
Back Translation (Target to Source)
¥
b Translation Fidelity Evaluation
. ( meteor J( BerTSscore ][ semantic Similarity |
<085 Composite nllletric Mean 50.85
{ }
Translation Quality Review by LLM -1 o~ Review & Adaptation by Human Expert |-
: ((source Text J(_nitial Translation ](_Back-Translation | (Appropriateness ] cultural Sensitivity ] [ Accuracy ]
! ' ¥
Re-translation with Review Results --{ Evaluation Against Expert Adaptation |-
( Meteor ] BERTScore ][ semantic Similarity ]

Figure 2: Workflow of LLM-powered translation framework for assessment items. From an agentic Al perspec-
tive, the framework follows a goal-action-evaluation—revision loop [13], in which the LLM performs translation,
invokes predefined functions for quality evaluation, infers potential issues in the initial translation, and incorpo-
rates feedback into subsequent re-translation for self-correction and refinement. Rather than granting full agent
autonomy, these agentic mechanisms in our proposed framework are constrained within a rule-based sequence
under structured guidance, prioritizing human-governed control and stable performance.

The first stage of the framework involves generating an initial translation of the source item into the
target language. In this research, we used GPT-5 main model that has demonstrated strong performance
across various languages in the language evaluation benchmark [14]. In the initial forward-translation
stage, the LLM produces a draft translation using zero-shot prompts that only incorporate the translation
instruction and the CT assessment specifications. This output is not intended as a final translation, but
rather as a preliminary draft to be refined in the following stages.

The second stage is back-translation to the original source language. When sufficient annotated data
are unavailable, back-translation is commonly employed as an effective strategy [15]. By translating
the draft translation back into the source language, it becomes possible to assess its linguistic alignment
with the original one and detect major omissions or distortions of the translation at an early stage.

The third stage involves comparing and evaluating the original item and its back-translated version.
Using metrics commonly employed in NLP translation tasks, we compute quantitative indices that
capture meaning preservation and linguistic accuracy. Low-resource language translations often lack
one-to-one correspondence with the source language and may differ substantially in cultural or stylistic
conventions. In such situations, these metrics function as a criterion for determining whether the degree
of variation remains within acceptable bounds for maintaining linguistic equivalence. Specifically,
we select three complementary metrics and compute their average score for each item. Items whose
averaged metric score exceeds a predefined threshold are accepted, whereas those falling below the
threshold are flagged for further review by LLMs and carried forward to the re-translation stage.

The fourth and fifth stages involve LLM-based error diagnosis and guided re-translation. For transla-
tions flagged in the previous step, LLMs are serving as a judge [16], comparing the original source text,
the initial translation, and the back-translation results to infer sources of error and propose optimal



revision directions. This feedback is then incorporated into the initial translation prompt as additional
translation guidelines, forming an augmented prompt that enables a more informed re-translation
rather than a simple repetition of the earlier process. The revised translation is re-evaluated using the
same metrics, and this procedure is repeated until the output surpasses the predefined threshold.

The final stage is the review of human experts. Even when a translation has passed the threshold,
human judgment remains essential, particularly for low-resource languages, where automated systems
may not fully capture cultural norms, local usage, cultural sensitivity, or the level of adaptation required
for young learners given national curricula and developmental considerations [11, 17]. Therefore, in
the final stage, professional human translators evaluate the quality of the translation in terms of age
appropriateness, cultural relevance, and linguistic precision. They then make final adaptations to ensure
that the item is fully aligned with the educational and cultural context of the target country.

2.3. Metrics for the Comparison of Linguistic Properties

In order to evaluate similarity and translation fidelity between the back-translated and original source
texts to identify translation errors, and further validate model performance by comparing the LLM-
generated translation with expert-adapted translations using final human adaptations as the reference,
this study employs three evaluation metrics commonly used in NLP translation tasks [18].

Table 1

Evaluation Metrics for LLM Translation Quality and Performance

Metric Description

METEOR - Extends n-gram-based evaluation by combining exact, stem, and synonym matching,

while explicitly accounting for the word order [19].
- Suitable for assessing the accuracy of the translation and the lexical appropriateness.

BERTScore — Computes similarity between the translated and reference texts using contextualized
embeddings by pretrained BERT model at the token or word level.
- Captures semantic equivalence and the preservation of the meaning, even when the
surface forms of the words differ [20].

Semantic Similarity - Projects translated and reference texts into a shared vector space using Transformer-
based embeddings.
- Quantifies sentence-level cosine similarity to estimate semantic fidelity [18].

By combining these three complementary metrics, this study evaluates the translation performance
of the LLMs from surface-level lexical matching to contextual and semantic fidelity, and explores the
systematic difference in translations between LLM and human expert.

3. Results

Building on the proposed framework, we analyzed the translation fidelity between the English source
items and their initial Bulgarian translations. This fidelity is assessed through back-translation analysis,
professional human translator’s qualitative evaluations and resulting revisions, and comparisons be-
tween the final adapted items and the initial LLM-generated translations. Then, we examined whether
the LLM outputs are sufficiently robust to support linguistic equivalence and elicit the implications for
LLM-powered test adaptations.

3.1. Evaluation of Back-Translation Results

To begin with, we generated English back-translations of the initial LLM-produced Bulgarian translations.
We then evaluated the extent to which the original items’ semantic and linguistic features were preserved.
As presented in Table 2, in all 48 items and their components, the metrics exceeded the score of 0.95. For
some item components including the case where METEOR score fell below 0.8, lower values appeared as



they reflect alternative phrasings rather than a significant decrease in translation quality. This claim is
further supported by the extremely high scores observed for BERTScore and semantic similarity. Using
the arithmetic mean of the three metrics as the decision criterion, all items exceeded the threshold 0.85,
allowing us to proceed directly to expert review without additional LLM evaluation or re-translation
stage. These results suggest that the LLM could produce translations with sufficient semantic fidelity,
even without domain- or language-specific fine-tuning measures.

Table 2
Summary Statistics for Translation Fidelity Between Source Items and Back-Translation Results (N=48)
METEOR BERTScore Semantic Similarity
Item Type Mean (SD) Min Median Max Mean (SD) Min Median Max Mean (SD) Min Median Max

Passage 0.96(0.07) 074 1.00 1.00 0.99(0.01) 096 1.00 1.00 099 (0.01) 095 1.00  1.00
Question 095(0.07) 0.76 1.00 1.00 098(0.01) 095 098 1.00 099 (0.01) 095 1.00  1.00
Statement 1 0.99(0.05) 0.67 1.00 1.00 1.00(0.01) 095 1.00 1.00 1.00(0.01) 093 1.00  1.00
Statement 2  0.98(0.07) 0.60 1.00 1.00 1.00(0.01) 092 1.00 1.00 1.00(0.01) 094 1.00  1.00
Statement 3 0.99(0.05) 0.67 1.00 1.00 1.00(0.01) 097 1.00 1.00 1.00(0.01) 093 1.00  1.00
(0.08)

Statement 4 0.98 (0.08) 0.52 1.00 1.00 1.00 (0.01) 0.94 1.00 1.00 0.99 (0.02) 0.89 1.00 1.00

3.2. Qualitative Review by Human Expert

With the initial forward translations generated by the LLM, we requested a Bulgarian professional
translator to review the output. The expert provided item-level ratings and provided the final adapted
versions for local test administration. Across 48 translated items, expert ratings showed complete
agreement on age appropriateness and cultural sensitivity, with all items rated as highly satisfactory for
both dimensions. For linguistic accuracy dimension, all 48 items were rated as neutral, with no items
receiving satisfied or dissatisfied ratings. Table 3 summarizes the expert’s qualitative evaluations and
the resulting adaptations.

Table 3
Qualitative Comparison of LLM Translation and Expert’s Adaptation
Category Explanation LLM Translation Human Translation
Addressee Perspective  LLM addresses test-takers with  « ns6epere » n3bepu
a formal plural form, while the  « wpaknerte * LIpaKHM
expert uses an informal singular ~ « npoueteTte * npouetu

form for a more direct tone.

Lexical Precision LLM tends to use simpler, more  « pasrnenaxa « Mpoyunan
general vocabulary, whereas « npassar men « NpousBexaar Meq
the expert favors more precise < yun ymenus * HayuaT ymeHus
expressions. * MOXeM + N03BoNsBa Aa
Instruction Clarity LLM often expresses negation  « [lonesHo/He e nonesxo « MonesHo/HenonesHo
through full sentence forms, « BsipHo/He e BsipHO « BsaipHo/HessipHo

while the expert uses concise  « l13BecTHo/He e n3sectHo  « MzBecTHo/HeunssecTHo
antonymic labels for clarity.

Specifically, as described in Table 3, a comparative analysis between the LLM’s translation and the
expert’s adaptation reveals contrasts in terms of linguistic expression and stylistic conventions. First,
while the expert chooses concise and accurate content words, the LLM phrases the sentence into more
descriptive and explanatory ways. For example, in expert translation, expressions such as “mpomenure
B OKoJIHaTa cpena’ (environmental changes) or “nmpousBe>xpat men” (produce honey) reflect precise
language, whereas the LLM translations rely on more descriptive phrasings such as “mscroro ce
npomens” (the place is changing) or “npassar men’ (make honey).



In addition, distinct stylistic variations appear in the interactive elements of the text. Regarding
addressee perspective, the LLM employs a formal plural register such as “usdepere”, whereas the
expert opts for an informal singular form, “u36epu” to establish a more direct tone. Similarly, regarding
instruction clarity, the LLM often uses negations such as “He e Bapuo” (Not true), while the expert
prefers concise antonymic labels, “HeBsipuo” (False) to ensure brevity and clarity. These translation
differences are semantically identical, but they realized variations in the actual wording or sentence
structure depending on the descriptiveness.

3.3. Performance Evaluation of LLM Translation

Lastly, as shown in Table 4, we evaluated the quality of the initial LLM-generated translations using the
final human translation as the reference. Overall, the LLM outputs show strong alignment with the
expert’s adaptations across all items and their components.

Table 4
Summary Statistics for LLM Translation Performance Relative to Expert References (N=48)

METEOR BERTScore Semantic Similarity
Mean (SD) Min Median Max Mean (SD) Min Median Max Mean (SD) Min Median Max

Passage 0.86 (0.11
Question 0.80 (0.15
Statement 1 0.90 (0.20

( 0.65 0.86 1.00 0.95(0.04) 0.86 0.94 1.00 0.96 (0.04) 0.83 0.97 1.00

(

(
Statement 2 0.91 (0.17

(

(

0.21 0.80 1.00 0.94 (0.05) 0.69 0.94 1.00 0.95(0.08) 0.47 0.97 1.00
0.19 1.00 1.00 0.97 (0.05) 0.83 1.00 1.00 097 (0.06) 0.72 1.00 1.00
0.36 1.00 1.00 0.98 (0.04) 0.85 1.00 1.00 0.97 (0.07) 0.63 0.99 1.00
0.49 0.99 1.00 0.98(0.04) 0.87 1.00 1.00 0.98(0.04) 0.78 1.00 1.00
0.32 1.00 1.00 0.97 (0.05) 0.85 1.00 1.00 0.97 (0.05) 0.81 1.00 1.00

Statement 3 0.93 (0.13

)
)
)
)
)
Statement 4  0.89 (0.18)

Specifically, BERTScore and semantic similarity remain consistently high, indicating robust semantic
correspondence. Although METEOR scores are slightly lower than the semantic indices, all averages
exceed 0.80, which is generally considered satisfactory. The relatively lower scores in this metric are
primarily due to stylistic adaptations made by the human expert, as summarized in Table 3. However,
considering the high rating scores assigned by the expert, it can be confirmed that the overall translation
performance remains stable and substantial.

4. Discussions and Implications

This study proposes a framework for LLM-powered multilingual translation of assessment items and
applies it to English-to-Bulgarian translations, with the ultimate goal of preserving measurement
equivalence. Based on comparisons with the original text through back-translation, the LLM achieved
satisfactory linguistic accuracy and semantic preservation without the need for further re-translation
iterations. Subsequent reviews by human expert confirmed that the quality of translation is overall
acceptable, also showing high correspondence compared to human-adapted reference translations.
Overall, these results suggest that the proposed framework yields stable translation performance that
aligns with the expert’s perspective without the use of fine-tuning techniques or extensive training
data, and holds potential for implementation in actual testing contexts.

Notably, consistent differences were observed between LLM-based translations and those produced
by human experts. The LLM produced more elaborate and often less formal translations, while human
experts tended to maintain a more formal and precise style. These observations align with the findings
of Kim and Shin [17], who showed that LLMs tend to elaborate when translating English items into
Korean. Their study found that incorporating the context of the national curriculum into the prompts
allows the LLM to better reflect the developmental levels of the learners. Without curriculum context,
the model generates translations that resemble the content-word-focused style of human experts. Inter-
estingly, Korean experts favored more elaborated structures with modifiers, suggesting that translation
preferences may reflect unique national assessment traditions and item-writing conventions. After



all, whether such stylistic difference enhances test experiences or introduces unnecessary linguistic
demands remains questionable. In this regard, future work can examine whether any stylistic differences
between human and LLM translations affect the measurement invariance in actual testing contexts.

In addition, the data accumulated from each stage of the proposed framework would also offer a
valuable foundation for future research on LLM-powered multilingual translations. Indeed, the frame-
work makes it possible to observe stepwise improvements in translation quality, and the intermediate
outputs generated throughout this process together with human expert’s translations can serve as
instruction-tuning data or reinforcement learning from human feedback (RLHF) data for developing
advanced translation models [21]. This would help LLM-based translation evolve into a more sustainable
and explainable system in automated evaluation research.

Moreover, the proposed framework explores the feasibility of an agentic Al [13] for translation system
by organizing the translation process around goal-directed action, the invocation of linguistic quality
evaluation tools, self-reflection based on comparisons among the source text, the translated output,
and its back-translation, and a feedback loop that connects evaluation outcomes to translation strategy
refinement and subsequent action modification. Although the feedback and re-translation stages were
not implemented in our setting due to the stable performance of the initial translations, the importance
of self-evaluation and feedback-driven refinement may vary across language pairs, and the applicability
of fully agent approaches would need further exploration under human-governed principles.

Lastly, 22 of the 48 items used in this study were generated through an LLM-based AIG system [12],
suggesting the feasibility of psychometric investigation into an end-to-end pipeline that integrates
AIG with automatic translation. Therefore, this study establishes a foundation for examining how
reliability, validity, and comparability can be ensured in Al-based measurement systems amid the
growing integration of LLMs into automated assessment practices.

5. Limitations and Future Directions

Although this study demonstrated the promise of LLM-based translation through the proposed frame-
work, there are several limitations that guide future research. To begin with, while LLM-based transla-
tions and subsequent expert reviews yielded promising results, these findings are insufficient to establish
cross-lingual measurement equivalence, thus necessitating empirical psychometric comparison through
pilot tests as the next step. Given the observed differences in translation style between LLM-based
and human translations, future research should empirically investigate whether such differences yield
implications for psychometric properties of assessment items, test fairness, and score comparability.
Furthermore, the generalizability of our findings is limited due to the involvement of only one human
professional translator in Bulgarian, the relatively small set of 48 items in CT assessment, and the lack
of consideration for various surface-level textual differences such as sentence length across individual
items. Importantly, Bulgarian differs substantially from English in its grammatical and morphological
structure in many ways. Therefore, when comparing these linguistic features, subsequent research
should employ both common metrics and language-specific criteria for more detailed analysis.
Overall, this study demonstrates the potential of LLMs as tools for multilingual translation of assess-
ment items. In an era of increasing use of LLMs and Al these findings provide practical implications
for developing responsible assessment practices based on human-AI collaboration aimed at ensuring
fairness and comparability across countries and languages in cross-lingual assessment contexts.
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