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Abstract

Generating personalized learning recommendations for next feasible learning steps represents a central challenge
in formative assessment. While Large Language Models (LLMs) offer promising opportunities for generating
such recommendations, statistically valid and theoretically grounded methods for evaluating their quality remain
lacking. Therefore, this contribution proposes Knowledge Space Theory (KST) as a psychometric framework
to benchmark LLM-generated next-step recommendations and addresses two questions: (1) Can LLMs reliably
identify next feasible learning steps, and (2) do different LLMs systematically differ in this ability?

In a pilot study, two domains of linear functions with well-defined prerequisite structures were modelled as
KST knowledge spaces. For 1,000 simulated students per domain, KST-derived outer fringes (sets of next feasible
problems) were contrasted with recommendations from six LLMs of three providers.

Results reveal systematic deviations of all models from KST-based recommendations, with relative errors
ranging from 18% to 47%. Friedman tests showed statistically significant performance differences between models
on different distance metrics (Kendall’s W = 0.25-0.37). Pairwise Wilcoxon tests demonstrated that smaller models
perform significantly worse than their larger counterparts, with Gemini 2.5 Pro consistently achieving the best
performance. Perfect-match rates ranged from 10% to 54% depending on the domain. The study demonstrates that
KST provides a suitable framework for theory-driven evaluation of LLM-generated learning recommendations,
but reveals that current LLMs remain insufficient for reliable formative feedback.
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1. Motivation

Formative feedback plays a critical role in supporting student learning by providing information
that guides learners through their educational journey. A fundamental aspect of effective formative
feedback is offering actionable recommendations about the next feasible learning steps tailored to each
learner’s current knowledge state. However, teachers, constrained by time and class size, often cannot
consider the individual prerequisite knowledge each student brings, making personalized learning
recommendations a challenging task.

Traditional digital learning systems, such as intelligent tutoring systems, have addressed this challenge
by relying on rule-based structures and predefined learning pathways to suggest subsequent learning
activities. While these systems have demonstrated effectiveness, their rigid frameworks limit their
ability to accommodate the diverse and evolving learning needs of individual students. The recent
advancements in generative artificial intelligence, particularly Large Language Models (LLMs), herald
new opportunities for dynamic and context-aware generation of personalized learning recommendations
and formative feedback.

Despite this potential, a significant gap remains in the availability of statistically valid and theoretically
grounded methods to benchmark and validate Al-driven learning recommendation systems that focus
specifically on the validity of recommended learning steps. In this contribution, knowledge space theory
(KST, [1]) is proposed for this purpose. To investigate the effectiveness of this statistical framework, a
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pilot study was conducted focusing on (a) the accuracy with which LLMs can identify next feasible
learning steps and (b) performance differences across models.

2. Theory

KST is a mathematical framework designed for efficient knowledge assessment and representation, with
a primary focus on generating descriptive and formative assessment rather than calculating normative
student scores [1]. It is mathematically closely related to Cognitive Diagnostic Models (CDM, [2, 3]).
Furthermore, KST has been identified as one of the most efficient frameworks for adaptive assessment
systems [4] and used commercially in the American learning platform ALEKS [5].

Assessment in KST is conducted on a Domain Q, which is a (nonempty) set of problems within a
specific field of knowledge (e.g., algebra). The knowledge state K of a student is the subset of the
problems in Q that s/he has mastered. The collection of all practically feasible knowledge states % is
called the knowledge structure. It is formally denoted as the pair (Q, %), where % is a subset of the
power set of Q, which minimally contains the empty set (student has not mastered any problems) and Q
itself (student has mastered all problems). Whether a knowledge state is feasible or not is determined
by a relation defined on the Domain Q. While multiple of these relations and their properties have been
discussed [6, 7, 8], the surmise relation (<) is the most widely used. For problems a,b € Q, the relation
a X bholds, if mastering a is a prerequisite for mastering b. This relation is reflexive and transitive, and
therefore implies a quasi-order on Q. A knowledge structure (Q, %) is called a knowledge space when
K is closed under union. Since this assumption reflects the reality (if a student can master two sets
of problems independently, s/he can also master all the problems), knowledge spaces are prevalently
applied in student assessment.

The most important feature of KST for this contribution is that students’ next feasible learning steps
can be directly derived from the quasi-order on the domain Q. The set of all feasible learning steps
based on a given learning state K is defined as the outer fringe of K:

Outer(K) ={ae Q\ K| Ku{a} € #}.

Therefore, a € Qis a next feasible learning step for a student with the learning state K, if s/he has not
already mastered a (@ € Q \ K) and K with a is a learning state (i.e., all problems b € Q for which the
relation b < a holds are already in K).

Summarizing, KST provides a well-tested statistical framework that allows to determine next feasible
learning steps given a student’s learning state within a valid knowledge structure. As a basis to discuss
its applicability to evaluate LLMs’ ability to propose suitable next learning steps, a pilot study was
conducted to answer the following research questions:

« Can LLMs reliably identify next feasible learning steps given a student’s learning state?
« Which model performs best at identifying next feasible learning steps given a student’s learning
state?

3. Study Design

At first, two Domains Q; and Q, were identified. Both are thematically homogenous subsets from the
domain of linear functions, taken from a collection of 124 problems developed in the SaTiM project
(Grinig et al., 2025). Domain Q; pertains to linear modelling, Q, pertains to identifying the slope from a
graph of a linear function. Both domains are provided in the supplementary material to this contribution
(https://doi.org/10.5281/zenodo.17818594). These two domains have been chosen specifically because
there is a large proportion of theoretically obvious surmise relations among the problems (e.g., a student
needs to be able to draw a slope triangle to the graph of a linear function before being able to identify the
slope from a given graph of a linear function). Hence, the next feasible learning steps derived from the



corresponding knowledge structures may reasonably be used as a basis to evaluate recommendations
of next learning steps generated (in the present context) by LLMs.

For this study, the order of the domains was identified by queries of domain experts, using the QUERY
Algorithm implemented in the Prerex Tool [9, 10] and a guided consensus procedure. From the identified
orders, the knowledge spaces of the domains were derived. Subsequently, student response data was
simulated for both spaces with the kmsimulate function from kstMatrix package [11]. To obtain the
data used for the reported analyses, the knowledge states and the outer fringes for each simulated
student were calculated (see [12], for more detailed information about the assessment procedure). The
resulting dataset that contains the students’ response patterns and their outer fringes is the reference
against which the LLMs will be compared.

For this comparison, six well-established LLMs from three different providers (gpt-4o, gpt-4o0-mini,
claude-sonnet-4-5, claude-3-haiku, gemini-2.5-pro, gemini-flash) were selected. Structured output was
obtained by employing the instructor package [13] in python. The same naive prompt was used for
both domains, in order to replicate the typical teacher and student usage of LLMs. The prompt was
separated into a) a system prompt: “You are provided with a catalogue of problem types (K1-K7) with
descriptions. Your task is to recommend problem types for a student to master next. Rules: Only choose
the problem types that can be learned immediately (only based on the problem types that the student
has already mastered). Catalogue: [Problemcatalogue]” and b) a user prompt: “The student has already
mastered: [list of mastered problem types] Which problem types should the student try to master now?”.
To evaluate the ability of an LLM to recommend next feasible learning steps, the LLM recommendations
were compared with the outer fringes identified through the KST analysis. For naive comparison, the
difference of the two sets was identified by calculating the absolute value of the symmetric difference
[14]

D(A,B) = |(A\ B)U (B\ A)|.

It must be noted that because the LLMs are strictly instructed not to output elements that are already in
the knowledge state K as well as to only output elements from Q, the choice is limited to Q\ K. Therefore,
the maximum error can be calculated by |Q \ K| = |Q| — |K]|, since K is a subset of Q. Consequently, we
can norm the distance of two sets A, B with regard to a knowledge state K and Domain Q by dividing
by the maximum error:

D(A,B) _[((A\B)U(B\ A)

0l - K] 10l - K|

Another index for normed set differences is the Jaccard difference [14], which norms the symmetric
set difference by the cardinality of the union of the two sets. Applying it to the data at hand, only
the cardinality of the LLM-generated and the KST-generated outer fringe sets are considered. Since
this comparison can also be understood as a precision-recall classification problem, we additionally
computed the F1-score as a balanced measure of predictive performance [15].

Dn(A, B) =

4. Method

To evaluate whether LLMs can reliably identify next feasible learning steps, we first examined the
descriptive statistics for the three continuous accuracy metrics evaluated in this study (relative distance,
Jaccard distance, and F1-score). In addition, we also considered the perfect-match rate, a binary measure
denoting whether a model’s predicted outer fringe exactly matched the KST outer fringe.

For each of the 1,000 simulated students, accuracy values were computed separately for each of
the six LLMs across all four metrics. Subsequently, mean values, standard deviations, standard errors,
and 95% confidence intervals were derived for every model-metric combination. To evaluate whether
LLMs differ in their ability to correctly identify next feasible learning steps, we conducted a set of non-
parametric statistical procedures. Prior to the main analyses, we assessed the distributional properties
of the evaluation metrics (relative distance, Jaccard distance, F1 score, perfect-match rate) using the
Shapiro-Wilk test for each of the models. All tests indicated significant departures from normality
(all p < .001), which—given the large sample size—suggests systematic non-normality rather than



sample artefacts. Because each student was evaluated by every LLM, the resulting data structure is
within-subjects (repeated measures), making non-parametric rank-based tests the appropriate choice.

Since the results are not normally distributed, the overall differences between models were tested
by employing the Friedman test [16], the non-parametric equivalent of a repeated-measures ANOVA.
For each metric, the Friedman test evaluates whether the median ranks differ across the six LLMs.
To quantify the practical relevance of these differences, we calculated Kendall’s W as an effect size
measure. This coefficient reflects the degree of concordance between model rankings and ranges from
0 (no agreement) to 1 (perfect agreement). In line with common conventions, values around 0.10 can be
interpreted as small, 0.30 as moderate, and 0.50 as large effect sizes.

Where the Friedman test was significant, we performed pairwise Wilcoxon signed-rank tests [17]
to identify which models differed from one another. To control for the increased risk of a type I error
when making multiple statistical comparisons, p-values were adjusted using the Holm correction [18].
For pairwise comparisons, we additionally report effect sizes (r), calculated as Z/+/N, allowing an
interpretation analogous to correlation magnitudes (r = .10 small, .30 medium, .50 large; Cohen, 1988).

To obtain initial insights into the generalizability of our results, we ran all analyses for both Domains
Q; and Q, and compared the results.

5. Results

For the relative distance and Jaccard distance, which quantify how far an LLM’s predicted outer fringe
deviates from the KST-derived fringe, all models show non-negligible errors for both domains, with
mean values for the relative distance ranging from 18 to 47% (see Figure 1). This suggests that LLM
learning recommendations diverged from the next steps suggested by KST for at least 18% of the students.
The F1 scores likewise reveal only moderate agreement, indicating that overlap between predicted
fringes and the fringes derived from expert judgment is limited. Furthermore, the perfect-match rate,
the strictest criterion, shows that exact matches occur in only about 20 to 35% of cases, depending on
the model for Q; and about 10 to 54% for Q,.

Taken together, these results suggest that even with a naive prompt, LLMs occasionally approximate
the correct next feasible learning steps. Nevertheless, their reliability in this setting can be seen as
insufficient to provide teachers and students with actionable formative feedback.

In both domains and across the three difference metrics (relative distance, Jaccard distance, and
F1 score), the Friedman tests revealed statistical significant differences—with small to medium effect
sizes—between different LLMs’ capability to recommend next feasible learning steps in line with
results from KST (see Table 1). The perfect-match rate exhibited a substantial difference in effect size
between the two domains, indicating domain-specific variation in how strictly models can reproduce
the KST-derived outer fringe.

Since the Friedman tests were statistically significant across all metrics and both domains, Wilcoxon
signed-rank tests were conducted for all pairwise model comparisons within each domain. While the

Table 1
Friedman Test Results and Effect Sizes Across Models for All Metrics

Metric Domain x: df »p Kendall’s W
Relative distance D1 1432.89 5 <.0001 0.287
Relative distance D2 1837.60 5 <.0001 0.368
Jaccard distance D1 1232.02 5 <.0001 0.246
Jaccard distance D2 1307.71 5 <.0001 0.262
F1 score D1 1306.69 5 <.0001 0.261
F1 score D2 1307.71 5 <.0001 0.262
Perfect match D1 368.42 5 <.0001 0.074
Perfect match D2 1353.05 5 <.0001 0.271
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Figure 1: Model comparison across the four different metrics and the two domains. Depicted are the mean
values per model with 95% confidence intervals. The dashed lines show the means across all models.

complete dataset is available in the supplementary material (https://doi.org/10.5281/zenodo.17818594),
2 presents an illustrative example for Q; based on the relative distance metric. As shown, all smaller
models (Gemini Flash, GPT40-mini, Claude 3 Haiku) perform significantly worse—typically with
medium-sized effects—than their larger counterparts within the same provider family. Because this
pattern is theoretically expected, it also strengthens the validity of the proposed approach to evaluate
LLMs’ performance. Interestingly, in this example, no significant difference was observed between
Gemini 2.5 Pro and Claude 4.5 Sonnet. The largest effect in the illustrated example (r = 0.70) occurs
between GPT40-mini and Gemini 2.5 Pro, and this contrast is even stronger in Q, (r = 0.75).

The pattern of results—considered together with the descriptive means—suggests an approximate
ranking of model performance (see Figure 3). However, this ranking must be interpreted with caution, as
not all pairwise differences contributing to this order reached statistical significance (e.g., Gemini 2.5 Pro
and Claude 4.5 Sonnet for the relative distance in Q;). Across both domains, the Gemini 2.5 Pro model
consistently outperformed all other models on all metrics. In contrast, GPT-40, GPT-40-mini, and
Claude 3 Haiku exhibited consistently lower performance.

6. Limitations

Although the present findings offer important insights, they should be interpreted in light of several
limitations. First, all data used in this study were obtained in a highly controlled and somewhat artificial
setting that relied on a naive prompt. Consequently, conclusions regarding the first research question,
in particular, should be interpreted with caution, as prompt design most likely has an influence on
models’ performance independently of their actual reasoning capabilities. Since the implementation of
the metrics developed for this contribution is novel, the results cannot yet be interpreted in relation
to existing findings. At present, no established benchmarks, reference distributions, or external vali-
dation studies exist for these metrics, which limits the extent to which the reported statistics can be
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Figure 3: Rankings of all six LLMs across the four accuracy metrics for both domains. Lower values indicate
better ranks (1 = best). Each line represents one model’s relative position compared to the others. The left panel

shows rankings for Domain 1 and the right panel for Domain 2, illustrating how model performance patterns
differ across metrics and domains.

contextualized. As a consequence, it remains unclear whether the LLMs’ observed performance should
be considered strong, weak, or rather typical when compared to other domains, tasks, or diagnostic
frameworks.

The present study focused exclusively on three major LLM providers, meaning that other recently
emerging high-performing systems—such as Grok or DeepSeek—were not included in the evaluation.
Moreover, at the time of data collection, no API integration for GPT-5 was available, which prevented
its inclusion in the comparative analyses. As a result, the ranking observed in this study—where Gemini
2.5 Pro achieved the highest overall performance—should not be generalized to the full landscape of



currently available LLMs. Future research should expand the comparison to include these additional
models, in order to obtain a more comprehensive and up-to-date assessment of LLM capabilities.

7. Further Research

The present pilot study provides an initial demonstration that KST can serve as a theoretically grounded
and statistically rigorous framework for evaluating the quality of LLM-generated learning recommen-
dations. However, several avenues for further research emerge from the findings and limitations of this
contribution.

First, the analyses should be extended beyond the two domains investigated here. While Q; and Q,
provide contrasting examples with clear prerequisite structures, it remains an open question whether the
proposed evaluation approach generalises to broader or more heterogeneous domains. Consequently,
future research should formally analyse cross-domain model behaviour to determine whether observed
performance patterns and model rankings persist across different knowledge structures.

Furthermore, as discussed in the limitations, the evaluation pipeline should be expanded to incorporate
a broader and more up-to-date set of LLMs. A comprehensive follow-up study should therefore reassess
the ranking of models once these systems can be included. Such an extension will be essential for
determining whether the top performance of Gemini 2.5 Pro observed in this study persists in the wider
ecosystem of state-of-the-art models.

Finally, further research should also investigate alternative prompting conditions systematically. The
present work deliberately employed a naive prompt to mimic realistic teacher-and-student usage scenar-
ios. However, it is crucial to examine the extent to which more sophisticated prompting strategies (e.g.,
chain-of-thought prompting) influence the alignment between LLM output and the psychometrically
grounded KST outer fringes, in order to better understand the true potential of LLMs in this context.

Together, these directions open a pathway toward establishing a general, theory-driven framework for
benchmarking Al-generated learning recommendations and integrating knowledge-based psychometric
models with modern generative Al systems.

8. Conclusion

This pilot study demonstrates that KST provides a principled and statistically rigorous framework for
evaluating the validity of LLM-generated learning recommendations. Across two well-defined domains,
all investigated models showed systematic deviations from the psychometrically grounded outer fringes,
with only moderate overlap and relatively low perfect-match rates. While the analyses revealed
clear performance differences between models—with Gemini 2.5 Pro consistently outperforming the
others—the overall reliability of LLM-generated next-step recommendations appears insufficient for
formative feedback in their current form. Nonetheless, the results highlight the potential of combining
KST with modern generative Al to build transparent, interpretable, and benchmarkable recommendation
systems.
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