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Abstract
In this article, we take the operators that make up variable elimination in probabilistic graphical models and

reinterpret them as forgetting operators in the vein of marginalisation for forgetting in logic. As such, we define

the inference task of forgetting in probabilistic graphical models and provide operators to solve the task, discussing

effects on complexity versus variable elimination for probabilistic inference. In addition, we consider different

properties for forgetting in probabilistic graphical models, arguing whether variable elimination as forgetting

fulfils them. We also discuss the limits of forgetting using variable elimination as well as other dimensions and

approaches to forgetting in probabilistic graphical models.
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1. Introduction

Forgetting has been investigated in various areas of artificial intelligence [1], whereby forgetting

is considered as a technical term referring to the removal of a meta symbol in a representation, or

forgetting refers to the everyday understanding one observes in human [2, 3]. One of the ultimate aims

of investigating forgetting is to reduce computational costs and hence, research on forgetting often

focuses on techniques primarily to modify representations, e.g., [4, 5], so that tasks such as inference

become easier. Another approach is to capture the notion of forgetting by principles [6, 7, 8]. The most

prominent operation of forgetting in logic-based artificial intelligence is the elimination of a variable,

which goes back to Boole [9, 10]. In propositional logic, for a formula 𝜙, one defines syntactically

elimination of a set of variables Γ as follows:

propForget(𝜙, ∅) = 𝜙

propForget(𝜙,Γ ∪ {𝑎}) = propForget(𝜙,Γ)[𝑎/⊤] ∨ propForget(𝜙,Γ)[𝑎/⊥]

whereby 𝜓[𝑎/⊤] means replacing all occurrences of 𝑎 by a tautology in 𝜓, respectively, 𝜓[𝑎/⊥] means

replacing all occurrences of 𝑎 by a contradictory formula in 𝜓.

A popular and powerful approach to capturing and understanding uncertainty in our world is to use

a probability distribution over a set of random variables. Probabilistic models represent such probability

distributions but have complexity that is exponential in the number of random variables. Probabilistic

graphical models (PGMs) use (conditional) independences among the random variables to factorise
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a full joint into a set of factors – reducing the cost of representation in practice. There are several

factorised models, such as Bayesian networks (BNs) [11], Markov networks [12], and factor graphs [13].

The inference problem of query answering then asks for the probability (distribution) of a set of random

variables, possibly given a set of observations [14]. To solve the problem, marginalisation can be used

to sum out those variables that do not occur in the query. For factorised models, this method has

been formalised as variable elimination (VE) [15]. However, to the best of our knowledge, there is no

established notion of forgetting in PGMs. Hence, in probabilistic inference, the notion of forgetting

is not yet formally investigated, with the exception of a few works on probabilistic forms of belief

change [16, 17] and close to none on forgetting.

An inference method shared between logic and probabilistic inference is that of marginalisation,

which can be used as a method of forgetting in logic. In propositional logic, marginalisation can be

characterized as the operation that eliminates all variables except of Γ [18]. Hence, one can implement

the logical form of marginalisation to a set of variables Γ of a formula 𝜙 with variables sig(𝜙) via

forgetting as follows:

propMarg(𝜙,Γ) = propForget(𝜙, sig(𝜙) ∖ Γ)

In this paper, we employ the connection of marginalisation and forgetting in logic, to analogously

define and investigate forgetting in PGMs. We are treating forgetting through VE, which has the upsides

of looking at a well-understood method with known complexity results, enabling for transferring results

to the new setting of forgetting in PGMs. The contributions of this paper are as follows:

• We define a set of properties to describe a forgetting method, namely, semantics preservation,

order-independence, idempotence, and reversibility.

• We define the inference problem of forgetting in factorised models.

• We define two forgetting operators, one for forgetting a factor and one for forgetting a random

variable based on VE operators, to solve the forgetting problem, showing their correctness and

discussing their runtime complexity, their effect on the runtime complexity of the query answering

problem, and the properties defined before.

We also discuss how other aspects of PGMs relate to VE-based forgetting. To the best of our knowledge,

we are the first to formally treat forgetting in PGMs using VE.

The remainder of this article is structured as follows: We start with notations, defining factorised

models and the query answering problem, before recapping VE as a solution method including the two

main VE operators. Then, we look at use cases, list our assumptions, and define four properties for

forgetting in PGMs. We follow up with our main contribution, forgetting in PGMs based on VE. We

end with a discussion of other aspects to forgetting in PGMs.

2. Preliminaries

The section provides basic notations and recaps VE as the probabilistic inference algorithm, whose

operators we use for forgetting.

2.1. Factor Graphs

In this subsection, we introduce factorised models, which encode a factorisation of a full joint probability

distribution over a set of random variables based on (conditional) independences between random

variables. We use an epidemic scenario as a running example, in which one may be sick, travel, and get

treated, while there may be an epidemic. We use 𝑌 to denote sets and 𝒴 to denote sequences. In abuse

of notation, we use set operations on sequences, which treat sequences like sets but preserve the order

of the elements in them.



𝐸𝑝𝑖𝑑 𝑓0

𝑓2𝑓1
𝑇𝑟𝑒𝑎𝑡𝑆𝑖𝑐𝑘𝑇𝑟𝑎𝑣𝑒𝑙

Figure 1: Factor graph for the example model 𝐹𝑒𝑥 of Example 1.

Definition 1 (Random variable, range, event). Let R be a finite set of random variable names. A random

variable with name 𝑅 ∈ R can be mapped to elements of a set of possible values ran(𝑅), called the range.

An event 𝑅 = 𝑟 denotes the occurrence of random variable 𝑅 with range value 𝑟 ∈ ran(𝑅). If 𝑅 is clear

from context, we write 𝑟 for short.

To relate random variables, we use factors. A factor consists of a sequence of random variables and a

function, mapping argument values of the range of the random variables to real values, called potentials,

of which at least one is non-zero.

Definition 2 (Factor, size, model). Let Φ be a finite set of factor names. We denote a factor 𝑓 by 𝜑(ℛ)
with ℛ = (𝑅1, . . . , 𝑅𝑚) a sequence of random variables and 𝜑 : ×𝑚

𝑖=1ran(𝑅𝑖) → R+
a function with

name 𝜑 ∈ Φ. The term rv(𝑌 ) refers to the random variables in some element 𝑌 , a factor or sets of factors.

The size of a factor is given by |ran(ℛ)|. A set of factors forms a model 𝐹 := {𝑓𝑖}𝑛𝑖=1.

Factor graphs are graphical representations of models of Def. 2 that explicitly represent random

variables and factors as nodes.

Definition 3 (Factor graph). Given a model 𝐹 , a factor graph is a graphical representation, which is

a bipartite graph (𝑉,𝐸) with nodes 𝑉 = rv(𝐹 ) ∪ 𝐹 for random variables and factors, respectively, and

edges 𝐸 = { {𝑅, 𝑓} | 𝑅 ∈ rv(𝑓), 𝑓 ∈ 𝐹 }, i.e., the edges are between a factor and a variable whenever

the variable occurs in the factor.

The following shows an example model for the running example of an epidemic scenario.

Example 1. Let R be {𝐸𝑝𝑖𝑑, 𝑇𝑟𝑎𝑣𝑒𝑙, 𝑆𝑖𝑐𝑘, 𝑇𝑟𝑒𝑎𝑡}, which form Boolean random variables. Then, we

build an example model 𝐹𝑒𝑥 = {𝑓𝑖}2𝑖=0 with

𝑓0 = 𝜑0(𝐸𝑝𝑖𝑑), 𝑓1 = 𝜑1(𝐸𝑝𝑖𝑑, 𝑆𝑖𝑐𝑘, 𝑇𝑟𝑎𝑣𝑒𝑙), 𝑓2 = 𝜑2(𝐸𝑝𝑖𝑑, 𝑆𝑖𝑐𝑘, 𝑇𝑟𝑒𝑎𝑡).

We omit input-output mappings for brevity reasons. Figure 1 depicts 𝐹𝑒𝑥 as a factor graph with four

variable nodes and three factor nodes.

The graph structure also encodes a set of (conditional) independences, where random variables

are (conditionally) independent of each other given a set of random variables that blocks every path

between two variables. The equivalent representation of a Markov network only uses nodes for random

variables with edges between those random variables that occur in factors together, which makes the

random variables form clusters in the graph. As such, if only given a Markov network without the

factors, it is not clear if the underlying model has factors over maximal clusters, minimal clusters, or

something in between. The semantics of a model is given by its full joint distribution:

Definition 4 (Semantics). With 𝑍 =
∑︀

𝑟∈ran(rv(𝐹 ))

∏︀
𝑓∈𝐹 𝜑𝑓 (𝜋rv(𝑓)(𝑟)) as the normalisation constant,

a model 𝐹 represents the full joint distribution 𝑃𝐹 : ran(rv(𝐹 ))→ [0, 1] with

𝑃𝐹 (𝑟) =
1

𝑍

∏︁
𝑓∈𝐹

𝜑𝑓 (𝜋rv(𝑓)(𝑟)).

We omit the 𝐹 in 𝑃𝐹 if 𝐹 is clear from the context.

Given a model, the query answering problem poses the problem of computing the answer to a query

for a probability distribution over a set of random variables on a given model.



Algorithm 1 Multiply Operator

1: function multiply(set of factors 𝐹 ′
, model 𝐹 )

2: Precondition 𝐹 ′ ⊆ 𝐹
3: while |𝐹 ′| > 1 do
4: Pick two factors 𝜑′(𝑅′), 𝜑′′(𝑅′′) ∈ 𝐹 ′

5: for each 𝑟 ∈ ran(𝑅′ ∪𝑅′′) do
6: 𝜑(𝑟)← 𝜑′(𝜋𝑅′(𝑟)) · 𝜑′′(𝜋𝑅′′(𝑟))

7: 𝐹 ′ ← 𝐹 ′ ∖ {𝜑′(𝑅′), 𝜑′′(𝑅′′)} ∪ {𝜑(𝑅)}
return 𝑓 | 𝑓 ∈ 𝐹 ′

8: Postcondition 𝑃𝐹 = 𝑃𝐹∖𝐹 ′∪{𝜑(𝑅)}

Algorithm 2 Sum-out Operator

1: function sum-out(Random variable 𝑅, factor 𝑓 , model 𝐹 )

2: Precondition 𝑓 ∈ 𝐹 , 𝑅 ∈ rv(𝑓), 𝑅 ̸∈ rv(𝐹 ∖ {𝑓})
3: for each 𝑟 ∈ ran(rv(𝑓) ∖ {𝑅}) do
4: 𝜑(𝑟)←

∑︀
𝑟∈ran(𝑅) 𝜑(𝑟1, . . . , 𝑟𝑖−1, 𝑟, 𝑟𝑖+1, . . . , 𝑟𝑛)

return 𝜑(𝑅)
5: Postcondition 𝑃𝐹∖{𝑓}∪𝜑(ℛ) =

∑︀
𝑟∈ran(𝑅) 𝑃𝐹 (𝑟, 𝑟) with 𝑟 ∈ ran(rv(𝐹 ) ∖ {𝑅})

Algorithm 3 A pseudocode description of VE

1: function VE(Model 𝐹 , query variables 𝑄)

2: while rv(𝐹 ) ∖𝑄 ̸= ∅ do
3: Pick next random variable 𝑅 ∈ rv(𝐹 ) ∖𝑄 to eliminate

4: 𝐹 ′ ← {𝑓 | 𝑅 ∈ rv(𝑓), 𝑓 ∈ 𝐹}
5: 𝑓 ← multiply(𝐹 ′

, 𝐹 )

6: 𝑓 ← sum-out(𝑅, 𝑓 , 𝐹 )

7: 𝐹 ← 𝐹 ∖ 𝐹 ′ ∪ {𝑓}
8: if |𝐹 | > 1 then
9: 𝑓 ← multiply(𝐹 , 𝐹 )

10: Normalise 𝑓 ◁ Divide each potential in 𝑓 by the sum of all potentials in 𝑓
11: return 𝑓

Definition 5 (Query, query answering problem). Given a model 𝐹 , a set of events 𝑒 called evidence,

and a set of random variables 𝑄, the syntactic construct 𝑃𝐹 (𝑄 | 𝑒) denotes a query for the probability

distribution of 𝑄 given 𝑒 on 𝑃𝐹 . The inference problem of query answering then refers to the problem of

computing an answer to 𝑃𝐹 (𝑄 | 𝑒).

Example 2. For the example model 𝐹𝑒𝑥, 𝑃 (𝐸𝑝𝑖𝑑) would form a query for a marginal probability

distribution. 𝑃 (𝐸𝑝𝑖𝑑 | 𝑆𝑖𝑐𝑘 = 𝑡𝑟𝑢𝑒) = 𝑃 (𝐸𝑝𝑖𝑑 | 𝑠𝑖𝑐𝑘) forms a query for a conditional probability

distribution, given evidence 𝑠𝑖𝑐𝑘 ≜ (𝑆𝑖𝑐𝑘 = 𝑡𝑟𝑢𝑒).

2.2. Variable Elimination

VE is an inference algorithm for answering queries in PGMs based on marginalisation [15]. The idea is

to eliminate all non-query variables from a model by summing over their range values. To do so in an

efficient manner, the basic algebraic laws of commutativity and distributivity allow for organising the

elimination order such that the interim results remain as small as possible, which can be formalised as

the following two theorems [19]:



Theorem 1. Given a factor 𝜑(ℛ) = 𝜑(ℛ1,ℛ2) withℛ1 ∩ℛ2 = ∅, then∑︁
𝑟∈ran(ℛ)

𝜑(ℛ) =
∑︁

𝑟1∈ran(ℛ1)

∑︁
𝑟2∈ran(ℛ2)

𝜑(𝑟1, 𝑟2) =
∑︁

𝑟2∈ran(ℛ2)

∑︁
𝑟1∈ran(ℛ1)

𝜑(𝑟1, 𝑟2)

Theorem 2. Given two factors 𝜑(ℛ), 𝜑(𝒮, 𝒯 ) withℛ∩ 𝒮 = ∅, then∑︁
𝑠∈ran(𝒮)

𝜑(ℛ)𝜑(𝑠, 𝒯 ) = 𝜑(ℛ)
∑︁

𝑠∈ran(𝒮)

𝜑(𝑠, 𝒯 )

Finding the optimal elimination order is an NP-complete problem [14]. Usually, one has to rely on

heuristics to find a good enough approximation.

Note 1. When defining algebraic operators to apply to a model 𝐹 with full joint 𝑃𝐹 , we require those

operators to adhere to Theorems 1 and 2 to preserve 𝑃𝐹 through their application, implying correctness. We

call such operators semantics-preserving.

To formalise VE, we introduce two operations, multiply and sum-out, shown in Algs. 1 and 2. For

the sum-out operation to be correct and as such, semantics-preserving, all factors that contain 𝑅 need

to be multiplied as multiplication comes before addition. VE then proceeds as follows (see Alg. 3 as

well): While there are non-query variables, the next variable to eliminate is picked given a heuristics (or

given a predetermined elimination order). Then, all factors containing the variable are multiplied into

one factor, in which the variable to eliminate is then summed out. At the end, all remaining factors are

multiplied into one factor, which is then normalised. The given description does not include evidence

to keep it short and simple. Please refer to [19] for details regarding evidence absorption.
1

Example 3. Consider the query 𝑃 (𝐸𝑝𝑖𝑑) from Example 2 in the example model 𝐹𝑒𝑥 from Example 1. VE

needs to eliminate the variables 𝑇𝑟𝑒𝑎𝑡, 𝑇𝑟𝑎𝑣𝑒𝑙, and 𝑆𝑖𝑐𝑘. Pick 𝑇𝑟𝑒𝑎𝑡 as the first variable to eliminate.

Since 𝑇𝑟𝑒𝑎𝑡 only occurs in 𝑓2, VE does not need to multiply any factors and can proceed to sum out 𝑇𝑟𝑒𝑎𝑡
from 𝑓2 by summing over its range values, resulting in a factor 𝜑′2(𝐸𝑝𝑖𝑑, 𝑆𝑖𝑐𝑘). The same holds for 𝑇𝑟𝑎𝑣𝑒𝑙
in 𝑓1, resulting in a factor 𝜑′1(𝐸𝑝𝑖𝑑, 𝑆𝑖𝑐𝑘). To eliminate 𝑆𝑖𝑐𝑘, VE needs to multiply 𝜑′1 and 𝜑′2, before

summing out 𝑆𝑖𝑐𝑘, yielding a factor 𝜑(𝐸𝑝𝑖𝑑). Together with 𝑓0, there are two factors left, defined over

𝐸𝑝𝑖𝑑. As such, they need to be multiplied and then the result’s entries normalised to form the probability

distribution that is the answer to 𝑃 (𝐸𝑝𝑖𝑑). Mathematically, the following calculations happened:

𝑃 (𝐸𝑝𝑖𝑑) ∝ 𝜑(𝐸𝑝𝑖𝑑)
∑︁

𝑠∈ran(𝑆𝑖𝑐𝑘)

∑︁
𝑡𝑙∈ran(𝑇𝑟𝑎𝑣𝑒𝑙)

𝜑1(𝐸𝑝𝑖𝑑, 𝑠, 𝑡𝑙)
∑︁

𝑡𝑡∈ran(𝑇𝑟𝑒𝑎𝑡)

𝜑2(𝐸𝑝𝑖𝑑, 𝑠, 𝑡𝑡)

To characterise the complexity of answering a query using VE, the largest intermediate result under

an optimal elimination order is used, that is the smallest possible largest factor 𝜑(𝑅1, . . . , 𝑅𝑤) with a

size of ×𝑤
𝑖=1|ran(𝑅𝑖)| that occurs during sum-out operations, with 𝑤 called tree width. The tree width

is bounded from below by the maximum number of input arguments in a model but can become much

larger if it is necessary to multiply many factors to sum out a next variable. The complexity is then

given by 𝑂(𝑘𝑟𝑤) with 𝑘 = |rv(𝐹 )|, 𝑟 = max𝑅∈rv(𝐹 ) |ran(𝑅)|, and 𝑤 the tree width [19].

Example 4. Consider the answer computation in Example 3. The largest (interim) factor during the

calculation has three inputs. Since 𝑇𝑟𝑒𝑎𝑡 and 𝑇𝑟𝑎𝑣𝑒𝑙 are independent from each other given 𝑆𝑖𝑐𝑘, their

elimination can be handled independently from each other and could be done in any order without any

effect on the largest interim result. However, choosing to eliminate 𝑆𝑖𝑐𝑘 first would require multiplying 𝑓1
and 𝑓2, leading to an interim factor with four inputs, illustrating the need for good elimination orders and

its influence on runtime.

Next, we look at certain use cases for forgetting in PGMs, the assumptions we thus make with the

given setting of forgetting in PGMs as well as some properties that may characterise forgetting in PGMs

before defining forgetting using VE operations.

1

In essence, one could think of evidence as factors mapping the observed range value to 1 and the remaining values to 0,

having them added to the model to be handled like the rest.



3. Use Cases, Assumptions & Properties

This section looks at certain use cases to illustrate the purpose of forgetting in PGMs, the assumptions

that underlie our work, and some properties to characterise a solution method for forgetting in PGMs.

3.1. Use Cases

Forgetting can have applications in various scenarios to realise different requirements or tasks. We

highlight a string of applications, on different levels of abstractions.

Changing Privacy Demands When learning a model from given data, the data is distilled into a

more compact representation that (hopefully) encodes the essence of the data. Formally speaking, the

idea is that there is a true distribution encoded in a model, of which the training data are samples, and

learning encompasses to find a distribution that is close to the true distribution by finding one that

makes the data most probable. Please note that the result might be a local optimum.

With changing demands regarding privacy, it might happen that certain features in the data should

no longer be represented explicitly, while keeping the original relations between the remaining features

intact. There is the possibility of relearning a model on the data set without the offending feature(s).

Doing so has drawbacks: On the one hand, it costs time and requires to still have the training data

around. On the other hand, the learned model might end up in a different local optimum and thus the

relations might look a bit differently. As such, queries might have different answers than before. Thus,

it would be more suitable to forget (remove) the features that should no longer be represented in the

model while keeping the rest of the model as is.

Changing Monitoring Setups in Predictive Maintenance Predictive maintenance regards the

task of predicting when a component might require maintenance, which usually involves a set of sensors

for monitoring a component over time and a probabilistic model encoding normal behaviour over time.

When sensors over time consistently show values that do not align well with normal behaviour, the

probability for failures increases. There are then two possibilities: One, maintenance might be necessary

for the component. Two, a sensor is faulty. While a faulty sensor might simply come back to life or

be simply replaced, sensors might also be switched off. Keeping the sensor around in the model is

inefficient as it has to be dealt with during query answering as part of the model. The more efficient

way would be to forget (remove) the sensor in the model, while keeping the remaining relations as is.

Manuscript Analysis Manuscripts tell a story over time, and the focus changes with the story

progressing. When distilling a PGM as a probabilistic representation of a text, the representation

might need to change over the sequence of the text since components are no longer relevant, while the

remainder of the model still holds true. To more closely represent such processes over the course of a

manuscript, one could apply forgetting operations to transform the model accordingly to provide a

sequence of snapshots.

Human-aware decision making In recent years, human-aware planning and decision making has

become a hot topic, extending classical planning and decision making by adapting plans to human

expectations of some form (see, e.g., [20] and the papers cited therein) or by providing explanations

through so-called model reconciliation (see, e.g., [21] and the papers cited therein). In logic-based model

reconciliation, forgetting can be employed to generate explanations based on abstraction [22]. For

decision-theoretic PGMs, i.e., PGMs extended by decision nodes and utility functions [23], forgetting

also provides the potential to move closer towards explanations for decision-theoretic PGMs.



3.2. Assumptions

We discuss the assumptions we make regarding the general setting of PGMs as well as forgetting in

them, next to which components to forget specifically based on the chosen setting.

Probabilistic Setting By choosing to look at forgetting in PGMs, we make certain assumption about

the general setting: We assume that the environment or system we are looking at is describable by

a probability distribution over a set of discrete random variables. These random variables exhibit

(conditional) independences among each other, yielding a factorisation of said distribution. We also

assume that the model is stationary, meaning that the distribution and dependences themselves do not

change over time through same forces inherent to the environment and not necessarily encoded by the

model, as well as static, meaning that the state of the system does not depend on time. In Section 5,

we briefly consider temporal PGMs, where the system state changes from one time step to the next,

describable by a (factorised) probability distribution.
2

Forgetting in General We treat forgetting as the technical notion of deleting a syntactical component

from a model while keeping the semantics of the model unaffected, which enables to formally define

a forgetting operation, which can then fulfil certain properties on a technical level. Whether these

properties are desirable may depend on a specific application scenario, and whether they are something

with an equivalent notion in human forgetting may be up for discussion. With forgetting defined

through respective operations, forgetting does not inherently evolve within the model but rather occurs

through the application of the operation, which is externally triggered by a user. As we assume the

model to be otherwise stationary, this is consistent with our assumptions to have a change in the model

to be triggered from an outside source and not be part of the modelling itself. Of course considering

the model before and after a forgetting operation, one could argue that the model is no longer static.

However, for true non-static modelling, we would need to model the process of forgetting using a

probabilistic model, which opens up a whole new world of research and lies therefore outside the scope

of this article.

Components to Forget By choosing the above framing, we can look at different syntactical com-

ponents to delete from a PGM, which includes a random variable or factor if focussing on the factor

representation. If considering a factor graph, then edges also become relevant. Since we specifically

look at VE to implement forgetting due to its connection to forgetting in logic via marginalisation, we

restrict ourselves to forgetting factors and random variables as they can be dealt with naturally using

the existing VE operators. Section 5 discusses further components like edges, but also (in)dependences

among random variables.

3.3. Properties

We consider the following properties to characterise methods of forgetting: (i) semantics preservation,

i.e., having equivalent semantics while forgetting syntactic representation, (ii) order-independence, i.e.,

interchanging the order of forgetting multiple things not changing the outcome, (iii) idempotence, i.e.,

forgetting something more than once not changing the outcome, and (iv) reversibility, i.e., being able to

restore the same state as before forgetting. These properties are not necessarily desirable in all cases

but allow for characterising different solution methods and comparing them against each other.

The first property is the most important one regarding forgetting, as it makes up the main charac-

teristic of forgetting. It focuses on the semantics of a model, which must be preserved through any

forgetting operation. The remaining properties focus on syntax: The next two properties are of technical

nature. Whereas order-independence might not be something prevalent to human forgetting due to its

hierarchical nature, it might be a property that a forgetting operations exhibits. In contrast, not being

2

If the probability distribution describing the state change remains the same over time, a temporal model is considered to be

stationary.



able to forget something after it has already been forgotten is very much part of human forgetting,

although it might be realised through not having an effect on the technical side. The last property

may not be something that one is interested in, given a specific application where the goal might be to

not be able to reverse engineer the forgotten syntactic representation. However, when thinking about

forgetting, thinking about remembering comes naturally, which leads to a notion of reversibility, which

is why we include it in our deliberations here.

Next, we formalise the properties for models 𝐹 of Def. 2 with semantics 𝑃𝐹 of Def. 4 using

forget(𝜉, 𝐹 ) to denote a forgetting operation, forgetting 𝜉 in 𝐹 with 𝜉 being a component of 𝐹 ,

which changes 𝐹 into a model 𝐹 ′
, in which 𝜉 is no longer syntactically present.

Semantics Preservation The main property characterising forgetting concerns the central idea that

forgetting does not change the semantics per se, only the syntactical representation, meaning that any

forgetting operation must be semantics-preserving. That is, the full joint resulting from forgetting

something in a model 𝐹 must be equivalent to the full joint 𝑃𝐹 , which may be transformed using

semantics-preserving operations. We formalise the property as follows using ≡ to denote equivalence:

𝑃𝐹 ≡ 𝑃forget(𝜉,𝐹 ) (1)

A consequence of semantics preservation is that all possible queries that do not mention 𝜉 have the

same answer before and after forgetting, i.e.,

∀𝑄,𝐸 ⊆ rv(forget(𝜉, 𝐹 )),𝑄 ∩𝐸 = ∅ : 𝑃𝐹 (𝑄|𝐸) = 𝑃
forget(𝜉,𝐹 )(𝑄|𝐸) (2)

Equation (1) only regards the relationship between the semantics of the two models, before and after

forgetting, with Eq. (2) making explicit that the answer to any query remains identical as the semantics

in itself does not change. The property does not constrain the syntactical representation, though.

Order-independence The order of forgetting two things should not matter, leading to the same

outcome in either order. Formally, order independence between forgetting two components 𝜉1, 𝜉2 can

be specified as follows:

forget(𝜉2, forget(𝜉1, 𝐹 )) = forget(𝜉1, forget(𝜉2, 𝐹 )) (3)

This property regards the syntactical representation, i.e., 𝐹 . In combination with semantics preservation,

the semantics are preserved under the two forgetting operations, as each single operation is semantics

preserving and can therefore be applied in any order. As mentioned above, this property might not

be a property necessarily found in human forgetting but one that can be technically verified rather

easily and therefore, characterises a forgetting method and also possibly contrasts it towards other

approaches that focus on order-dependence.

Idempotence Forgetting something more than once should not be possible as the result of the first

forgetting operation should make the application of the same forgetting operation not possible or, more

specifically, without any effect. Formally, idempotence can be specified as follows:

forget(𝜉, forget(𝜉, 𝐹 )) = forget(𝜉, 𝐹 ) (4)

Like order-independence, this property is defined on a syntactical level, with the equivalent semantics

following the semantics preservation property.

Reversibility For humans, forgetting something is closely related to remembering, which we for-

malise as reversibility using
−1

to denote a remembering operation:

𝐹 = forget
−1(𝜉, forget(𝜉, 𝐹 )) (5)



This property is specified on a syntactical level, with semantics again following from semantics preser-

vation. However, Eq. (5) also implies that one needs to be able to define a remembering function

forget
−1

that is able to restore the original semantics of 𝐹 . As mentioned before, whether reversibility

is desirable in a given situation may depend on the specific application, but considering the (data)

complexity needed to reverse a forgetting operation can also reveal something about the forgetting

method, and as such, we consider reversibility a property of interest.

Finally, we would like to remark that also for forgetting in logics, especially for ASP [8] and propo-

sitional logic [24], several principles have been discussed, which have similar motivations to those

principles above. Notably, Delgrade [6] provided a general approach to forgetting in Tarskian logics,

in which order-independence and idempotence are also mentioned, which subsume several logical

approaches to forgetting (but not all [3]).

In the following section, we look at VE as a means of forgetting components of a model 𝐹 and

define two forgetting operations, which we discuss regarding the above-defined properties as well as

complexity.

4. Variable Elimination as Forgetting

Inspired by marginalisation as forgetting in logic, we look at VE to realise forgetting in a PGM. We use

models of Def. 2 as the representation formalism, with factor graphs as the graphical representation, but

since VE works on other PGMs like BNs as well, one could easily adopt forgetting for other formalisms.

Given a model 𝐹 , the two natural components to forget are factors and random variables. Before

we look at how to forget these components using VE, we define the inference problem of forgetting,

which already encodes the central property of semantics preservation by ensuring equivalent semantics

before and after forgetting.

Definition 6 (Forgetting problem). Given a model 𝐹 , the syntactical construct of forget(𝜉, 𝐹 ) refers to

the inference problem of forgetting a component 𝜉 ∈ 𝐹 by computing a model 𝐹 ′
, in which 𝜉 ̸∈ 𝐹 ′

but

𝑃𝐹 ≡ 𝑃𝐹 ′ .

Note that when setting 𝜉 = 𝑅with𝑅 ∈ rv(𝐹 ), then 𝜉 ∈ 𝐹 and 𝜉 ̸∈ 𝐹 ′
need to become 𝜉 ∈ rv(𝐹 ) and

𝜉 ̸∈ rv(𝐹 ′). Next, we define how to solve the problem of forgetting factors and random variables using

VE operations, discussing the solution w.r.t. the above properties as well as complexity considerations.

Other components than factors and random variables like edges, we discuss in Section 5.

4.1. Forgetting Factors

The first component we focus on are factors, specifying a solution method using the VE operation of

multiply. Forgetting a factor is achieved by multiplying factors. Essentially, one forgets (conditional)

independences among random variables. Doing so keeps the (conditional) independence alive in the

full joint probability distribution but removes its explicit representation in the graph structure.

Solution Formally, forgetting a factor 𝑓 can be achieved simply by applying the multiply operation

from VE to 𝑓 and another factor 𝑓 ′, called target, shown in Alg. 4. Note that forgetting a factor 𝑓 with

target 𝑓 ′ leads to the same result as forgetting 𝑓 ′ with target 𝑓 . One could even argue that forgetting

a factor leads to forgetting both the factor itself as well as its target and replacing it with its merged

version 𝑓 ′′.
While any factor could be chosen as the target, it would be reasonable to choose a factor such that the

tree width only increases as much as necessary. Choosing the target factor could follow any heuristics

developed for choosing the next operation during a VE run such as choosing the factor which leads to

the smallest result after multiplication. The effect on the graph structure can be described as follows:

Forgetting a factor has the consequence of two factor nodes becoming one in the factor graph with its

neighbours being the union of the neighbours of the previous two factors, i.e., 𝑉 ← 𝑉 ∖ {𝑓, 𝑓 ′} ∪ {𝑓 ′′}



Algorithm 4 Forgetting a Factor

1: procedure forgetFactor(Factor 𝑓 , model 𝐹 )

2: Pick factor 𝑓 ′ ∈ 𝐹 as target

3: 𝑓 ′′ ← multiply({𝑓, 𝑓 ′}, 𝐹 )
4: 𝐹 ← 𝐹 ∖ {𝑓, 𝑓 ′} ∪ {𝑓 ′′}

and 𝐸 ∖ {{𝑅, 𝑓} | 𝑅 ∈ rv(𝑓)} ∖ {{𝑅, 𝑓 ′} | 𝑅 ∈ rv(𝑓 ′)} ∪ {{𝑅, 𝑓 ′′} | 𝑅 ∈ rv(𝑓 ′′)}. Before we briefly

argue for correctness, we illustrate forgetting a factor in our running example.

Example 5. Consider forgetting 𝑓0 in 𝐹𝑒𝑥, i.e., forget(𝑓0, 𝐹𝑒𝑥). We choose as target 𝑓1, meaning that

forgetFactor(𝑓0, 𝐹𝑒𝑥) multiplies 𝑓0 and 𝑓1, yielding a factor 𝑓 ′′ = 𝜑(𝐸𝑝𝑖𝑑, 𝑆𝑖𝑐𝑘, 𝑇𝑟𝑎𝑣𝑒𝑙), with 𝐹𝑒𝑥

becoming {𝑓 ′′, 𝑓2}.

Theorem 3. Given a model 𝐹 and a factor 𝑓 ∈ 𝐹 , Alg. 4 correctly solves the problem forget(𝑓, 𝐹 ).

Proof. The forgetting problem defined in Def. 6 requires that after forgetting a component, the compo-

nent is no longer part of the model, while the semantics are equivalent. Since Alg. 4 removes 𝑓 from

𝐹 in line 4, 𝑓 ̸∈ 𝐹 afterwards. Additionally, as forgetting is achieved by calling the VE operation of

multiply, which has an equivalent algebraic operation of multiplication, yielding equivalent semantics,

encoded in the postcondition in Alg. 1, correctness follows.

Complexity Implications The complexity of the forgetting operation follows that of the multiply op-

eration: It depends on the size of the resulting factor 𝑓 ′′, i.e.,𝑂(𝑟𝑘), with 𝑘 the number of distinct random

variables 𝑅′′ = rv(𝑓) ∪ rv(𝑓 ′) between the two factors 𝑓, 𝑓 ′ involved and 𝑟 = max𝑅∈rv(𝑓,𝑓 ′) |ran(𝑅)|
the largest range size, as each potential for each mapping from ran(𝑅) needs to be calculated.

Since forgetting a factor is done by multiplication, the largest factor size may grow, which may

increase the lower bound on the tree width characterising the complexity of probabilistic inference.

Doing a multiplication because of forgetting intervenes with the elimination order, which may in turn

lead to a larger tree width. If the factors multiplied together have argument sets that are subsets of each

other, then the tree width does not change. If the forgetting operation combines random variables that

were previously not in a factor together, intermediate results at least regarding this part of the VE run

will be larger. If these intermediate results are actually those that determine the tree width, then the

tree width will increase.

Example 6. Consider forgetting 𝑓1 in 𝐹𝑒𝑥. Choosing 𝑓0 as target, the result would be the same as in

Example 5, 𝑓 ′′, meaning that there is no difference between forgetting two factors if they are chosen as

each other’s target. Choosing 𝑓2 as the target yields a factor 𝜑(𝐸𝑝𝑖𝑑, 𝑆𝑖𝑐𝑘, 𝑇𝑟𝑎𝑣𝑒𝑙, 𝑇 𝑟𝑒𝑎𝑡), increasing

the largest factor size from 23 to 24, requiring more computations during the multiplication itself as well as

yielding a larger runtime complexity for any query answering problem in the resulting model.

Properties Semantics preservation follows from Theorem 3 about the correctness of forgetting a factor

w.r.t. the inference problem, which states that the semantics needs to be preserved. Order-independence

also holds by commutativity of multiplication, given fixed targets. Idempotence holds since a forgotten

factor 𝑓 is no longer part of the model 𝐹 , which violates the precondition of multiplication.

Reversibility does not hold without additional effort. Multiplying two factors to forget one essentially

leads to forgetting the explicit representation of (conditional) independences holding between the

random variables of the two factors being multiplied. However, due to semantics preservation, the

(conditional) independences are still part of the full joint and could therefore be recovered by checking

for (conditional) independences, for which the following has to hold:

𝑃 (𝑅1,𝑅2 | 𝑅3) = 𝑃 (𝑅1 | 𝑅3) · 𝑃 (𝑅2 | 𝑅3) (6)



Algorithm 5 Forgetting a Random Variable

1: procedure forgetRandVar(Random variable 𝑅, model 𝐹 )

2: 𝐹 ′ ← {𝑓 | 𝑓 ∈ 𝐹,𝑅 ∈ rv(𝑓)}
3: 𝑓 ← multiply(𝐹 ′

, 𝐹 )

4: 𝑓 ← sum-out(𝑅,𝑓 , 𝐹 )

5: 𝐹 ← 𝐹 ∖ 𝐹 ′ ∪ {𝑓}

Checking for (conditional) independences without knowing the original factorisation of the two factors

can be costly, since any combination of variables or sets thereof need to be checked. If storing the

argument lists of the two factors involved in forgetting a factor, which requires memory in the number

of variables in the worst case, i.e., 𝑂(𝑁) with 𝑁 = |rv(𝐹 )|, then the graph structure can be easily

recovered and the potentials retrieved up to a scaling factor by solving Eq. (6) for the argument lists,

with their Markov blanket as 𝑅3, with the Markov blanket being those variables that block all paths

from the argument lists to any other variable in the model.

With forgetting a factor in place and the main properties fulfilled, we turn to forgetting a random

variable.

4.2. Forgetting Random Variables

The next natural component to forget in a factor graph is a random variable. Similarly to forgetting

factors, forgetting random variables can be achieved using a VE operation, sum-out in this case.

Solution Formally, forgetting a random variable𝑅 can be achieved by applying the sum-out operation

from VE to the random variable, shown in Alg. 5. The graph structure changes along the lines of the

operations performed during forgetting a random variable 𝑅: The factor nodes for the factors in 𝐹
that contain 𝑅, i.e., 𝐹 ′

, are replaced by a single factor node for 𝑓 , which is the result of forgetting 𝑅 in

the product of 𝐹 ′
, and the variable node of 𝑅 is deleted, i.e., 𝑉 ← ((𝑉 ∖ 𝐹 ′) ∪ {𝑓}) ∖ {𝑅}. The edges

between 𝐹 ′
and its arguments are replaced by edges to 𝑓 , i.e.,𝐸 ← 𝐸∖{{𝑅′, 𝑓 ′} | 𝑓 ′ ∈ 𝐹 ′}∪{{𝑅′, 𝑓} |

𝑅′ ∈ rv(𝑓)}. While using the sum-out operation, which multiplies all factors that contain 𝑅 first, can

change the syntactic representation quite drastically, if 𝑅 appears in many factors, multiplying those

factors is necessary to preserve the semantics as correctly summing out a variable requires all factors

to be multiplied first. Summing out 𝑅 only locally, i.e., in a single factor ignoring all other appearances,

can drastically change the semantics.

Again, before we briefly argue for correctness, we illustrate forgetting a random variable in our

running example.

Example 7. Consider forgetting 𝑇𝑟𝑎𝑣𝑒𝑙 in 𝐹𝑒𝑥, i.e., forget(𝑇𝑟𝑎𝑣𝑒𝑙, 𝐹𝑒𝑥). Since 𝑇𝑟𝑎𝑣𝑒𝑙 occurs only in

𝑓1, forgetRandVar(𝑇𝑟𝑎𝑣𝑒𝑙, 𝐹𝑒𝑥) does not need to multiply any factors, and can directly use the sum-out

operator on 𝑇𝑟𝑎𝑣𝑒𝑙 and 𝑓1, yielding a factor 𝑓 ′1 = 𝜑(𝐸𝑝𝑖𝑑, 𝑆𝑖𝑐𝑘), with 𝐹𝑒𝑥 becoming {𝑓0, 𝑓 ′1, 𝑓2}. The

equivalent algebraic operation is the following:

𝜑′1(𝐸𝑝𝑖𝑑, 𝑆𝑖𝑐𝑘) =
∑︁

𝑡𝑙∈ran(𝑇𝑟𝑎𝑣𝑒𝑙)

𝜑1(𝐸𝑝𝑖𝑑, 𝑆𝑖𝑐𝑘, 𝑡𝑙)

Theorem 4. Given a model 𝐹 and a random variable 𝑅 ∈ rv(𝐹 ), Alg. 5 correctly solves the problem

forget(𝑅,𝐹 ).

Proof. After forgetting a random variable 𝑅 in a model 𝐹 , 𝑅 must no longer appear in 𝐹 , while the

semantics remain equivalent as per Def. 6. By the precondition of the sum-out operator in Alg. 2, 𝑅
may only appear in one factor, which after the main loop no longer contains 𝑅 as 𝑅 is then summed

out. The resulting factor replaces the original factor, meaning that 𝑅 ̸∈ rv(𝐹 ) after Alg. 5. Additionally,

by the postcondition of the sum-out operator, the semantics remain equivalent, with the sum over
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Figure 2: The factor graph for the example model 𝐹𝑒𝑥 of Example 1 after forgetting 𝑆𝑖𝑐𝑘 (Example 8)

the range of the random variable in the full joint the equivalent algebraic operation that preserves

semantics. Thus, correctness follows.

Complexity Implications The complexity of forgetting a random variable 𝑅 again follows the

complexity of the VE operations, with the multiply operation on a set of factors being in 𝑂(𝑟𝑘), with

𝑘 the number of distinct random variables 𝑅 =
⋃︀

𝑓∈𝐹 ′ rv(𝑓) in the factors 𝐹 ′
containing 𝑅 and

𝑟 = max𝑅∈𝑅 |ran(𝑅)| the largest range size. The sum-out operation has the same complexity as the

sum runs through all entries and adds them up, leading to an overall complexity of 𝑂(𝑟𝑘).
Since forgetting a random variable possibly requires multiplying a set of factors, the largest factor

size may grow as well, which again may lead to an increase in the lower bound on the tree width and

the tree width itself: Since forgetting a random variable explicitly sums out a random variable detached

from any elimination order, which requires multiplying all factors that contain said variable, the worst

case is that all factors are multiplied, leading to a factor the size of the full joint distribution. The best

case is that the random variable to forget appears in only one factor or, less strict, could be eliminated

without enlarging the tree width.

Example 8. Consider Example 7, in which we forgot 𝑇𝑟𝑎𝑣𝑒𝑙, which did not require multiplying any

factors, keeping the complexity of the query answering problem unchanged. The same could be said for

forgetting 𝑇𝑟𝑒𝑎𝑡. However, when forgetting 𝑆𝑖𝑐𝑘 or 𝐸𝑝𝑖𝑑, Alg. 5 needs to multiply factors that then have

larger input sets as an interim result, with the former requiring 𝑓1 and 𝑓2 to be multiplied and the latter

requiring all three factors. The result afterwards will again only contain three variables, yielding the

same complexity of the query answering problem as before. However, one can also see in this case that by

forgetting, e.g., 𝑆𝑖𝑐𝑘, we have obscured the explicit representation of the conditional independence between

𝑇𝑟𝑎𝑣𝑒𝑙 and 𝑇𝑟𝑒𝑎𝑡 (see Fig. 2 for the graphical representation of the result).

Properties Just like forgetting a factor, forgetting a random variable using Alg. 5 fulfils the property

of semantics preservation based on its correctness shown in Theorem 4, as semantics are preserved.

Order-independence holds by commutativity of addition. However, the size of any interim result may

depend on the order, meaning that the order can have an effect on the runtime, even though the result

is the same. Regarding idempotence, as argued in the proof of Theorem 4, Alg. 5 removes a random

variable from its model. By the precondition of the sum-out operator in Alg. 2, the random variable to

sum out has to be part of the model, which is no longer the case after forgetting it with Alg. 5, meaning

that we cannot forget it twice. Thus, idempotence holds.

To achieve reversibility, more effort is necessary compared to forgetting a factor. Setting aside the

problem of possibly having multiplied several factors to ensure the precondition of summing out, which

would require its own recovering action based on the reversibility of forgetting factors, the problem

with forgetting a variable 𝑅 from a factor 𝑓 is that apart from storing, which factor contained 𝑅 to

begin with, it would also require that we store all original potentials, since we could not recover the

original summands from the sum of potentials in the resulting factor. The memory necessary to do so

would be exponential in the size of the original factor 𝑓 used as a basis for summing out, i.e., 𝑂(𝑟𝑛),
with 𝑟 = max𝑅∈rv(𝑓) |𝑟𝑎𝑛(𝑅)| and 𝑛 = |rv(𝑓)|.



5. Discussion

In this section, we discuss other components to forget in a PGM as well as extensions of PGMs and

other interpretations of forgetting.

5.1. Other Components of a PGM

Considering that a PGM is always also a graph, one can think of forgetting edges. Additionally, while

the semantics of PGM is given by its full joint in this article, one can also consider the (conditional)

independences used for the factorisation and encoded in the graph structure for defining semantics. We

discuss these cases next.

Edges One could argue that forgetting edges is not feasible in the sense of forgetting as we have

set it up here: A basic assumption in probabilistic modelling is that random variables depend on each

other. Only if identifying a (conditional) independence, a factorisation is permitted,
3

which implies that

knowing a (conditional) independence is knowledge that can be forgotten, which happens when we

multiply factors for forgetting them. Deleting an edge would mean assuming an independence between

random variables, which adds information and does not remove it.

Apart from this more philosophical argument, the operation could not be implemented with VE

operations. It would require changing a factor locally by somehow removing an argument from it,

which may change the full joint behind the factorisation: A straightforward approach would be to sum

out the argument in the factor, without multiplying all other factors containing that variable. That

however changes the full joint as we violate the order of sum and product operations if the variable

occurs in more than one factor. Other possibilities would be to not add up the entries for the different

range values but to calculate an average or select the minimum or maximum potential, all of which

change the full joint. Addressing this particular research question is part of future work.

Conditional Independences Forgetting specific conditional independences might not be feasible

depending on the graph structure as random variables can interact in various ways and forgetting a spe-

cific conditional independence might require multiplying two factors that lead to further independences

being obfuscated. One could consider handling forgetting a specific conditional independence between

two random variables in a light weight manner by adding a direct connection between the two variables

through a constant factor, that is a factor mapping all inputs to a single constant, which does not change

the full joint at all since all rows are multiplied by that constant, which vanishes through normalisation.

While the full joint would remain identical and the set of (conditional) independences hidden in the

full joint would remain unchanged, the graph structure would contain more edges, possibly leading to

fewer (conditional) independences in the graph.

Direct Dependences A complementary idea to forgetting a conditional independence is to forget

a direct dependence, which would require splitting factors in some way. There actually is a division

operation [25] as an inverse of the multiplication operation that might be of interest here. Given that a

factor always specifies dependence between a set of random variables, it remains to be seen how one

can isolate a single dependence and forget it, which might then have close connections to forgetting

edges.

5.2. Other Dimensions of Forgetting in PGMs

We briefly consider more expressive models that also allow for encoding time or first-order constructs,

for which one could consider setting up a forgetting operation.

3

To handle learning a PGM efficiently, of course one does not want to start with a fully connected graph and start deleting

edges but with a sparse graph adding edges, but that is notwithstanding the probabilistic foundations.



Temporal Models The models considered so far capture static scenarios in the sense that there is no

temporal dimension. Temporal models usually consist of a static model describing the behaviour of

the modelled scenario within a time step as well as a set of factors describing how the state of a model

changes from one time step to the next, which are used as template models that can be instantiated for

different time steps [26]. Most temporal models use the Markov-𝑘 assumption, which assumes that

the current time step only depends on the 𝑘 previous ones, to simplify the inference problem, with

𝑘 = 1 as the most prominent one. Forgetting edges has therefore a lot of potential as it may reduce the

complexity of temporal inference if reducing a model with a Markov-𝑘 assumption to one with 𝑘′ < 𝑘.

Decision-theoretic Models As mentioned in Section 3, decision-theoretic PGMs are PGMs extended

with decision nodes and utility functions, which are used to compute a plan or policy that leads

to an maximum expected utility, which can be solved by using the VE operators as defined above

[23, 27, 28, 29]. Forgetting in such models could therefore be considered in a similar manner as given in

this paper.

First-order Models Forgetting as considered in this article concerns propositional PGMs, that is,

models without any first-order constructs. There exist a set of first-order probabilistic models, with

parfactor graphs [30] being a first-order counterpart to the factor graphs defined here and Markov logic

networks [31] a counterpart to Markov networks, next to the popular ProbLog system as a probabilistic

extension of Prolog [32]. Especially formalisms such as Markov logic networks and ProbLog, which use

weighted sentences, might provide a basis for a direct translation of logical forgetting to a weighted

version. In first-order settings, with logical variables allowing for specifying factors for groups of

random variables that behave indistinguishably, new aspects to forget arise like constants of the domain

of logical variables or whole sets of indistinguishable random variables. In addition, lifted VE as a

version of VE that works on parfactor graphs [30, 33] has the potential for enabling forgetting in

parfactor graphs.

Of course, there also exist combinations of the dimensions mentioned above, such as first-order

temporal models [34, 35], first-order decision-theoretic models [28, 36, 29] as well as first-order temporal

decision-theoretic models [37], which can all benefit from a discussion of forgetting in its different

dimensions as well as in their combination.

Further modelling variants that are interesting to consider are PGMs for continuous settings such as

Gaussian Bayesian networks [38] or causal models encoding cause-effect relationships between random

variables [39] as well as first-order variants [40, 41, 42] of these, which all could also be treated to a

forgetting operation tailored towards their assumptions and inference problems.

5.3. Other Notions of Forgetting

In contrast to the notion of forgetting above and possible extensions to more expressive models, one

can consider a different notion of forgetting altogether, which we highlight next.

Probabilities We do not meddle with the potentials in a model themselves. However, one could also

consider that forgetting could refer to the certainty about specific potentials. One way could be to look

at Credal networks [43] based on imprecise probability theory [44], which are an extension of BNs and

allow for specifying intervals instead of specific probabilities.

Abstraction Forgetting here is considered as a form of removing syntactical constructs while keeping

the semantics of the model. Forgetting could also be interpreted as a form of abstraction, where

different, almost indistinguishable factors are combined into a single (representative) factor, using

logical variables to encode that the new factor represents two instances. Advanced colour passing (ACP)

[45] and, especially, its approximate version 𝜖-ACP [46] allow for combining (almost) equivalent factors,

which could be considered a form of abstraction. A hierarchical version of 𝜖-ACP [47], which builds a



hierarchy of increasingly more compact models, could possibly emulate the more hierarchical nature

of human forgetting. Temporal approximate merging (TAMe) [48] uses a similar idea when merging

parfactors over time after evidence has lead to a splitting factors parameterised with logical variables

into smaller and smaller groups.

Overall, as this discussion shows, there are a plethora of starting places to further investigate

forgetting in PGMs, focussing on other modelling formalisms or other solution methods, adding to a

hopefully emerging landscape of forgetting in PGMs.

6. Conclusion

This paper looks at VE as a basis for forgetting in PGMs, transferring the idea of marginalisation

as forgetting in logic to the probabilistic setting. Doing so allows for forgetting random variables

and factors through forgetting operators based on VE operators, which enables transferring results

regarding correctness or complexity from the VE to forgetting. The article also considers the properties

semantics preservation, order-independence, idempotence as well as reversibility and discusses the

forgetting operators in the light of these properties, with semantics preservation built in through its

definition and order-independence as well as idempotence following from commutativity of addition

and multiplication. Reversibility remains the property that requires additional effort to achieve. Within

this setting, specific edges and conditional independences cannot be natively forgotten and require

further analysis. The article also discusses a handful of other dimensions to consider for forgetting like

time and first-order constructs, which are also left as future work for proper analysis.
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